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Abstract. Recently, there has been an increasing interest in directed probabilis-
tic logical models and a variety of such languages has been proposed. Although
many authors provide high-level arguments to show that in principle models in
their language can be learned from data, most such learning algorithms have
not yet been studied in detail. We propose an algorithm to learn both structure
and conditional probability distributions (CPD’s) of directed probabilistic logi-
cal models by generalizing the ordering-search algorithm for Bayesian networks.
We use logical probability trees as a representation for the CPD’s. We present
experiments on relational reinforcement learning domains.

1 Introduction

When considering complex relational problems, compact models that generalize well
are important. Therefore, several authors have expressed interest in the use of deci-
sion trees as CPD’s in probabilistic logical models. [7] consider this idea for undirected
models. However, in a number of cases undirected models are not the best choice. One
drawback is that for a number of inference tasks Gibbs sampling is needed, which may
be computationally expensive and needs special care when applied on models with
deterministic dependencies (as often occurs in background knowledge of ILP applica-
tions). In this paper we investigate the use of logical probability trees [4, 7] in directed
models.

We use the terminology of Logical Bayesian Networks (LBN) [3] but our discus-
sion also applies to other directed probabilistic logical models such as BLP’s [6] and
PRM’s [5]. A LBN consists of three parts: a list of random variables (r.v.’s) represented
as ground atoms, a set of first-order clauses specifying dependencies between these
r.v.’s (the ‘structure’) and a set of CPD’s quantifying these dependencies. We consider
learning both the CPD’s and the structure (the r.v.’s are usually given).

2 The Learning Algorithm

When learning directed models one of the main problems is to avoid cycles. For propo-
sitional BN’s this can be done by assuming a causal ordering on the set of r.v.’s. Given
such an ordering, we can learn for each r.v. X a probability tree [4] that identifies which
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of the preceding r.v.’s are most relevant for X (these will be X’s parents in the BN), and
specifies how they influence X (the CPD). However, we usually do not know the right
ordering. One solution is to do hill-climbing through the space of all orderings in each
step applying the above procedure to learn a BN, until an accurate BN is encountered.
This is known as ordering-search [8].

Ordering-search cannot be applied directly to the relational case. We cannot simply
learn a separate CPD for each ground r.v. because we want our model to generalize over
the domain (set of constants), i.e. the model should be on the predicate-level instead of
on the ground-level. For each predicate we want to learn a single function (call it a
generalized conditional probability function or GCPF) that can be used to generate the
CPD for each ground r.v. built from that predicate. Since the sets of parents of different
ground r.v.’s from the same predicate can be very different, these GCPF’s have to be
quite general. In the most general case, a GCPF has to be able to deal with any possible
set of parents.

We can see a GCPF as a function that can take as input any set of r.v.’s (the possible
parents) and a target r.v. X , and returns a set of parents for X as well as a CPD for
X given these parents. Note that an ordering on the r.v.’s determines for each r.v. the
set of possible parents. Hence, an ordering on the r.v.’s together with a GCPF for each
predicate fully specifies an LBN. We use this observation to adapt ordering-search to
the relational case. In the first step we learn a GCPF for each predicate (this does not
assume one particular ordering). In the second step we search the space of possible
orderings (each time applying the GCPF’s learned in the first step) to find the ordering
that gives the most accurate LBN. We now briefly explain these two steps.

In the first step, we learn GCPF’s under the form of logical probability trees [4, 7].
Let RV denote the set of all ground r.v.’s. More precisely, we learn for each pred-
icate p a tree Tgcpf such that for any Q ∈ RV built from p, any assignment vQ

to Q, any set K ⊆ RV of known r.v.’s and any assignment vK to the r.v.’s in K,
Tgcpf (Q, vQ,K, vK , RV ) = P̂ (Q = vQ | K = vK) expresses the probability that Q

has value vQ given the values of all r.v.’s in K. Such a tree can be learned by the TILDE
system [1] adapted to learn probability trees [4].

After the first step we have a set of GCPF’s that can be used together with any
ordering to determine an LBN. For example, suppose we have only two r.v.’s X and
Y . Using the ordering X,Y we can compute the joint distribution specified by our
LBN as P̂ (X | Y ).P̂ (Y ). Using the ordering Y,X we compute P̂ (Y | X).P̂ (X).
One ordering might give more accurate results than the other. Hence, in the second
step we learn a model of which ordering works best. Concretely, we learn a logical
decision tree that specifies for any pair of r.v.’s their best ordering. Roughly speaking
we generate training data for this tree by searching through the space of orderings and
checking which ordering is best (in terms of likelihood of the resulting LBN). Using
the obtained tree we can determine the best ordering for any pair of r.v.’s and hence
indirectly also for any number of r.v.’s. This best ordering together with the GCPF’s
determines our LBN.

To summarize, there are two main differences between our algorithm and ordering-
search for BN’s. First, we use a more general variant of CPD’s, GCPF’s, making our
algorithm applicable to relational problems. Second, we learn GCPF’s only once and
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then iterate over the application of the GCPF’s, while ordering-search iterates over the
learning of CPD’s.

3 Preliminary Experiments
We evaluate our approach in a relational reinforcement learning domain. We have
episodes (sequences of states and actions) as training data and want to learn a (Markov)
model of the world dynamics. Expert constraints arise naturally, as r.v.’s concerning dif-
ferent episodes are independent, and the direction of time implies that states in the past
may not depend on states in the future.

We learned three models of a stochastic version of the Blocks world. First, a model
was learned with a random order on the r.v.’s in a common time step (by applying
only the first step of our algorithm). A loglikelihood of −5.580 ± 0.075 was obtained.
Next, the r.v.’s were ordered alphabetically. One may expect that this will give better
results as r.v.’s with the same block as their first arguments will be ordered together. A
loglikelihood of −5.076 ± 0.067 was obtained. Finally, we learned a good ordering by
applying also the second step of our algorithm. A loglikelihood of −4.411± 0.065 was
obtained.
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