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Fabián Güiza Fabian.Guiza@cs.kuleuven.be
Daan Fierens Daan.Fierens@cs.kuleuven.be
Jan Ramon Jan.Ramon@cs.kuleuven.be
Hendrik Blockeel Hendrik.Blockeel@cs.kuleuven.be
Maurice Bruynooghe Maurice.Bruynooghe@cs.kuleuven.be

Department of Computer Science, K.U.Leuven, Celestijnenlaan 200A, B-3001 Heverlee, Belgium

Geert Meyfroid Geert.Meyfroid@uz.kuleuven.be
Greet Van Den Berghe Greta.Vandenberghe@med.kuleuven.be

Department of Intensive Care Medicine, University Hospital Gasthuisberg, Herestraat 49, B-3000 Leuven, Bel-
gium

Abstract

In this paper we describe an application of
data mining methods for different prediction
tasks in an intensive care unit. Some of the
challenging aspects of performing data min-
ing in this domain are highlighted. The ap-
plied methods result in models with good
performances within medical standards that
can be valuable in assisting medical decision
making.

1. Introduction

Critically ill patients need intensive care for their sur-
vival. In an intensive care unit (ICU) a patient’s vital
functions are continuously monitored, with medication
or mechanical support used until the patient is once
again able to perform these functions on his own. The
majority of ICU patients need this vital support and
monitoring only for a few days, and they have a high
chance of survival. About 30% of the patients stay
in the ICU for longer periods, sometimes stretching to
weeks or months, with their likelihood of dying increas-
ing to about 30% after 3 weeks of ICU stay. Current
risk prediction models in intensive care (Rosenberg,
2002; Knaus et al., 1985; Le Gall et al., 1984) can be
used to compare the risk of mortality or severity of
disease of patient populations, but are not accurate
enough to predict the chance of survival of individual
patients, and currently there exist no tools to reliably
predict the individual patient’s chance of developing a
complication such as organ failure.

It is crucial in intensive care to detect clinical problems

early enough so that preventive or curative treatments
can be applied in time. In practice, an intensivist anal-
yses all the patient related data in order to foresee a
change in the patient’s condition and administer the
appropriate treatment. Since humans are not able to
simultaneously deal with more than 5 to 7 different
parameters (Miller, 1956) and an average ICU patient
is estimated to be described by more than 250 differ-
ent parameters, it is likely that there is more infor-
mation in the data than what is currently being ex-
tracted from it by humans. Accordingly, data mining
could assist clinicians by analysing the ICU data and
detecting problems earlier than an experienced inten-
sivist would, and could also be used to generate mod-
els that would assist the intensivist in deciding for the
best treatment for a specific clinical problem.

The remainder of this paper is structured as follows:
Section 2 describes some of the challenges of data min-
ing in intensive care, Section 3 presents the core of the
paper which is the use of data mining methods in an
ICU database for different prediction tasks, Section 4
discusses the results obtained with the models devel-
oped, Section 5 addresses related work and Section 6
concludes and suggests directions for future work.

2. Data mining challenges

Data mining within the intensive care domain poses
some unique challenges, some of which are described
in the following:

• Relational Data: A large amount of hetero-
geneous data from multiple sources is available
in the intensive care domain. Some information



like demographic and historical data remains con-
stant throughout the patient’s stay in ICU. Other
is collected during ICU stay such as vital sign
measurements, results from laboratory analysis of
samples, use of organ support devices, infections
suffered, or medication, nutrition and therapy re-
ceived. Another source of information is back-
ground data such as that regarding the effects of
medications and the typical situations in which
and why they are applied; and also expert knowl-
edge describing the interpretation of combinations
of symptoms, known interactions between medi-
cations, the inherent risk of specific treatments,
etc. With all this various type of data abounding,
making appropriate use of it becomes a challeng-
ing feat.

• Individual patient characteristics: Usu-
ally, machine learning techniques try to learn a
function from examples to class labels directly.
However, patients have individual characteristics,
and it is often difficult to compare absolute val-
ues of parameters between patients. For example,
the values of many parameters are considered ab-
normal if they change significantly from their pre-
vious values for a particular patient, rather than
if they deviate significantly from some universal
value. Another example is that patients may re-
act more, less, faster or slower to certain medica-
tions. Therefore, apart from the ’global’ learning
over patients, another level of ’local’ learning of
patient specific characteristics would be useful.

• Database size: Recently, many intensive care
units are installing a Patient Data Management
System (PDMS) that allows both online data col-
lection and a database system where data from
several sources is integrated. When online mon-
itoring systems are used, a huge amount of data
is generated that must be dealt with by the data
mining methods used. Measurements are stored
once every 1 to 3 minutes resulting in about 10M

measurements per bed per year. Our hospital
has 56 beds in the surgical intensive care unit
where online monitoring will be installed first,
generating some 500M yearly measurements, for
about 2000 patients. Database administrators es-
timate that including all background information,
indexes and administrative data, about 50Gb of
disk space will be needed annually. In a few years
the total number of critical care beds in the hos-
pital (currently 250) will be monitored online, re-
sulting in a much larger database.

• Noise: The manually entered data used in our
study is sometimes noisy or difficult to interpret
and sometimes missing. Noise arises e.g. when
different people write the name of a product in
different ways, or use different names for the same
medication, or use different medications with a
similar working to treat the same problem. But
also for data produced by an online monitoring
system noise can be expected (it is known that
moving the patient and especially changing his
height w.r.t. certain machines may give a shift in
the measured values).

• Interpretability: Methods developed from the
data can be either symbolic or subsymbolic. If
symbolic then the models they produce can be in-
terpreted and can therefore improve the insight in
the domain; an example of such a method is the
use of decision trees which we will apply in Sec-
tion 3. Often however, methods that provide the
most accurate results are subsymbolic and con-
sequently don’t provide much insight; e.g. a very
complicated formula or a support vector machine.
Since both interpretability and accuracy are im-
portant in intensive care it is of interest to develop
models that perform well in both aspects.

3. Study on an ICU Database

In this section we will present a study on an ICU
dataset with daily registered data. We consider several
prediction tasks, some of which have not been previ-
ously addressed by machine learning techniques.

3.1. Setup

The database used for our preliminary study had been
previously created for a large randomised controlled
trial studying the effects of intensive insulin ther-
apy in critically ill patients (Van den Berghe et al.,
2001). This database contains data from 1548 me-
chanically ventilated adult patients admitted to our
surgical ICU between February 2, 2000, and January
18, 2001. Written informed consent had been obtained
from the closest family member and the study proto-
col approved by the institutional review board. The
patient population is described in detail in (Van den
Berghe et al., 2001). The relevant historical and de-
mographic information was registered on an admission
record upon inclusion of a patient in the original study.
Information regarding the need for vital organ sup-
port, a number of laboratory results and vital signs,
together with APACHE II score (Section 4.2.1), as well
as nutrition and therapy received, were all registered
daily.



The database can be structured into the following ta-
bles:

• Admission data [1548 records]: Patient demo-
graphic and historical information which remains
constant throughout ICU stay.

• Laboratory data [11834 records]: Daily results of
examined blood samples.

• Measurements [11834 records]: Daily measure-
ments of patient clinical parameters, e.g. temper-
ature, blood pressure, heart rate . . .

• Feeding [11801 records]: Daily records of how
much and which kind of food the patient receives.

• Bolus [83277 records]: Information about bolus
medication (administered at a particular point in
time).

• Drips [38841 records]: Information about contin-
uously administerd medications.

• Treatments [11834 records]: Daily records of re-
ceived therapy and treatments.

3.2. Tasks

Inflammation and organ failure are clinical conditions
that severely endanger the progress of a patient dur-
ing his ICU stay. In the present study we consider the
tasks of predicting: Kidney-dysfunction, Inflamma-
tion, Severe-Inflammation and Inflammation-Shock.

Table 1 summarises the learning tasks considered in
this study. Tasks 1 and 2 consider patient informa-
tion for the first day of stay in ICU as well as de-
mographic and diagnosis information; the first task is
to predict whether the patients will survive or not,
and the second task is to predict if their stay in the
ICU will be longer than 3 days. For the remaining
tasks, information about the patient up to a certain
day is known, and the task is to predict whether the
patient will be in one of the endangering states of in-
terest on a certain day in the future. For these learning
tasks examples are a particular selection of patient-day
combinations. Inflammation, kidney dysfunction, etc.
are conditions which usually last for several days, and
therefore a classifier that predicts the same state as
today will have a high accuracy for tomorrow without
having any useful value. Moreover, doctors value the
correct prediction of a negative and a positive evolu-
tion differently. Therefore, the learning tasks to pre-
dict whether healthy patients will get ill and whether
ill patients will heal are considered separately.

3.3. Methods

We used four different data mining algorithms on
these tasks: Decision trees (DT), First Order Random
Forests (FORF), Naive Bayes (NB) and Tree Aug-
mented Naive Bayes (TAN).

The first algorithm is Decision Tree learning (DT)
which is of interest because of its symbolic nature.
For a general discussion on decision trees, we refer
to (Quinlan, 1993). For the present study, we used the
relational tree learner Tilde (Top-down Induction of
Logical Decision Trees) (Blockeel & De Raedt, 1998)
to build regression trees with an f-test as stopping cri-
teria. The result is an interpretable tree-shaped model
that identifies a small set of attributes that together
have high predictive power for the target variable.

The second algorithm is First Order Random
Forests (FORF) (Vens et al., 2004). A random for-
est (Breiman, 2001) is a set of decision trees, in our
case 33 trees. Each tree is built on a slightly different
dataset, obtained by resampling the original dataset.
Also, instead of always evaluating all possible tests for
a node in the tree (and ’selecting’ the best test), some
randomness is inserted in the evaluation process: each
test has a 20% probability of being evaluated. When
using a random forest for prediction, we average the
predictions made by each of the separate trees to get
the final prediction. The advantage of using a random
forest instead of a single tree is that it removes the
influence that small random variations in the data set
can have on a learned tree. The random forests in our
experiments were built using Tilde according to the
algorithm of (Vens et al., 2004).

The last two algorithms are based on learning
Bayesian networks (Pearl, 1988). A Bayesian network
is a graphical representation of probabilistic depen-
dencies between attributes. The nodes in the graph
represent attributes and edges between attributes in-
dicate direct dependencies (i.e. dependencies not me-
diated by another attribute). We learned two spe-
cific classes of Bayesian networks that are popular
for prediction: Naive Bayesian networks (NB)
and Tree-Augmented Naive Bayesian networks
(TAN) (Friedman et al., 1997). In NB attributes are
supposed to be mutually independent given the target
variable (i.e. the only edges are edges from the target
variable to each of the attributes). Because these as-
sumptions are often too strong, TAN allows taking into
account certain extra dependencies between attributes
by having extra edges (structured as a tree: each at-
tribute has at most one extra parent). It is important
to note that in order to obtain good predictions, the
presumed dependencies or independencies specified by



Table 1. Learning tasks considered in the preliminary study

Task Examples Target variable

1 Patients (first day) Survival
2 Patients (first day) Length of stay longer than 3 days?

3 Inflammation-healthy patient-days Inflammation N days from today?
4 Severe-Inflammation-healthy patient-days Severe-Inflammation N days from today?
5 Inflammation-Shock-healthy patient-days Inflammation-Shock N days from today?
6 Inflammation-healthy patient-days Severe-Inflammation N days from today?
7 Inflammation patient-days Severe-Inflammation N days from today?
8 Inflammation-healthy patient-days Inflammation-Shock N days from today?
9 Inflammation patient-days Inflammation-Shock N days from today?
10 Inflammation patient-days Heal from Inflammation N days from today?
11 Severe-Inflammation patient-days Heal from Severe-Inflam. N days from today?
12 Inflammation-Shock patient-days Heal from Inflam.-Shock N days from today?

13 Kidney dysfunction-healthy patient-days Kidney Dysfunction N days from today?
14 Kidney Dysfunction patient-days Heal from Kidney Dysfun. N days from today?

a Bayesian network do not necessarily have to make
sense from a medical point of view.

The reason for using the above algorithms is that
this way we learn both symbolic, interpretable mod-
els (DT) and more subsymbolic models (NB, TAN,
FORF). Of these four learners, DT and FORF are re-
lational learners, meaning that they can learn from ex-
amples represented in multiple relations (multiple ta-
bles in a database). This is important because in this
study already the data is sequential and there is some
background knowledge, and more importantly, we ex-
pect to continue this work on a new database contain-
ing a large number of relations. Since NB and TAN
are non-relational learners we used a propositionalisa-
tion approach in this study, and for continuing work
we plan to use relational Bayesian approaches (see e.g.
(Kersting & De Raedt, 2005; Getoor et al., 2001)).

4. Results

4.1. Evaluation Criteria

To evaluate performance of the different methods de-
scribed above, we ran each of the methods for each
of the tasks using 10-fold cross-validation, and com-
puted the area under the ROC-curve (AUC). A ROC-
curve is a plot of the false positive rate (FPR) versus
the true positive rate (TPR) obtained by thresholding
the probabilities predicted by a model, and this for all
possible thresholds. The area under the ROC-curve
(AUC) is a measure for how well the model can dis-
criminate between positives and negatives. Precisely,
the AUC is the probability that a randomly selected
positive example is predicted more likely to be posi-

tive than a randomly selected negative example. Using
AUC as evaluation measure is preferred above accu-
racy (Provost et al., 1998), as it allows to trade off the
possibly different costs of incorrectly classifying a pos-
itive example as negative and incorrectly classifying a
negative example as positive. According to medical
standards, an AUC of at least 80% is required for a
model to be valuable.

The results are shown in Table 2 (prediction of survival
and length of stay), Table 3 (all tasks related to devel-
opment of endangering states) and Table 4 (all tasks
related to recovery from endangering states). For each
task we show the total number of examples NbEx, the
fraction of true positives p(+) and the performance re-
sults (AUC) for each of the four methods. For the last
two tables the N days in advance for the prediction is
also shown.

4.2. Discussion

4.2.1. Prediction of Survival (Task 1)

Many clinicians use APACHE II scores in order to
assess risk of death in intensive care patients. This
score was developed for survival prediction in criti-
cally ill patients, and was empirically derived by ap-
plying statistical methods such as logistic regression on
admission information gathered over large databases
from multiple intensive care units (Knaus et al., 1985).
When using this scoring system to predict survival in
our study population the obtained AUC was 75%. The
models built by our data mining algorithms compare
favourably to the APACHE II score, as can be seen in
Table 2 for Task 1.



Table 2. Prediction of patient survival and length of stay

Task NbEx p(+) DT FORF NB TAN

1 1548 0.06 79% 82% 88% 86%
2 1548 0.41 75% 79% 83% 83%

Table 3. Prediction of development of endangering states

Task N NbEx p(+) DT FORF NB TAN

3 1 3527 0.24 66% 70% 70% 73%
3 2 2965 0.31 63% 66% 69% 70%

4 1 6871 0.08 82% 84% 82% 83%
4 2 5772 0.10 79% 83% 81% 82%
4 3 5131 0.12 79% 83% 81% 82%

5 1 9467 0.02 87% 91% 91% 93%
5 2 8138 0.03 87% 91% 90% 92%
5 3 7325 0.04 85% 90% 89% 92%

6 1 3527 0.10 86% 88% 85% 87%
6 2 2965 0.13 81% 84% 82% 84%
6 3 2619 0.16 79% 83% 81% 84%

7 1 3344 0.05 67% 71% 80% 79%
7 2 2807 0.07 66% 73% 79% 79%
7 3 2512 0.08 70% 76% 78% 75%

8 1 3527 0.02 88% 95% 95% 96%
8 2 2965 0.03 85% 91% 93% 95%
8 3 2619 0.04 89% 92% 92% 95%

9 1 5940 0.02 81% 88% 90% 92%
9 2 5173 0.03 87% 90% 91% 90%
9 3 4706 0.04 82% 88% 90% 91%

13 2 7084 0.05 82% 86% 86% 88%
13 3 6329 0.06 84% 87% 87% 88%
13 4 5790 0.07 83% 88% 87% 87%

Table 4. Prediction of recovery from endangering states

Task N NbEx p(+) DT FORF NB TAN

10 1 6756 0.25 74% 77% 75% 77%
10 2 5937 0.29 72% 75% 72% 75%

11 1 3412 0.25 70% 75% 72% 75%
11 2 3130 0.33 70% 76% 72% 75%
11 3 2913 0.37 71% 76% 71% 75%

12 1 816 0.23 70% 74% 79% 80%
12 2 764 0.32 69% 73% 76% 77%
12 3 719 0.38 69% 75% 80% 78%

14 1 1942 0.08 82% 87% 80% 85%
14 2 1818 0.11 80% 84% 78% 84%
14 3 1715 0.13 80% 85% 80% 87%
14 4 1624 0.15 81% 86% 81% 87%



For some of the patients the database contains predic-
tions of survival made by doctors and nurses. These
predictions were made by taking into account the mea-
surements for the first day in ICU of the given patient.
Since, for predicting survival, we ran our data mining
algorithms also on information for the first day only,
this gives us the opportunity to compare the perfor-
mance of the models built by data mining with perfor-
mance of doctors and nurses.

Predictions by doctors and nurses were only available
for 908 of the patients in the database. Since we are
not certain whether these patients were selected ran-
domly out of all the 1548 patients, we ran the four
data mining algorithms again only on these 908 pa-
tients. This allows a fair comparison between the pre-
dictive performance of the algorithms and that of the
doctors and nurses. The resulting ROC-curves (based
on 10-fold cross-validation) for the four algorithms are
shown in Figure 1. The AUC is 65% for DT, 81% for
FORF, 85% for NB and 82% for TAN. Predictions by
doctors and nurses are crisp binary predictions (sur-
vive or die) and not probabilities of survival or death
and hence correspond to single points in ROC-space.
These points are also shown in Figure 1.

We can see that all algorithms except DT perform
quite well. In the case of NB and TAN the point for the
predictions by nurses lies on the ROC-curve, while the
point for the predictions by doctors is slightly above
the ROC-curve (this means NB and TAN perform as
good as the nurses and almost as good as the doctors).
The predictive performance of FORF is slightly bet-
ter with both points on the ROC-curve. These results
are very promising since the doctors and nurses had
more information available to make their predictions
than that which was registered in the database and
could be used for data mining (e.g. doctors and nurses
could use subjective information such as the general
appearance of the patient).

As an additional validation of the learned models, the
top nodes of a number of decision trees were examined
by domain experts. They were able to interpret them,
and for the tests in most nodes a good ’explanation’
could be found in the form of a reasoning that shows
how the tested features indeed influence the expected
survival.

4.2.2. Other Prediction Tasks

In predicting the development of endangering states
(Table 3), for most of the tasks there was at least one
algorithm that performed well according to medical
standards. The poor performance for task 3 was ex-
pected since prediction of Inflammation is considered

a difficult task which doctors themselves cannot accu-
rately perform. Doctors can, on the other hand, accu-
rately predict the development of Kidney Dysfunction
one or two days in advance, so it was of interest to see
that the algorithms continued to perform well even for
predictions 3 or 4 days in advance (Task 13 of Table
3).

For the predictions concerning recovery from endan-
gering states (Table 4), only for Kidney Dysfunction
(task 14) were the performances of the models sat-
isfactory within medical standards. This again is in
accordance with the medical experts’ appreciation of
there being more difficulty in predicting Inflammation
related states. It is also noteworthy that the models
consistently perform well for task 14 throughout the
studied period of 1 to 4 days in advance.

Once again the top nodes of some decision trees were
examined for interpretability by domain experts, and
explanations were found as to how the features selected
for testing influence the different target variables.

5. Related Work

Although to the best of our knowledge no system-
atic study has been conducted on a large intensive
care dataset, in recent years several efforts have shown
the interestingness of applying machine learning meth-
ods within this context. One of them is the work
(Morik et al., 2000) which combines expert knowledge
with statistical methods on a dataset of 148 patients
which contains records of 118 variables registered ev-
ery minute. The result is a system that recommends
therapeutic interventions. A number of approaches
specialise on learning about a particular body func-
tion (e.g. (Ganzert et al., 2002) analyses the respira-
tory pressure-volume curves of mechanically ventilated
patients), a particular problem ((Moser et al., 1999)
analyses hospital infections and (Verduijn et al., 2004;
Verduijn et al., 2005) analyse threshold selection for
models predicting length of stay in ICU) or consider a
subpopulation of the intensive care patients (e.g. (Aoki
et al., 2000) builds a predictive model for the survival
of patients that undergo damage control surgery).

Common in intensive care research is the development
of hand-crafted models (Tobin, 1998), which are usu-
ally intended to describe a small part of the function-
ing of the human body. For a more global or longer
term picture, the detailed knowledge to build such a
mechanistic model is often lacking.

It is also interesting to note that there is a grow-
ing number of papers in the critical care literature
that survey basic data mining methods ((Lucas, 2004),
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Figure 1. Survival prediction: performance comparison between nurses and doctors and data mining algorithms (for 908
patients).

(Kong et al., 2004), (Sierra et al., 2001)).

6. Conclusions and Future Work

The results show that for the ICU database studied
and the predictive tasks considered, our methods are
promising. We therefore expect that a study on a
larger dataset (such as the high resolution data re-
sulting from online monitoring) will render even more
valuable results. Our current results however, also in-
dicate that for certain tasks, such as predicting inflam-
mation, significant improvements in performance are
needed.

Although current data mining technology can already
produce valuable results, several challenges remain to
improve the current data mining methods. In particu-
lar, the size and relational structure of the databases,
the individual characteristics of patients, and noise are
problems which make it together difficult to gain as
much knowledge as is in the data.

Consequently, further work lies in the improvement of
the data mining techniques to address the mentioned
challenges. In particular we believe that relational
learning techniques combining expert knowledge and

statistical knowledge from data and techniques taking
into account the individual time variant characteristics
of the patients are important to consider. Also, the use
of inductive knowledge bases would be valuable in in-
tensive care, due to the large number of different but
related prediction tasks. Learning tasks could possi-
bly be solved easier using models already learnt for
other prediction tasks, e.g. good predictors for kidney
dysfunction and inflammation could be used as com-
ponents in a larger model predicting survival.

7. Acknowledgments
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