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Abstract. Probability Estimation Trees (PETs) [9] try to estimate the
probability with which an instance belongs to a certain class, rather
than just predicting its most likely class. Several approaches for learning
PETs have been proposed, mainly in a propositional context. Since we
are interested in applying PETs in a relational context, we make some
simple modifications to the first-order tree learner Tilde to incorporate
the main approaches (and a novel variant) and we experiment with all
of them. Our results provide insight into the strengths and weaknesses
of the alternative approaches in a relational context.
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1 Introduction

Being able to estimate the probability with which an instance belongs to a
certain class, rather than just to predict its most likely class, is increasingly
being recognized as an important asset in classification (e.g. for ROC analysis).
Also in relational learning probability estimation is becoming more important
due to the increasing interest in combining first-order logic with probabilities.

In the propositional context, Probability Estimation Trees (PETs) have be-
come quite popular [9]. Several approaches for learning PETs have been proposed
in the literature, such as using C4.5 or C4.4 (i.e. C4.5 without post-pruning) [9],
using the chi-square statistic (in a relational context) [8] or using a Minimum
Description Length (MDL) approach [5]. In this paper we also consider a novel
variant of the latter based on the Bayesian Information Criterion (BIC).

While most of the above approaches originate from a propositional context,
it is expected that they easily carry over to a relational context. Indeed, we have
incorporated them into the first-order tree learner Tilde [2] by making a few
minor modifications to its algorithm. We perform extensive experiments to gain
insight into the strengths and weaknesses of the alternative approaches. This
leads to some concrete recommendations as to when to use which approach.

The reason we are interested in first-order PETs is their application in
probabilistic-logical models, more precisely first-order upgrades of Bayesian net-
works such as Bayesian Logic Programs (BLPs), Probabilistic Relational Models
(PRMs) and Logical Bayesian Networks (LBNs) [3]. In ordinary Bayesian net-
works, conditional probability distributions (CPDs) are often specified as tables
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or propositional PETs [5]. In probabilistic-logical models, we need a more flexible
way to specify CPDs. One reason is that in a first-order context, inputs to CPDs
generally are sets of variable size. Simple, propositional models such as tables
cannot deal with this. For this reason, PRMs use a combination of tables with
aggregate functions and BLPs use so-called combining rules [3]. Since inputs to
CPDs in BLPs and LBNs can be seen as first-order logic interpretations, another
interesting possibility is to learn CPDs under the form of first-order PETs.

In this paper we investigate how to learn first-order PETs. Using them as
CPDs in LBNs is present research. In Section 2 we briefly explain the main
approaches for learning PETs. In Section 3 we experimentally compare these
approaches on a number of relational datasets (a broader comparison including
experiments on propositional data can be found in [4]). In Section 4 we conclude.

2 Alternative Approaches for Learning PETs

Using Tilde, PETs can be learned from a dataset D of interpretations labeled
with their true class. Typically, trees are learned in a two-step approach. In the
first step we top-down induce a tree T as follows. We start from the empty tree
and for each candidate-test T compute the heuristic value h(T ). Call Tbest the
best of all candidate-tests, i.e. Tbest = argmaxT (h(T )). If h(Tbest)<Thr with
Thr a certain threshold we return a leaf (so Thr determines a kind of stopping-
criterion). Otherwise we make Tbest the root of the tree and apply the same
procedure recursively to learn the left- and right-subtrees. In the second step
we can apply bottom-up post-pruning (to avoid overfitting): we first prune the
left- and right-subtrees giving Tpruned and then check whether Tpruned is ‘better’
than a single leaf according to some pruning-criterion.

The main approaches all fit into this generic two-step approach and corre-
spond to different choices of h(.), Thr and whether or not post-pruning is used
(and, if so, the pruning-criterion). We now briefly review these approaches.

C4.5: [9] discusses using C4.5 to learn PETs. This means h(T ) is information-
gain of T (gain(T )), Thr is 0 and error-based post-pruning is used. When refer-
ring to C4.5 below, we mean Tilde applied with the parameters of C4.5.

C4.4: Pruning can be harmful for PETs (more than for classification trees).
Hence, [9] argues that C4.4 (C4.5 without post-pruning) might be better. When
referring to C4.4 below, we mean Tilde applied with the parameters of C4.4.

MDLs: [5] derives a stopping-criterion for the tree-building (i.e. a value for
Thr) using MDL-reasoning. In this approach h(T ) is Nnode.gain(T ) and Thr is
0.5 (NbClasses − 1) log2N + log2NbTests + 2, where Nnode is the number of
examples in the current node, N is the total number of examples in the data and
NbTests is the number of candidate-tests considered. No post-pruning is used.

MDLp: Using an MDL-based stopping-criterion we easily get stuck in a local
optimum (because the tree is too small). Hence, [5] suggest as an alternative to
use Thr = 0 and apply post-pruning based on MDL-reasoning [5]. Trees for
MDLp are at least as large as those for MDLs.
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BICs: We derived a stopping-criterion using BIC-reasoning1. h(T ) is the
same as for MDLs but Thr now is 0.5 (NbClasses−1) log2N . No post-pruning
is used. Trees for BICs are at least as large as those for MDLs.

BICp:. Again we can alternatively use Thr = 0 and apply post-pruning
based on BIC-reasoning. Trees for BICp are at least as large as those for BICs.

Chi: [8] derives a stopping-criterion based on the chi-square (χ2) statistic.
h(T ) is the χ2-score of T and Thr is determined by the sampling distribution of
χ2 for significance level p = 0.1

NbTests
and degrees of freedom df = NbClasses−1.

No post-pruning is used.

The above list is not complete. Some other existing approaches and the rea-
sons for not considering them in our work are given in [4].

3 Experimental Comparison

Table 1 shows the datasets used. All datasets are standard ILP-benchmarks [1,
11] (trains was artificially generated [7]; for hiv the classes ‘inactive’ and ‘mod-
erately active’ were taken together [6]). To assess predictive performance we use
the Area Under the ROC-curve2 (AUC). To assess the size of the trees learned,
we use the number of leaf nodes. We perform 10-fold cross-validation (except for
datasets smaller than 500 examples, where we perform five times 3-fold cross-
validation) and report the average AUC and tree size over the test-sets.

Table 1. Characteristics of the datasets: number of examples, number of classes and
number of candidate-tests for the root.

N NbClasses NbTests

biodegradability 328 2 47
carcinogenesis 330 2 305
diterpenes 1504 23 210

N NbClasses NbTests

hiv 41768 2 49
mutagenesis 230 2 139
trains 25000 2 73

Table 2 summarizes the results on the benchmark datasets. For AUC we see
that performance of C4.5 is close to that of C4.4 (as already noted in [9]),
except for hiv and mutagenesis where C4.5 fails (standard deviations for muta-
genesis are large, however). BICs and BICp generally work well too, except for
diterpenes (having 23 classes). MDLs often has almost the same performance
as MDLp, except for hiv. The same holds for BICs and BICp. Performance of
Chi is quite variable in our experiments.

For tree size we see that trees for C4.4 are by far the largest and also trees for
C4.5 are quite large. Trees for MDLs and MDLp are extremely small, except
for the larger datasets hiv and trains. Trees for BICs and BICp are typically
somewhat larger than for MDLs and MDLp and slightly larger than for Chi.

1 BIC [10] is a general approach equivalent to a kind of MDL where the description
length of the model only depends on its number of independent parameters.

2 For diterpenes we use the expected AUC [9] since it is a multi-class problem.



4

Table 2. Results for benchmark datasets: AUC (upper) and tree size (lower).

C4.5 C4.4 MDLs MDLp BICs BICp Chi

biodegradability 75.4±4.8 74.9±6.7 63.9±4.0 64.1±2.9 73.0±4.7 71.6±5.3 64.5±4.0
carcinogenesis 59.3±6.7 59.1±5.8 50.0±0.0 50.0±0.0 54.0±2.7 57.2±3.2 50.0±0.0
diterpenes 85.8±1.8 85.4±2.5 70.4±3.7 71.2±2.6 71.5±3.8 72.0±2.9 82.0±2.5
hiv 53.9±1.1 74.8±3.3 64.1±2.1 70.5±3.1 66.8±3.3 72.4±3.3 67.0±3.2
mutagenesis 71.7±4.9 77.0±5.0 71.6±7.0 74.5±4.4 72.8±8.2 75.8±6.6 71.9±6.0
trains 89.2±0.6 86.3±0.5 89.0±0.6 89.2±0.5 89.2±0.6 89.4±0.5 89.3±0.5

C4.5 C4.4 MDLs MDLp BICs BICp Chi

biodegradability 30±5 72±5 2±1 2±1 10±2 12±4 4±2
carcinogenesis 35±7 95±8 1±0 1±0 5±2 8±3 1±0
diterpenes 64±5 127±11 3±1 4±1 4±1 4±1 14±2
hiv 15±2 1391±76 8±3 32±4 26±3 55±4 33±3
mutagenesis 9±5 42±4 2±0 2±0 5±2 5±2 2±0
trains 484±29 4664±55 38±2 49±4 68±6 92±6 64±3

Due to space restrictions we cannot show detailed running times. Overall,
the approaches using an explicit stopping-criterion (MDLs, BICs and Chi) are
a factor 10 to 26 faster than the others.

To gain more insight into the above observations, we performed additional
experiments investigating the influence of specific parameters. First, we investi-
gated the influence of the number of examples N in the dataset. We learned trees
from subsets of hiv containing a variable number of examples (we evaluate them
on a separate test-set of 6768 examples). Figure 1 shows the results. In the top
panels we show AUC, in the bottom panels tree size (on a logarithmic axis). In
the left panels we show MDLs, MDLp, BICs and BICp, in the right panels
BICp (the best of the previous four), C4.5, C4.4 and Chi. For MDLs, MDLp,
BICs and Chi results (both AUC and tree size) are very close to each other for
all sizes of the dataset. For small datasets (N<15000) also BICp is very close to
the previous four. Interestingly, however, for larger datasets BICp learns larger
trees than the others, resulting in higher AUC’s. So for larger datasets BIC for
post-pruning (BICp) seems to become more useful as compared to BIC as a
stopping-criterion (BICs). Also remarkable is that for smaller datasets trees for
C4.5 consist of a single leaf (performing very badly). For larger datasets trees
for C4.5 are slightly larger, but still perform worse than the trees for the other
approaches. We argue below that the bad performance of C4.5 on hiv has to do
with the strongly skewed class-distribution (3.6% of positive examples).

Second, we investigated the influence of the skewness of the class-distribution.
We generated trains datasets of 3000 examples each, containing a variable per-
centage of positive examples. Figure 2 shows the results. We see that for all ap-
proaches AUC increases as the dataset goes from non-skewed (50%) to slightly
skewed (70%). For all approaches except C4.5, AUC stays nearly constant if the
dataset becomes more skewed, until it is extremely skewed and AUC’s decrease
heavily. For C4.5, however, the decrease in AUC begins earlier. Going from a
skewness of 80% to 90%, AUC for C4.5 already decreases by 10%. For very
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Fig. 1. Influence of the number of examples N for hiv.

skewed datasets, trees for C4.5 consist of a single leaf. We conclude that from
all approaches C4.5 is the least robust to skewness.
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Fig. 2. Influence of skewness of the class-distribution for trains.

Third, we investigated the influence of the number of classes (this parameter
occurs in the formulas for MDL, BIC and Chi). We started from diterpenes, a
dataset having 23 classes on which BICs and BICp performed bad (see Table 2).
In each step we merged the two least frequent classes, until only three classes were
left. Figure 3 shows the results. We see that results for MDLs, MDLp, BICs

and BICp are always very close to each other. For these approaches both tree
size and AUC quickly decrease as the number of classes increases. Interestingly,
there is almost no such decrease for C4.5, C4.4 and Chi. This suggest that
BICs could be improved by making the dependency of Thr on NbClasses less
than linear (as it is currently, p. 3). For a high number of classes trees would
then be larger. Similar remarks apply to BICp, MDLs and MDLp.
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Fig. 3. Influence of the number of classes for diterpenes.



6

4 Conclusions

We reviewed a number of approaches for learning first-order PETs and carried
out a comparative experimental study. We conclude that trees for the C4.4-
approach typically perform best but trees for BIC are much smaller and perform
equally well unless the number of classes is very high. For large datasets using
BIC as a post-pruning criterion is better than using BIC as as stopping-criterion
while for smaller datasets no such difference exists. The C4.5-approach generally
works well but fails for strongly skewed class-distributions.

We are currently using these results to develop a system for learning CPDs
under the form of first-order PETs in probabilistic-logical models such as LBNs.
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