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Abstract. Numerical computations form an essential part of almost anyreal-world program.
Traditional approaches to termination of logic programs are restricted to domains isomorphic
to (N,>), more recent works study termination of integer computations where the lack of
well-foundness of the integers has to be taken into account.Termination of computations
involving floating point numbers can be counter-intuitive due to rounding errors and imple-
mentation conventions. We present a novel technique that allows us to prove termination
of such computations. Our approach extends the previous work on termination of integer
computations.
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1. Introduction

Numerical computations form an essential part of almost anyreal-world pro-
gram. Clearly, in order for a termination analyser to be of practical use it
should contain a mechanism for proving termination of such computations.
However, this topic attracted relatively little attentionof the research commu-
nity. Moreover, it is well-known that if computations involving real numbers
are considered, the actually observed behaviour does not necessarily coin-
cide with the intuitively expected one. The reason for the counter-intuitive
behaviour of the computations based on “real numbers” in practice is that
real numbers represented by computers are not mathematicalobjects, but
their floating-point approximations. The problem of regarding floating point
numbers as real ones and disregarding the rounding errors isnot very well-
known to programmers of non-scientific codes, but it may haveserious and
even tragic consequences, as the following example illustrates. On February
25, 1991, during the Gulf war, a Patriot anti-missile misseda Scud in Dhahran
and crashed on American barracks, killing 28 soldiers. The official enquiry
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report (United States General Accounting Office, 1992) attributed this to a
simple “numerical bug”: a truncating error during multiplication. In fact, the
error comes from taking the difference of two clocks. The small relative
error on both clocks gives an absolute error on their difference when time
increases. A more detailed explanation can be found in (Skeel, 1992; United
States General Accounting Office, 1992; Goubault, 2001; Cousot and Cousot,
2001).

In our context, it should be noted that using floating point numbers instead
of real numbers can change the termination behaviour of a program.

EXAMPLE 1. Consider the following programs.

(P1) p(X)← X > 0, Y is X ∗0.25, p(Y).

(P2) q(X)← X > 0, Y is X ∗0.75, q(Y).

(P3) r(X)← X > 0, Y is X−0.25, r(Y).

If the numbers considered were real numbers, p(1) and q(1) would not termi-
nate with respect to P1 and P2, respectively, while r(1) would terminate with
respect to P3. However, computers do not work with reals numbers, but with
finite precision floating point numbers, and computations are imprecise due
to rounding. For example, SICStus (2004) rounds252−0.25 to 252, resulting
in non-termination of r(252) with respect to P3.

Despite the similarity between P1 and P2 the termination behaviour of
p(1) and q(1) with respect to the programs is completely different. That is,
p(1) terminates with respect to P1 and q(1) may not terminate with respect to
P2. The reason is that if rounding is done to the nearest finitelyrepresentable
value, then for some t, t∗0.75 can be rounded upwards to t. In other words,
for this t computing the product and performing the roundingleads to exactly
the same value t. On the other hand, for all s, s∗0.25 can never be rounded
to s, since0 is always closer to s∗0.25 than s.

The rounding to the nearest policy is the default rounding policy. However,
a user can specify that the rounding be done, for example, toward zero. In that
case, both p(1) terminates with respect to P1 and q(1) terminates with respect
to P2. 2

Example 1 shows that termination depends on the domain of thecomputa-
tion. However, in the early days of computing, the domain of the floating point
numbers was completely dependent on the actual implementation, making the
analysis almost impossible. To solve this problem, a numberof international
standards (ISO/IEC 10967 Committee, 1994; IEEE Standards Committee
754, 1985) were suggested (see also (Goldberg, 1991) for an introduction
to floating point computations). As the following example hints, the existing
situation, discussed in Section 2.3, is still not free from anomalies.
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EXAMPLE 2. As we have seen in the previous example, if the rounding to
the nearest value is assumed, q(1) does not terminate with respect to P2. The
following program P4 is logically equivalent to P2.

(P4) q(X)← 1+X > 1, Y is X ∗0.75, q(Y).

In general, one might expect1+ X > 1 to be equivalent to X> 0 and q(1)
to be non-terminating with respect to P4 in the same way that it does not
terminate with respect to P2. However, q(1) turns out to be terminating with
respect to P4!

The reason for this is that the precision of floating-point numbers near
0 is much higher than near1. Thus, there exist real numbers r, such that
r > 0 holds, but1+ r is computed to be equal to1. For example, for SICStus
Prolog, 2−53 is one such number. When a number like this is computed, the
test1+X > 1 fails and the computation terminates. 2

Even more surprising behaviour can be observed if non-numerical values
are considered. Those are required by the standards to make the arithmetic
functions total. For example, 1.0/0.0 is defined to be+∞, while 0.0/0.0 to
beNaN. Moreover, zero is required to be signed, meaning that thereshould be
two values representing zero: 0.0 and−0.0. The values should be numerically
equal, that is, 0.0=:=−0.0 should hold. As the following example illustrates,
these values can lead to an extremely contrived behaviour.

EXAMPLE 3. Consider the following program:

r(X)←Y is 1/X, s(Y).

s(X)← X > 0, Y is X +1, s(Y).

We would like to study execution of r(0.0) and of r(−0.0) with respect to this
program. Some Prolog implementations, such as BIM Prolog (BIM, 1995), its
successor MasterProLog (IT Masters, 2000), and theISO-mode of SICStus
Prolog (SICS, 2004) report an error upon zero division.

On the other hand, most of the Prolog implementations (CIAO Prolog
(Bueno et al., 1997), the default mode of SICStus Prolog (SICS, 2004) and
ECLiPSe (Aggoun et al., 2001)) trigger a call to s(+∞) for r(0.0) and s(−∞)
for r(−0.0). The ordering relationship> and the addition operation+ are
defined on the infinity values to satisfy+∞ > r >−∞ and+∞+r = +∞ for all
floating point numbers r. Computing s(+∞), thus, results in non-termination.
This is not the case for s(−∞), which terminates due to failure of−∞ > 0.
Hence, surprisingly, there are two numerically equal values t1 and t2, such
that r(t1) terminates with respect to this program and r(t2) does not terminate
with respect to it. 2
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We believe that Prolog implementations will evolve towardsfollowing the
standards above. As an important step in this direction, we consider the de-
cision of SICStus Prolog developers to provide two execution modes starting
from the 3.8 release: theISO-mode, fully compliant with ISO/IEC 13211-1
and thesicstussupporting code written in earlier versions of SICStus Prolog.
A number of inconsistencies between the standard and existing implementa-
tions mentioned in (Bagnara, 1999) were thus resolved. Thus, we are going
to base our termination analysis on these standards.

In this article we present an approach for proving termination of floating
point computations of logic programs. To the best of our knowledge ours is
the first work in the domain. We stress that although our results are couched
in logic programming terminology, they are not limited to logic programming
per se, as they focus on the properties of floating point numbers and not on
the language aspects of logic programs.

Our methodology consists of four basic steps. Given a program and a set
of queries of interest we start by inferring the set of calls,i.e., queries to be
resolved during the computation. Next, the program and the set of calls are
transformed by performing a variant of multiple specialisation (Puebla and
Hermenegildo, 1999; Winsborough, 1992). Termination of the transformed
program can be shown to be equivalent to termination of the original one. At
the next step we construct a system of conditions implying termination of the
transformed program, and, hence, of the original one. To construct these con-
straints we map expressions in floating point numbers to the corresponding
expressions overR. SinceR is not well-founded, to ensure termination we
require each rule traversal to decrease some positive valueat least byε > 0.
Finally, the system of conditions is solved.

Section 2 introduces two kinds of notions our analysis is going to be
based upon: those for termination analysis of logic programs and those re-
lated to the standardisation of arithmetics. In Section 3 weformulate some
adapted termination conditions, specifically tailored forprograms with nu-
merical computations over the real numbers. In Section 4 thetermination
behaviour of a number of examples is studied. Ideas presented in this section
crystallised in the four-step methodology above. Automation of the approach
is discussed in Section 5. Finally, Section 6 summarises ourcontribution,
discusses related work and hints at further research directions.

2. Preliminaries

We believe that although the results of this article are presented in a logic
programming context, they are relevant and interesting outside of the logic
programming community as well. In order to make this articleself-contained
we first present basics of logic programming. A more detailedintroduction
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to the subject is provided in (Lloyd, 1987). Next, we recall the basic notions
of termination analysis. Surveys of existing approaches totermination can
be found, for instance, in (De Schreye and Decorte, 1994; Pedreschi et al.,
2002). Finally, we discuss standardisation of floating point arithmetics. The
reader is referred to (Goldberg, 1991) for additional examples and discussion.

2.1. LOGIC PROGRAMMING

In this subsection we present a brief introduction to logic programming. More
details can be found in (Apt, 1997; Lloyd, 1987).

Logic programming is based on afirst order theory, defined by sets of
variables, constants, function symbols and predicates. Each function symbol
and each predicate is associated with a nonnegative integer, denoting the num-
ber of its arguments, called thearity of the function or predicate. Constants
are function symbols with arity 0. We consider numbers as a special case of
constants. Afunctor is either a function symbol or a predicate. To denote the
fact that a functorf has an arityn we write f/n. A term is either a variable, a
constant orf (t1, . . . , tn), where f is a function symbol andt1, . . . , tn are terms.
Similarly, anatom is p(t1, . . . , tn), wherep/n is a predicate andt1, . . . , tn are
terms. If a term or an atom does not contain variables, it is called ground. If
A is an atom, then the predicate symbol ofA is denotedrel(A). A clause C
is a formulaH ← B1, . . . ,Bn (n≥ 0) whereH is an atom and eachBi is an
atom.H is called theheadof C, the sequenceB1, . . . ,Bn is called thebodyof
C and each one of theBi ’s is called asubgoal. A finite set of clauses is called
aprogram. A clause with the empty head is calledquery. The query with the
empty body is theempty query.

In the following paragraphs we discuss one of the key concepts of logic
programming, the concept of unification. We start our discussion with the
notion of substitution. Formally, asubstitution is a finite set of the form
{x1/t1, . . . ,xn/tn} where eachxi is a variable, eachti is a term distinct fromxi

and the variablesx1, . . . ,xn are distinct. For uniformity, we call terms, atoms
and conjunctions or disjunctions of atomsexpressions. A simple expression
is either a term or an atom. IfE is an expression andθ = {x1/t1, . . . ,xn/tn}
is a substitution, then theinstanceof E by θ, Eθ, is obtained fromE by
simultaneously replacing each occurrence of the variablexi in E by ti for all
i = 1, . . . ,n. Two expressionsE andF are calledvariants if E is an instance
of F and F is an instance ofE. A substitutionθ such thatEθ is a variant
of E is called arenamingfor E. Given a languageL, AtomL (TermL) is the
set of all atoms (terms) that can be constructed fromL. Given a programP,
we slightly abuse the notation and talk aboutAtomP andTermP. The variant
relation defines an equivalence relation onAtomP andTermP. Theextended
Herbrand universe UEP (theextended Herbrand base BE

P) is a quotient set of
TermP (AtomP) modulo this relation.
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Now we can define composition of substitutions. One can show that, with
respect to this operation, substitutions form a semi-group.

DEFINITION 1. Let θ = {x1/s1, . . . ,xm/sm}, σ = {y1/t1, . . . ,yn/tn} be sub-
stitutions. Thenthe compositionθσ of θ and σ is the substitution obtained
from {x1/s1σ, . . . ,xm/smσ,y1/t1, . . . ,yn/tn} by deleting any xi/siσ for which
xi = siσ and deleting any yj/t j , for which yj ∈ {x1, . . . ,xm}.

Using the notion of composition one can define a notion ofunification.

DEFINITION 2. Let S be a finite set of simple expressions. A substitutionθ
is called aunifier for S if the set Sθ contains exactly one element. A unifierθ
for S is called amost general unifier (mgu)for S, if for each unifierσ of S,
there exists a substitutionγ such thatσ = θγ.

One can show that given a finite set of simple expressions, themost gen-
eral unifier is unique modulo renaming. Algorithms computing most general
unifiers can be found in (Robinson, 1965; Martelli and Monatanari, 1982).

Next we present the procedural semantics of logic programming based on
the notion of SLD-resolution (Robinson, 1965; Kowalski andKuehner, 1971).
A selection functionmaps a query to an atom in it. In this work, we follow
the majority of Prolog systems and assume the selection function always to
return the leftmost atom of the query. To stress theleft-to-right selection one
talks aboutLD-resolution.

DEFINITION 3. Let Q be a query← A1, . . . ,Ak, and let C be a clause A←
B1, . . . ,Bn. Then← (B1, . . . ,Bn,A2, . . . ,Ak)θ is called anLD-resolventof Q
and C usingθ, if θ is the most general unifier of A1 and A.

DEFINITION 4. Let P be a program and Q a query. AnLD-derivationof
P∪{Q} consists of a possibly infinite sequence Q0 = Q,Q1, . . . of queries, a
sequence C1,C2, . . . of renamed apart variants of program clauses of P and
a sequenceθ1,θ2, . . . of most general unifiers such that each Qi+1 is an LD-
resolvent of Qi and Ci+1 usingθi+1.

Among finite LD-derivations, we definesuccessfulones as ending in the
empty query, andfailedones as ending in a non-empty query with the selected
atom being unable to be unified with the head of any clause. LetP be a pro-
gram andQ be a query, such that an LD-derivation ofP∪{Q} is successful,
and letθ1, . . . ,θn be the most general unifiers used in the derivation. Then
the restriction of the compositionθ1 . . .θn to the variables ofQ is called a
computed answer substitutionof Q.

Next we introduce briefly two notions important for the declarative se-
mantics of a program, namely the notions of interpretation and model.
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DEFINITION 5. An interpretationof a first order language L consists of the
following:

− A non-empty set D, called thedomainof the interpretation.

− For each constant in L, the assignment of an element in D.

− For each n-ary function symbol in L, the assignment of a mapping from
Dn to D.

− For each n-ary predicate symbol in L, the assignment of a mapping
from Dn to {true, false}.

A valuationfor a formulaF with respect to an interpretationI is a mapping
of the variables appearing inF to elements of the domain ofI . An interpreta-
tion I is called amodelfor a formulaF, denotedI |= F, if the truth value of
F with respect toI is true for all valuations. Similarly,I is called amodelof
a set of formulaeS, denotedI |= S, if I is a model of each one of its elements.
Given a set of formulaeS and a formulaF, we say thatS |= F if for every
modelI of S, I |= F. Given a programP and a queryQ and a computed answer
substitutionθ of Q one can show thatP |= Qθ.

2.2. TERMINATION ANALYSIS OF LOGIC PROGRAMS

In this section we introduce basic notions of termination analysis of logic
programs. We start by formalising the notion of terminationand say that a
queryQ LD-terminatesfor a programP, if all LD-derivations forP∪Q are
finite.

The following definition goes back to Apt (1997).

DEFINITION 6. Let P be a program and p, q be predicates occurring in it.
We say that

− p refers toq in P if there is a clause in P that uses p in its head and q
in its body.

− p depends onq in P and write p⊒ q, if (p,q) is in the transitive
reflexive closure of the relationrefers to.

− p andq are mutually recursiveand write p≃ q, if p⊒ q and q⊒ p.

Next we recall some basic notions, related to termination analysis.

DEFINITION 7. A norm is a function‖ · ‖ : UE
P → N. Similarly, a level

mappingis a function| · | : BE
P→ N.

We study termination of programs with respect to sets of queries. The
following notion is a basic notion in this framework.
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DEFINITION 8. Let P be a program and S be a set of atomic queries. The
call set, Call(P,S), is the set of all atoms A from the extended Herbrand Base
BE

P, such that a variant of A is a selected atom in some derivationfor P∪{←
Q}, for some Q∈ S and under the left-to-right selection rule.

The following definition (Serebrenik and De Schreye, 2001b)generalises
the notion of acceptability with respect to a set (De Schreyeet al., 1992;
Decorte and De Schreye, 1998) by extending it to mutual recursion.

DEFINITION 9. Let S be a set of atomic queries and P a program. P is
acceptable with respect toS if there exists a level mapping| · | such that

− for any A∈Call(P,S)

− for any clause A′← B1, . . . ,Bn in P, such thatmgu(A,A′) = θ exists,

− for any atom Bi , such thatrel(Bi) ≃ rel(A) and for any computed
answer substitutionσ for← (B1, . . . ,Bi−1)θ it holds that

|A| > |Biθσ|.

It was shown in (De Schreye et al., 1992; Serebrenik and De Schreye,
2001b) that a program is acceptable with respect to a set if and only if it is
LD-terminating for all queries in the set.

We also need to introduce notions of rigidity and of interargument rela-
tions. Given a norm‖ · ‖ and a termt, Bossiet al. (1991) callt rigid with
respect to‖ · ‖ if for any substitutionσ, ‖tσ‖ = ‖t‖. Observe that ground
terms are rigid with respect to all norms. The notion of rigidity is obviously
extensible to atoms and level mappings. Interargument relations have initially
been studied by (Ullman and Van Gelder, 1988; Plümer, 1991;Verschaetse
and De Schreye, 1991). In this article we use the definition of(Decorte et al.,
1999).

DEFINITION 10. Let P be a program, p/n a predicate in P. Aninterargu-
ment relationfor p/n is a relation Rp⊆ N

n. Rp is avalid interargument rela-
tion for p/n with respect to a norm‖ · ‖ if and only if for every p(t1, . . . , tn) ∈
AtomP, if P |= p(t1, . . . , tn) then(‖t1‖, . . . ,‖tn‖) ∈ Rp.

Given an atomA we slightly abuse the notation and writeRA instead of
Rrel(A).

Combining the notions of rigidity, acceptability and interargument rela-
tions allows us to reason on termination completely at the clause level.

THEOREM 1. (cf. (Decorte et al., 1999)) Let S be a set of atomic queries
and P a program. Let‖ ·‖ be a norm and, for each predicate p in P, let Rp be
a valid interargument relation for p with respect to‖·‖. If there exists a level
mapping| · | such that
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− Call(P,S) is rigid with respect to| · |,

− for any clause H← B1, . . . ,Bn ∈ P, and

− for any atom Bi in its body such thatrel(Bi)≃ rel(H),

− for any substitutionθ such that the arguments of the atoms in B1θ,
. . . ,Bi−1θ all satisfy their associated interargument relations RB1, . . . ,
RBi−1:

|Hθ| > |Biθ|
then P is acceptable with respect to S.

We call the condition stated in Theorem 1rigid acceptability. Observe
that rigid acceptability does not require any relation to hold between the level
mapping| · | and the norm‖ · ‖. Indeed, the norm is used to define inter-
argument relations, while the level mapping ensures rigidity and decrease.
Further distinction between these two different functionalities has lead to the
recent work on “two level mappings approach” of Martin and King (2004).
However, from the practical point of view, defining the levelmapping| · | in
terms of the norm‖ · ‖ has an important advantage. In such a case, the norm
provides a link between interargument relations and the level-mapping, and
simplifies verifying of the level-mapping decrease given that interargument
relations are valid.

In (Serebrenik and De Schreye, 2001a) we extended the previous work on
a constraints based approach to termination (Decorte et al., 1999) to include
integer computations. The main difficulty that had to be solved was the fact
that the integers are not well-founded. We illustrate the approach proposed by
means of example and refer the reader to (Serebrenik and De Schreye, 2004)
for further details. The treatment is done only on the intuitive level.

EXAMPLE 4. Computing a query p(z) for an integer argument z with re-
spect to the following program results in a sequence of callswith oscillating
arguments like p(−2), p(4), p(−16), . . . and stops if the argument is greater
than1000or smaller than−1000.

p(X)← X > 1,X < 1000,Y is −X ∗X, p(Y).
p(X)← X <−1,X >−1000,Y is X ∗X, p(Y).

The direct attempt to define the level mapping of p(X) as X fails, since X can
be positive as well as negative. Thus, a more complex level mapping should
be defined. We start with some observations.

The first clause is applicable if1< X < 1000, the second one, if−1000<
X <−1. Thus, termination of p(X) for X ≤−1000,−1≤ X≤ 1 or X ≥ 1000
is trivial. Moreover, if the first clause is applied and1< X < 1000holds, then
either−1000<Y <−1 or Y≤−1000∨−1≤Y≤ 1∨Y≥ 1000should hold.
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Similarly, if the second clause is applied and−1000< X <−1 holds, either
1 < Y < 1000or Y ≤−1000∨−1≤Y ≤ 1∨Y ≥ 1000should hold.

We use this observation and split the domain of the argument of p, denoted
p1, in three pairwise disjoint parts, calledadornments, as follows:

a 1 < p1 < 1000
b −1000< p1 <−1
c p1≤−1000∨−1≤ p1≤ 1∨ p1≥ 1000

Next we replace the predicate p with three new predicates pa, pb and pc. We
add conditions before the calls to p to ensure that pa is called if p(X) is called
and1 < X < 1000holds, pb is called if p(X) is called and−1000< X <−1
holds and pc is called if p(X) is called and X≤−1000∨−1≤ X ≤ 1∨X ≥
1000holds. The following program is obtained:

pa(X)← X > 1,X < 1000,Y is −X ∗X,

−1000< Y,Y <−1, pb(Y).
pa(X)← X > 1,X < 1000,Y is −X ∗X,

(Y ≤−1000;(−1≤Y,Y ≤ 1);Y ≥ 1000), pc(Y).
pb(X)← X <−1,X >−1000,Y is X ∗X,

1 < Y,Y < 1000, pa(Y).
pb(X)← X <−1,X >−1000,Y is X ∗X,

(Y ≤−1000;(−1≤Y,Y ≤ 1);Y ≥ 1000), pc(Y).

Note that before every call to an adorned predicate in a body of a clause
we have added the corresponding condition. For example,1 < Y,Y < 1000
precedes pa(Y) in the third clause. This is required to ensure correctness of
the transformation.

The transformation we performed is a form of multiple specialisation,
well-known in the context of abstract interpretation (Winsborough, 1992).
We have shown that termination of the original program with respect to
{p(z)|z is an integer} is equivalent to termination of the transformed program
with respect to the following set of transformed queries

Sa =

{1 < z< 1000∧ pa(z)|z is an integer}
∪ {−1000< z<−1∧ pb(z)|z is an integer}
∪ {(z≤−1000∨−1≤ z≤ 1∨z≥ 1000)∧ pc(z)|z is an integer}.

Now we define threedifferent level mappings, one for atoms of pa, an-
other one for atoms of pb and the last one for atoms of pc. In our work we
considernaturalso-called level mappings. Formally, anatural level mapping
|qc(t1, . . . , tn)| is defined as f(qc(t1, . . . , tn)) if c holds for t1, . . . , tn, and 0,
otherwise, where f is the following function mapping atoms to Z:
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− f (qE1>E2(t1, . . . , tn)) and f(qE1≥E2(t1, . . . , tn)) are defined by symboli-
cally computing E1−E2 and substituting ti ’s instead of argument posi-
tions in the resulting expression;

− f (qE1<E2(t1, . . . , tn)) and f(qE1≤E2(t1, . . . , tn)) are respectively regarded
as f(qE2>E1(t1, . . . , tn)) and f(qE2≥E1(t1, . . . , tn));

− f (qc1∧...∧ck(t1, . . . , tn)) (k > 1) is w0+∑k
i=1wi f (qci (t1, . . . , tn)), with wi

being some natural number coefficients;

− 0, if none of the previous cases apply.

In our running example,|pa(z)| is f(pa(z)) if 1 < z< 1000, and0, other-
wise. The function f is defined as

f (pa(z)) = wa
0 +wa

1 f (p1<p1(z))+wa
2 f (pp1<1000(z)).

Using the second case of the definition above, in order to find f(p1<p1(z)) we
need to compute f(pp1>1(z)). First, we symbolically calculate the difference
of the left-hand side expression and the right-hand side expression, i.e., p1−
1. Then, we substitute the corresponding arguments instead of the argument
positions, i.e., z instead of p1. Hence, f(p1<p1(z)) is z−1. In a similar way,
f (pp1<1000(z)) is 1000−z. In order to prove termination it is sufficient to take
wa

0 = 0, wa
1 = 0 and wa

2 = 1 making

|pa(z)|=
{

1000−z if 1 < z< 1000
0 otherwise

In general, these coefficients can be determined similarly to (Decorte et al.,
1999). We refer to (Serebrenik and De Schreye, 2004) for further details.

Reasoning in the same way we define

|pb(z)| =
{

1000+z if −1000< z<−1
0 otherwise

and
|pc(z)|= 0.

Next, we verify rigid acceptability of the transformed program with respect
to {pa(z)|1 < z< 1000}∪{pb(z)|−1000< z< −1} via the specified level
mappings. This implies termination of the transformed program with respect
to these queries, and thus, termination of the original program with respect
to {p(z)|z is an integer}.

Rigidity of the level mappings is obvious since all the queries are ground
and, thus, clearly rigid. For the sake of brevity we discuss only the first clause
of the adorned program. We have to show that|pa(z)| > |pb(m)| for 1< z<
1000and m=−z2. Then,1000−z> 1000+m should hold, that is1000−z>
1000−z2 (z> 1 and m=−z2), which is true for z> 1. 2
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12 Alexander Serebrenik and Danny De Schreye

In general, our analysis starts by determining integer argument positions.
To this end the type analysis of (Janssens et al., 1994) can beused. Next the
set of adornments is computed and the adorning transformation is applied. It
should be noted that the transformation is correct for any set of adornments
that splits the domain of a predicate into pairwise disjointparts (Serebrenik
and De Schreye, 2004). In other words,P terminates for queries in a setS
if and only if the transformed programPa terminates for the corresponding
set of transformed queriesSa. However, we prefer sets of adornments based
on “subcases” expressing whether certain clauses can be applied or not. To
formalise this intuition we consider integer prefixes of theclause, i.e., prefixes
of the clauses that consist entirely of integer inequalities involving variables
of the head only. For instance,X > 1 andX > 1,X < 1000 are integer prefixes
of the first clause in Example 4. The maximal integer prefix of aclause is the
integer prefixes that is not contained in other integer prefixes. For instance,
X > 1,X < 1000 is the maximal integer prefix of the clause mentioned above.

Intuitively, the guard-tunedset of adornments we construct consists of
conjunctions ofdi ’s, where eachdi is either a maximal integer prefix or its
negation. The formal definition of the set can be found in (Serebrenik and
De Schreye, 2004).

EXAMPLE 5. Consider again Example 4. Maximal integer prefixes cor-
responding to the first and to the second clauses of the program are X>
1,X < 1000and X< −1,X > −1000, respectively. The guard-tuned set of
adornments we construct, should consist of four elements:

{ (X > 1∧X < 1000)∧ (X <−1∧X >−1000),

(X > 1∧X < 1000)∧¬(X <−1∧X >−1000),

¬(X > 1∧X < 1000)∧ (X <−1∧X >−1000),

¬(X > 1∧X < 1000)∧¬(X <−1∧X >−1000) }

Simplifying the expression and removing the inconsistencies we obtain ex-
actly the same set of adornments we used in the analysis above. 2

Finally, the rigid acceptability condition is verified to prove termination
of the adorned program with respect to level mappings mentioned above. We
refer to (Serebrenik and De Schreye, 2004) for full details on the technique
in the case of integer computations.

Observe that computing the guard-tuned set of adornments might be ex-
ponential in the number of maximal integer prefixes. The number of integer
prefixes is bounded by the number of clauses. Hence, the size of the guard-
tuned adorned set is bounded by 2r , wherer is a number of clauses. During
the transformation every appearance of the predicate to be transformed at
the head of a clause or in the recursive call in the body of a clause can be
replaced by 2r appearances of the adorned predicates. Thus, the upper bound
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on the size of the transformed program isr × 2r(n+1), i.e., it is exponential
in the number of clausesr and in a number of recursive subgoalsn. How-
ever, our experience suggests that numerical parts of real-world programs
are usually relatively small and depend on one or two different integer pre-
fixes. Analogously, clauses having more than two recursive body subgoals
are highly exceptional. Therefore, we conclude that in practice the size of the
transformed program is not problematic.

In the following sections we investigate how the adorning transformation
illustrated by Example 4 can be applied to computations involving floating
point numbers.

2.3. STANDARDISATION OF ARITHMETICS

In this section, we discuss standardisation of arithmetics. Traditionally, com-
puter systems represented floating-point numbers in a normalised way, that
is asS∗2E, where 1≤ S< 2. For example, 2.5 was represented byS= 1.25
andE = 1. The smallest positive number that can be represented in this way
is, thus, 1∗ 2emin, whereemin∈ Z is the smallest exponent (Z stands for
the set of integers). The second smallest number is then(1+ 2−p) ∗2emin,
where p is a number of digits that can be stored. Note that the gap be-
tween zero and 1∗ 2emin is significantly bigger than the gap between this
number and(1 + 2−p) ∗ 2emin. This gap near 0 resulted in a number of
anomalies, such asx = y being not equivalent withx− y = 0 or 1∗ x being
different from x. To resolve these problems the IEEE Standard 754 (IEEE
Standards Committee 754, 1985) (also known as the IEC standard 559 for
Binary Floating-Point Arithmetic for Microprocessor Systems) introduced
a special set of values, calleddenormalised numbers, that are represented
asS∗2emin, where 0< S< 1. However, the use of denormalised numbers
was objected in (Fraley and Walther, 1979; Payne and Strecker, 1979; Flynn
and Oberman, 2001) due to such reasons as lack of sufficient documented
need for it, and increasing implementation cost in floating point hardware.
Thus, the ISO/IEC standard for Language Independent Arithmetic (ISO/IEC
10967 Committee, 1994; ISO/IEC 10967 Committee, 2001) leaves the deci-
sion whether the denormalised numbers should be implemented to the system
developer. We have seen in Example 2 that the use of denormalised numbers
may influence the termination behaviour of a program. Denormalised and
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14 Alexander Serebrenik and Danny De Schreye

normalised numbers are illustrated in Figure 1, wherer denotes the “base” of
the number system, also called theradix.

The ISO Standard for Prolog (ISO/IEC 13211 Committee, 1995)does
not advocate any particular representation for floating point values but fol-
lows ISO/IEC 10967. Thus, we choose to base our analysis uponit. We
start by presenting the formal requirements of (ISO/IEC 10967 Committee,
1994; ISO/IEC 13211 Committee, 1995).

A set of floating-point values,F, is a finite subset of the set of real numbers
R, characterised by five parameters: the radix,r ∈ N; the number of radix
digits provided byF, also called theprecision, p ∈ N; the smallest and the
largest exponents ofF, emin∈ Z andemax∈ Z, and a boolean flagdenorm
beingtrue if F contains denormalised numbers.

EXAMPLE 6. Traditionally, numbers are represented in computers in the
binary format, meaning that r= 2. The IEEE Standard 754 requires that for
thesingleformat p= 24, emin=−126andemax= 127should hold and for
thedoubleformat p= 53, emin= −1022andemax= 1023should hold. It
also requires thedenorm-flag to be set totrue. 2

Given specific values for the parameters,FN, the set ofnormalisedfloating
point values, is{0,±i ∗ re−1|i ∈ r1−p∗N,1≤ i < r,e∈ Z,emin≤ e≤ emax},
where byr1−p∗N we understand the following set of real numbers{r1−p,2∗
r1−p,3∗ r1−p, . . .}. Similarly, the set ofdenormalisedfloating point values,
FD, is {±i ∗ remin−1 | i ∈ r1−p ∗N,0 < i < 1}. Then, the setF is defined as
FN∪FD, if denorm= true, and asFN, otherwise.

In order for our floating point numbers model to provide meaningful in-
formation the parameters above shall satisfy:

− r ≥ 2 ∧ p≥ 2 to ensure that a meaningful set of values is obtained. At
present only 2, 8, 10, and 16 are used as values forr;

− p− 2 ≤ −emin guarantees that the maximum relative error inFN is
representable inF;

− p ≤ emax implies that all integers from 1 tor p−1 are exactly repre-
sentable inF ;

− −emin≤ r p−1 ∧ emax≤ r p−1 assures thateminandemaxbelong to
F .

These parameters preferably should also satisfy:

− r is even, as the most accurate and popular rounding rule (round to the
nearest value) is significantly more expensive to implementwhen r is
odd.
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− r p−1 ≥ 106 results in the maximum relative error inFN to be one in a
million.

− emin−1≤ −2∗ (p−1) andemax> 2∗ (p−1) ensure that the square
of the maximum relative error and its reciprocal are inF.

− −2≤ (emin−1)+emax≤ 2 implies that for “most”x in FN the recipro-
cal 1/x is also inFN. As we are going to see further one cannot guarantee
this for all x.

For convenience, the following notions are defined: the maximal floating
point numberfmax, the minimal normalised numberfminN, the minimal de-
normalised numberfminD andF∗, the set of floating-point values extended
beyondfmax:

fmax = max{z∈ F | z> 0}= (1− r−p)∗ remax,
fminN = min{z∈ FN | z> 0}

= min{i ∗ remin−1|i ∈ r1−p∗N,1≤ i < r}
= 1∗ remin−1 = remin−1,

fminD = min{z∈ FD | z> 0}
= min{i ∗ remin−1|i ∈ r1−p∗N,0≤ i < 1}
= r1−p∗ remin−1 = remin−p,

F∗ = F ∪{±i ∗ re−1|i ∈ r1−p ·N,1≤ i < r,e∈ Z,emax< e}.

Using this notation, one can prove that for somex∈ FN, 1/x 6∈ FN. Indeed,
assuming the contrary would result in 1/fminN ≤ fmax (1/fminN ∈ FN) and
1/fmax≥ fminN (1/fmax∈ FN), i.e., fminN ∗ fmax = 1. The latter equality
cannot hold, asfminN is a power ofr and fmax is not. Hence, either the
reciprocal offminN or the reciprocal offmax is not in FN. For instance, if
(emin−1)+emax≥ 0 then the reciprocal of the smallest normalised number
does not overflow, but the reciprocal of the largest number underflows.

The requirements above imply that the parameters shall and preferably
should satisfy a number of constraints. For instance, sincep≥ 2 andp−2≤
−emin, emin≤ 0 should hold. Then,remin−1 ≤ r−1 holds. Recalling that
r ≥ 2, remin−1 ≤ 0.5. In other words,fminN ≤ 0.5. Remaining constraints
can be obtained in the same fashion.

shall 0 < r1−p < 0.5, 0 < fminN ≤ 0.5, 0 < fminD ≤ 0.25 (1)

should 0 < r1−p < 10−6, 0 < fminN ≤ 10−12, 0 < fminD ≤ 10−18 (2)

EXAMPLE 7. The requirements of the IEEE Standard 754 for thesingle
format imply r1−p≈ 1.2∗10−7, fminN≈ 1.2∗10−38 andfminD≈ 1.4∗10−45.
Both (1) and (2) are satisfied.
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16 Alexander Serebrenik and Danny De Schreye

Similarly, for thedoubleformat these requirements result in r1−p ≈ 2.2∗
10−16, fminN ≈ 1.1∗ 10−308 and fminD ≈ 2.4∗ 10−324. Again both (1) and
(2) are satisfied. 2

The use of (2) instead of (1) can be justified by the observation that the
majority of the implementations meet (2) and, since the set of possible values
for parameters allowed by (2) are significantly smaller, precision of the anal-
ysis can be improved. Moreover, if the attention is restricted to one particular
format, termination analysis can be further improved by considering exact
values forr1−p, fminN andfminD. As our goal is to obtain termination proofs
valid not just for one particular Prolog implementation butfor any implemen-
tation conforming the ISO standards, the results in this article are based on
(1) (with the exception of Example 10, where (2) is required).

The standards specify a number of arithmetic operations on floating point
numbers. For the sake of simplicity, we restrict our attention to only the basic
operations, i.e., addition, multiplication and division (the difference between
x andy is defined as the sum ofx and−y). The basic operations are defined
in such a way that the result is equal to what would be obtainedusing the
following steps:

− First, the exact value is computed. In the case of division, this step might
result in reporting thezero divisor exception.

− Then, the floating point rounding functionrndF is applied.

− Finally, the boundaries ofF are checked and an appropriate exception
is thrown if needed (float overflow if the result of the previous step is
greater thanfmax and cannot be rounded tofmax; underflow if it is
smaller than the smallest positive element ofF and it cannot be rounded
to this element).

Different standards specify differently whether the exception may be trapped,
i.e., if the interrupting signal can be intercepted. IEEE 754 leaves the de-
cision to the higher-level software (for example, a Prolog system). On the
other hand, ISO 10967 and ISO 13211 leave this decision to theprogrammer,
thus, explicitly prohibiting Prolog systems from trappingexceptions as a de-
fault policy. Example 3 illustrates that most Prolog systems violate the latter
requirement. In this article we assume that exceptions do not occur.

FunctionrndF maps the reals toF∗ and shall satisfy for allx,y ∈ R and
for all i ∈ Z:

rndF(x) = x if x∈ F∗

rndF(x)≤ rndF(y) if x < y
rndF(x∗ r i) = rndF(x)∗ r i if |x| ≥ fminN and|x∗ r i | ≥ fminN

rndF(−x) =−rndF(x)
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Termination of floating point computations 17

From the four rounding modes discussed in (IEEE Standards Committee 754,
1985), to the nearest, toward 0, toward−∞ and toward+∞, the latter two
do not satisfyrndF(−x) = −rndF(x). This discrepancy exists between the
standards despite the fact that both of them were adopted by the same insti-
tution (IEC). The ISO 10967 standard suggests three rounding modes: round
to nearest, round toward 0 and round toward−∞. The latter mode contradicts
the conditions above, specified by the same standard! The only standard to
resolve this problem completely is (ISO/IEC 13211 Committee, 1995). It
presents only two rounding modes: round to nearest and roundtoward 0.
Therefore, in our discussion we stress termination behaviour with respect to
these two rounding modes, and mention briefly rounding toward +∞ and−∞.

Finally, we specify precision of the rounding function. It shall satisfy for
all x∈ R

|rndF(x)−x| ≤ rnd error∗ reF (rndF (x))−p, (3)

whereeF(x) is defined as⌊logr |x| ⌋+1 if |x| ≥ fminN and asemin, otherwise.
Observe that for normalised numbers this condition ensuresthat the relative
error does not exceedrnd error∗ r1−p, while for the denormalised numbers
it guarantees that the absolute error does not exceedrnd error∗ fminD. The
requirement thatrndF is a rounding function implies thatrnd error≤ 1.

Depending on whether rounding is done toward zero or to the nearest
value, the rounding functionrndF shall satisfy

|rndF(x)| ≤ |x| rounding is done toward zero, (4)

|rndF(x)−x| ≤ 0.5reF (x)−p rounding is done to the nearest. (5)

It should be noted that the rounding function behaviour for an x which is
exactly halfway between values inF is not specified by (5), i.e., the deci-
sion if rounding is done upwards or downwards is left to the implementor.
In Section 4 we are going to see how this decision influences termination
behaviour.

3. Termination analysis—revisited

In this section we adapt for our purposes the classical notions of termination
analysis introduced above. We start by considering functions to non-negative
real numbers as level mappings and then extend the notions ofnorm and
interargument relation.

The intuition behind considering functions to non-negative reals is that
they might be easier to find automatically. Formally, we introduce the follow-
ing definition.
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18 Alexander Serebrenik and Danny De Schreye

DEFINITION 11. Given a program Pan extended level mappingis a func-
tion: | · | : BE

P→ R
+.

However, with this extended definition the usual acceptability decrease is in-
sufficient to ensure termination, since non-negative realsare not well-founded.
In order to obtain the well-foundedness, and hence to prove termination, we
have to adjust Definition 9 in the following way.

DEFINITION 12. Let S be a set of atomic queries and P a program. P is
extended acceptable with respect toS if there exists an extended level mapping
| · | and a positive real numberε such that

− for any A∈Call(P,S)

− for any clause A′← B1, . . . ,Bn in P, such thatmgu(A,A′) = θ exists,

− for any atom Bi , such thatrel(Bi) ≃ rel(A) and for any computed
answer substitutionσ for← (B1, . . . ,Bi−1)θ it holds that

|A| − |Biθσ| ≥ ε

The idea of mapping terms to non-negative real numbers and requiring
some minimal distance between the values goes back to (Sohn and Van Gelder,
1991). Recently, under the name of thediscretely-greater-thanrelation (>∆)
it has been reintroduced by (Colón and Sipma, 2001). The next theorem states
that Definitions 9 and 12 are equivalent.

THEOREM 2. Let S be a set of atomic queries and P a program. P is accept-
able with respect to S by if and only if P is extended acceptable with respect
to S.

PROOF 1. If there is a level mapping, satisfying the acceptability condition
(Definition 9),ε can be taken equal to1. On the other hand, if there exist a
level mapping|·| satisfying extended acceptability (Definition 12) then|·|2
defined as|t|2 =

⌊

|t|
ε

⌋

satisfies acceptability (Definition 9).

The theorem above gives rise to the following corollary.

COROLLARY 1. Let S be a set of atomic queries and P a program. P is
extended acceptable with respect to S if and only if P LD-terminates for all
queries in S.

PROOF 2. Immediate from Theorem 2 and the corresponding results in (De Schr-
eye et al., 1992; Serebrenik and De Schreye, 2001b).
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Further, we would like to obtain a counterpart of Theorem 1. To do so
we reconsider the notions of norm, interargument relation and validity of the
latter.

DEFINITION 13. Let P be a program and let p be an n-ary predicate in P.

− Anextended normis a function‖ · ‖ : UE
P → R.

− Anextended interargument relationfor p/n is Rp⊆ R
n.

− An extended interargument relation Rp for p/n is said to bevalid if
and only if for every p(t1, . . . , pn) ∈ AtomP, if P |= p(t1, . . . , tn) then
(‖t1‖, . . . ,‖tn‖) ∈ Rp.

Observe, that the norm is not required to be well-founded. This is valid
since we never require a decrease with respect to a norm but with respect to a
(well-founded) level mapping. Using the extended notions we can introduce
our counterpart of Theorem 1.

THEOREM 3. Let S be a set of atomic queries and P a program. Let‖ ·‖ be
an extended norm and, for each predicate p in P, let Rp be a valid extended
interargument relation for p with respect to‖ · ‖. If there exists an extended
level mapping| · | and a positive real numberε such that

− Call(P,S) is rigid with respect to| · |,

− for any clause H← B1, . . . ,Bn ∈ P, and

− for any atom Bi in its body such thatrel(Bi)≃ rel(H),

− for any substitutionθ such that the arguments of the atoms in B1θ,
. . . ,Bi−1θ all satisfy their associated interargument relations RB1, . . . ,
RBi−1:

|Hθ| − |Biθ| ≥ ε
then P is extended acceptable with respect to S.

Similarly to above we call the condition of this theoremextended rigid ac-
ceptability. The proof strongly resembles that of Theorem 1 as it has been
presented by Decorteet al. (1999). We include the proof for the sake of
completeness.

PROOF 3. Assume that conditions of Theorem 3 hold. Let A∈ Call(P,S)
and let H← B1, . . . ,Bn be a clause in P such thatmgu(A,H) = θ exists. Let
Bi satisfyrel(Bi) ≃ rel(H). We need to prove that for any computed answer
substitutionσ for← (B1, . . . ,Bi−1)θ it holds that|A| − |Biθσ| ≥ ε.

By definition of the most general unifier, Aθ is identical to Hθ. Hence, Aθσ
is identical to Hθσ. Since A∈ Call(P,S) andCall(P,S) is rigid with respect
to | · |, it holds that|A|= |Aθσ|. Thus,|A|= |Hθσ|.
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Next, sinceσ is a computed answer substitution, P|= (B1, . . . ,Bi−1)θσ.
In other words, P|= B jθσ for all 1≤ j ≤ i−1. By definition of validity for
an interargument relation RB j holds for Bjθσ for all 1≤ j ≤ i − 1. Then,
by extended rigid acceptability assumption|Hθσ|− |B jθσ| ≥ ε. The proof is
completed by observing that|A|− |B jθσ| ≥ ε holds.

From here on, we drop the word “extended” and simply talk about level
mappings, norms, interargument relations and (rigid) acceptability.

4. Examples

In this section, we use the formulae of Section 2.3 to study the termina-
tion behaviour of a number of examples. We start by programs generalising
Example 1 and then proceed to more realistic examples.

In the examples to come we are going to apply the methodology presented
for the integer case in Section 2.2. Recall that our analysisstarts by inferring
the set of calls (Janssens et al., 1994) (sometimes omitted in the examples,
if the decrease can be shown forall values). We assume that the execution
does not result in an exception as this obviously means termination. Then, we
apply the adorning technique of Example 4. Observe that the correctness of
the transformation established in (Serebrenik and De Schreye, 2004) does not
depend on the domain of the computation. Moreover, it shouldbe noted that
the argument on the practical applicability of the approachpresented at the
end of Section 2.2 remains valid as well.

In the next step, the conditions following from rigid acceptability with
respect to the adorned program and the validity of interargument relations
are constructed. Two differences between the constraints that we consid-
ered in the integer case and the ones we are going to obtain nowshould be
pointed out. First, as we have already mentioned above, instead of proving
|A| > |Biθσ| we will try to find ε > 0 such that|A| − |Biθσ| ≥ ε. Second, a
rounding function has been applied during the computation.We are going to
estimate the expressions involving the rounding function in order to obtain the
underestimate for|A| − |Biθσ|. We postpone a more detailed discussion of
the estimation techniques to Section 5. If the underestimate found is positive
it can be taken asε and the termination proof is completed.

EXAMPLE 8. The following program is motivated by P1 and P2 from Exam-
ple 1. We would like to find the floating-point values of0< α < 1 such that the
program terminates for all queries in S= {p(t)|t is a floating point number}.

p(X)← X > 0, Y is X ∗α, p(Y).

To achieve our goal we try to prove termination of p(t) and collect the con-
straints onα we need to assume to establish the acceptability decreases.
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Recall that we start by computing the guard-tuned set of adornments. The
following set is obtained:{a,b}, wherea denotes p1 > 0 andb denotes p1≤
0. The following is the adorned program Pa:

pa(X)← X > 0, Y is X ∗α, Y > 0, pa(Y).

pa(X)← X > 0, Y is X ∗α, Y ≤ 0, pb(Y).

The corresponding set of queries is

Sa =
{t > 0∧ pa(t)|t is a floating point number}

∪ {t ≤ 0∧ pb(t)|t is a floating point number}

In order to prove termination of Sa with respect to Pa we apply Theorem 3.
The set of calls,Call(Pa,Sa), coincides with Sa. Since all elements of the set
of calls are ground, for any A∈ Call(Pa,Sa) and for any substitutionθ, Aθ
coincides with A. Hence, for any level mapping|Aθ|= |A|. In other words, the
set of calls is rigid with respect to any level mapping. As a norm we choose
a function mapping floating point numbers (as elements of UE

P ) to themselves
(as elements ofR). As a valid interargument relation for> we consider the
set of pairs(t1, t2) such that t1 and t2 are floating point numbers and t1 > t2
(in R). Similarly, for is we consider the set of pairs(t1, t2) such that t1 is a
floating point number, t2 is a floating point number expression, and the result
of computing t2 (in the set of floating point numbers F) coincides with t1.

A natural level mapping is chosen to be|pa(t)| = t. The level mapping is
well-defined, since t> 0 andα > 0are assumed. The only clause to be consid-
ered is the first one, since the second clause does not containrecursive body
subgoals. If pa(t) is unified with the head of the clause, the value to be stored
in Y is eitherrndF(tα), floating overflowor underflow. The latter cases lead
to exceptions being thrown contradicting our previous assumption. Thus, we
restrict our attention only to the case where the value stored in Y isrndF(tα).
If we can findε > 0, such that for any t, t− rndF(tα) ≥ ε, the program will
be acceptable with respect to{pa(n)|n is a floating point number}.

Assume thatrndF has the round to nearest property. Condition (5) implies
| rndF(tα)− tα| ≤ 0.5reF (tα)−p. We distinguish between the following cases:

− |tα| < fminN. Then, eF(tα) = eminand remin−p = fminD. Therefore,
|rndF(tα)− tα| ≤ 0.5fminD. Hence it also holds that t− rndF(tα) ≥
t(1−α)− 0.5fminD. Inequality X> 0 in the clause body implies that
t ≥ fminD. Thus, t− rndF(tα) ≥ fminD(0.5−α). In order for the right
hand side to be used asε, it should be positive, that isα < 0.5 should
hold.

− |tα| ≥ fminN. Then, eF(tα) = ⌊logr |tα| ⌋+1 and | rndF(tα)− tα| ≤
0.5r⌊logr |tα| ⌋+1−p ≤ 0.5tαr1−p. Thus,rndF(tα) ≤ tα + 0.5tαr1−p and
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t− rndF(tα) ≥ t(1−α−0.5αr1−p). Condition (1) requires r1−p ≤ 0.5,
i.e., t− rndF(tα) ≥ t(1−1.25α). Since| tα| ≥ fminN, t > 0 andα > 0
also t≥ fminN/α should hold. Then, t−rndF(tα)≥ fminN(1−1.25α)/α.
To make the right-hand side expression positive,α < 0.8 should hold.
ThenfminN(1−1.25α)/α is a candidate forε.

Summarising the two cases we obtain thatα < 0.5 should hold and that
ε can be chosen asmin(fminD(0.5−α), fminN(1−1.25α)/α). Hence, for
any t, t− rndF(tα) ≥ ε, the program is acceptable with respect to{t > 0∧
pa(t)|t is a floating point number} and termination is proved. This also im-
plies that the original program terminates with respect to{p(t)|t is a floating
point number}.

It should be noted that in actual Prolog implementations termination of
p(t) with respect to the program above may also be observed ifα = 0.5.
However, as mentioned above, the ISO standard for language independent
arithmetic does not specify the behaviour ofrndF(x) if x is exactly halfway
between two values and rounding upwards in this case will result in non-
termination.

Assume now thatrndF has the round toward zero property. In this case
|rndF(x)| ≤ |x| should hold for all x. Sinceα > 0 and t > 0, it follows
that tα > 0 and rndF(tα) ≥ rndF(0). Requirements of the standards also
imply rndF(0) = 0. Thus,rndF(tα) ≥ 0, rndF(tα) ≤ tα and t− rndF(tα) ≥
t(1−α). As above, the body constraint X> 0 means t≥ fminD. Therefore,
t−rndF(tα)≥ fminD(1−α). The right hand-side is positive for all0< α < 1,
andε = fminD(1−α). Thus, if rounding happens toward zero, pa(n) termi-
nates with respect to the adorned program for all n and for allα. Hence, p(n)
terminates with respect to the original program for all n andfor all α as well.

Since the argument of p is always non-negative, computationin the round
to−∞ mode coincides with the computation in the round to zero mode. There-
fore, we conclude termination of p(n) for all n and for all α as well.

If the rounding is done toward+∞ our attempt to prove termination fails.
Indeed, there exists no n and noα such that p(n) terminates with respect
to the original program. Intuitively, any computation of p(n) produces a call
p(m) such that m is the smallest floating point number greater thanmα. Then,
mα is rounded upwards to m, i.e., the next call is again p(m), leading to
non-termination. 2

Now consider another example, very similar to the one we haveseen
before, but significantly different from it in its termination behaviour.

EXAMPLE 9. Let P be the following program, extending P3 from Example 1.

q(X)← X > 0, Y is X−α, q(Y).
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whereα > 0. In theory, q(t) should terminate for allα and all t. As we have
seen in Example 1 this is not the case in practice forα = 0.25. We aim to
understand the general case.

After the adorning step the following program is obtained (a denotes q1 >
0 andb denotes q1 ≤ 0):

qa(X)← X > 0, Y is X−α, Y > 0, qa(Y).

qa(X)← X > 0, Y is X−α, Y ≤ 0, qb(Y).

Termination of qb(t) is obvious. Choosing|qa(t)| = t, applying the same
technique as above to inferε, and assuming rounding to nearest policy, one
gets

rndF(t−α)≤ (t−α)+

{

0.5r1−p(t−α) if t −α≥ fminN

0.5fminD if − fminN < t−α < fminN

Thus, in the first case, t− rndF(t −α) ≥ α− 0.5r1−p(t −α). Since t is not
bounded from above, one cannot claim that the right hand sideexpression
is positive for all t. Therefore, we cannot findε as above and suspect non-
termination. Indeed, for t much bigger thanα, rndF(t−α) might be computed
to be equal to t, leading to a non-terminating execution. As we have seen in
Example 1, SICStus Prolog (SICS, 2004) rounds252−0.25 to 252. Identical
behaviour is observed for the round to+∞ policy.

Returning to the round to the nearest mode, observe that the precision of
this analysis might be improved if information on the call set is available. For
instance, knowing thatCall(Pa,{qa(t0)})⊆ {qa(t) | t ≤ t0} for a given query
qa(t0) would provide the desired upper bound on the values of t. Therefore,
we would be able to claim that the right hand side expression is positive for
α > t0r1−p

2+r1−p . Taking the second case, (−fminN < t−α < fminN), into account,

we can conclude termination of qa(t0), and thus of q(t0), for

α > max(
t0r1−p

2+ r1−p ,0.5fminD).

The specified information about the call set can be deduced bythe methods
suggested in (Janssens et al., 1994).

As in the previous example, if rounding is done toward zero, termination
can be shown for allα and all t by observing thatrndF(t−α)≤ t−α implies
t− rndF(t −α) ≥ α and α > 0 is given. Similarly, since the argument of q
is non-negative,rounding to−∞ results in identical computation and, hence,
identical termination behaviour. 2

Finally, consider a more realistic example.
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EXAMPLE 10. A bank has special conditions for small deposits between
100 and 1000e on savings accounts. Every year it grants 5% and charges
1e for the account management. The conditions terminate when the deposit
reaches 1000e. The following program computes the maximal number of
years clients may enjoy these special conditions as a function of their initial
investments.

years(Investment,Years)← Investment> 100,

Investment< 1000, compute(Investment,1,Years).

compute(Balance,Y,Years)← Balance< 1000,

NewBalance is1.05∗Balance−1, Z isY +1,

compute(NewBalance,Z,Years).

compute(Balance,Y,Years)← Balance≥ 1000, Years isY.

We would like to prove termination ofyears(n,v), where n is a floating-
point number, denoting an initial investment, and v is a variable that upon
a successful computation will be bound to a number of years.

The guard-tuned set of adornments inferred is{a,b} wherea corresponds
to “ compute1 < 1000”, b corresponds to “compute1≥ 1000”, and compute1
denotes the first argument ofcompute. The following adorned program is
obtained:

years(Investment,Years)← Investment> 100,

Investment< 1000, Investment< 1000,

computea(Investment,1,Years).

computea(Balance,Y,Years)← Balance< 1000,

NewBalance is1.05∗Balance−1, Z isY +1,

NewBalance< 1000,computea(NewBalance,Z,Years).

computea(Balance,Y,Years)← Balance< 1000,

NewBalance is1.05∗Balance−1, Z isY +1,

NewBalance≥ 1000,computeb(NewBalance,Z,Years).

computeb(Balance,Y,Years)← Balance≥ 1000, Years isY.

It might be surprising that the goal “Investment< 1000” has been duplicated
in the first clause. In fact, the first “Investment< 1000” comes from the first
clause of the original program. The second one, as explainedin Example 4 on
page 9, is a condition corresponding to the adornmenta that has been added
before a call tocomputea(Investment,1,Years).
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As explained above, in order to prove termination, it is sufficient to show
that there exists anε, ε > 0, such that

| computea(balance,y,years) |−
| computea(new balance,z,years) | ≥ ε,

for all calls tocomputea. The only inequality we have in the second clause is
Balance< 1000. Therefore, the only natural (see Example 4) level mapping
one can define is

|computea(balance,y,years)| =

{

1000−balance if balance< 1000
0 otherwise

Then, in order to prove termination, there should exist anε > 0, such that for
all 100< balance< 1000

(1000−balance)− (1000− rndF(rndF(1.05balance)−1))≥ ε.

Assume that the rounding function has the round to nearest property. We
are going to estimaterndF(rndF(1.05balance)− 1). Sincebalance> 100, it
holds that1.05balance≥ fminN and rndF(1.05balance)−1≥ fminN, imply-
ing rndF(1.05balance)≥ 1.05balance(1−0.5r1−p). Thus,

rndF(rndF(1.05balance)−1)≥ (1.05balance(1−0.5r1−p)−1)(1−0.5r1−p).

Then,

rndF(rndF(1.05balance)−1)−balance≥
balance(0.2625r2(1−p)−1.05r1−p +0.05)−1+0.5r1−p.

In order for the right-hand side expression to be used asε, it should be pos-
itive. First of all, (2, page 15) implies0.2625r2(1−p)−1.05r1−p + 0.05> 0.
Secondly,

balance>
1−0.5r1−p

0.2625r2(1−p)−1.05r1−p +0.05
(6)

should hold. One can show that the right-hand side expression is monoton-
ically increasing as a function of r1−p for 0≤ r1−p ≤ 1.05−

√
1.05

0.525 . Condition

(2, page 15) requires r1−p≤ 10−6. Since1.05−
√

1.05
0.525 ≈ 0.0482

balance>
1−0.5∗10−6

0.2625∗10−12−1.05∗10−6 +0.05

implies (6) forbalanceand all values of r and p such that r1−p ≤ 10−6.
Since the right hand fraction of the latter inequality is less than 20.0005,
the inequalitybalance> 100 implies it, and thus (6) holds. Therefore,

balance(0.2625r2(1−p)−1.05r1−p +0.05)−1+0.5r1−p > 0.

paper.tex; 30/03/2005; 11:34; p.25



26 Alexander Serebrenik and Danny De Schreye

Choosingε asbalance(0.2625r2(1−p)−1.05r1−p+0.05)−1+0.5r1−p proves
termination of the adorned program, and by correctness of the transforma-
tion, it proves termination of the original program. It should be noted that
the computation terminates even if real numbers are considered instead of
floating-point ones.

Next, assume that the rounding is done toward zero. It follows from (1,
page 15) and (3, page 17) thatrndF(x)≥ fminN impliesrndF(x)≥ x

1+r1−p . In
our case, it holds that

rndF(1.05balance) > fminN

and
rndF(rndF(1.05balance)−1) > fminN.

Hence,

rndF(rndF(1.05balance)−1)≥
1.05balance

1+r1−p −1

1+ r1−p .

Thus,

(1000−balance)− (1000− rndF(rndF(1.05balance)−1)) =

rndF(rndF(1.05balance)−1)−balance ≥

1.05balance
1+r1−p −1

1+r1−p −balance =

balance(0.05−2r1−p−r2(1−p))−1−r1−p

(1+r1−p)2 >

100(0.05−2r1−p−r2(1−p))−1−r1−p

(1+r1−p)2 =

−100r2(1−p)−201r1−p+4
(1+r1−p)2

Since the denominator of the last fraction is always positive, in order for
−100r2(1−p)−201r1−p+4

(1+r1−p)2 to be used asε it will be sufficient to show that (2, page 15)

implies−100r2(1−p) − 201r1−p + 4 > 0. Indeed, this is the case since the
preceding inequality holds for201+

√
42001

−200 < r1−p < 201−
√

42001
−200 , 201+

√
42001

−200 ≈
−2.0297, and201−

√
42001

−200 ≈ 0.0197, while (2) requires0< r1−p < 10−6. Thus,
in order to complete the termination proof we takemin(h(0),h(10−6)) asε,
where h(t) is−100t2−201t +4.

Similarly to our previous examplesrounding to−∞ produces the same
results asrounding toward zero. Thus, we conclude termination in this case
as well.
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Finally, consider round to+∞. In this case it holds for all x thatrndF(x)≥
x. Hence,

(1000−balance)− (1000− rndF(rndF(1.05balance)−1)) =

rndF(rndF(1.05balance)−1)−balance≥
rndF(1.05balance)−1−balance≥
1.05balance−1−balance= 0.05balance−1> 5−1 = 4.

Therefore, we can take4 asε, completing the termination proof. 2

5. Towards automation of the approach

In the previous section we have analysed a number of examples. The analysis
followed a fixed pattern: infer the set of calls (Janssens andBruynooghe,
1992), adorn the program and the set of calls (Serebrenik andDe Schreye,
2004), construct a system of conditions implying termination (Section 3 and
(Decorte et al., 1999)), and solve it, i.e., show that there exists ε > 0 as re-
quired. Performing the last step automatically is the subject of the current
section.

Assume that the rounding is done to the nearest value. Then (5, page 17)
implies that for allx∈R, we have thatlo(x)≤ rndF(x)≤ hi(x), wherelo and
hi are defined as

lo(x) =







x+0.5xr1−p if x≤−fminN

x−0.5fminD if |x| < fminN

x−0.5xr1−p if x≥ fminN

hi(x) =







x−0.5xr1−p if x≤−fminN

x+0.5fminD if |x| < fminN

x+0.5xr1−p if x≥ fminN

If rounding is done toward zero, similar definitions forlo andhi are obtained
from (3, page 17) and (4, page 17):

lo(x) =







x if x≤−fminN

x−0.5|x| r1−p if |x| < fminN
x

1+r1−p if x≥ fminN

hi(x) =







x
1+r1−p if x≤−fminN

x+0.5|x| r1−p if |x| < fminN

x if x≥ fminN

Similar results can be obtained in case of rounding toward−∞ and+∞.
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For the further analysis we need an underestimate for the size of the
call to the head and an overestimate for size of the call to therecursive
subgoal. These can be computed from the basic inequalities of the form
lo(x) ≤ rndF(x) ≤ hi(x) by using well-known principles of interval arith-
metics, such asa≤ x≤ b,c≤ y≤ d⇒ a+c≤ x+y≤ b+d, and repeatedly
replacinglo(x) andhi(x) with their definitions. Each estimate corresponds to
a constraint obtained as a conjunction of the inequalities present at the right-
hand side of the definitions. The estimates we are looking forcorrespond to
the satisfiable constraints.

EXAMPLE 11. Recall Example 10. We need to underestimate the size of the
call to the head, i.e.,(1000− balance) and to overestimate the size of the
call to the recursive body subgoal, i.e.,(1000− rndF(rndF(1.05balance)−
1)). The former expression does not contain applications ofrndF , so the
underestimate coincides with the expression itself.

In order to find the overestimate of(1000− rndF(rndF(1.05balance)−1))
we need to underestimaterndF(rndF(1.05balance)− 1). Then, by definition
of the functionlo above, the following inequalities hold:

lo(1.05balance) ≤ rndF(1.05balance),

rndF(lo(1.05balance)−1) ≤ rndF(rndF(1.05balance)−1),

lo(lo(1.05balance)−1) ≤ rndF(rndF(1.05balance)−1).

Thus, the underestimate islo(lo(1.05balance)−1).
In order to determine its value we have to know whether

|lo(1.05balance)−1| < fminN or |lo(1.05balance)−1| ≥ fminN.

Assume that the rounding is done to the nearest value. Applying the definition
of lo above and distinguishing between different cases results in the following
set of nine constraints.

(1.05balance≤−fminN)∧ (7)

(1.05balance(1+ r1−p)≥ 1+ fminN)

(1.05balance≤−fminN)∧ (8)

(1.05balance(1+ r1−p)≤ 1− fminN)

(1.05balance≤−fminN)∧ (9)

(1− fminN ≤ 1.05balance(1+ r1−p)≤ 1+ fminN)

(−fminN ≤ 1.05balance≤ fminN)∧ (10)

(1.05balance−0.5fminD ≥ 1+ fminN)
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(−fminN ≤ 1.05balance≤ fminN)∧ (11)

(1.05balance−0.5fminD ≤ 1− fminN)

(−fminN ≤ 1.05balance≤ fminN)∧ (12)

(1− fminN ≤ 1.05balance−0.5fminD ≤ 1+ fminN)

(1.05balance≥ fminN)∧ (13)

(1.05balance(1− r1−p)≥ 1+ fminN)

(1.05balance≥ fminN)∧ (14)

(1.05balance(1− r1−p)≤ 1− fminN)

(1.05balance≥ fminN)∧ (15)

(1− fminN ≤ 1.05balance(1− r1−p)≤ 1+ fminN)

If either of (7)–(9) hold, thenlo(1.05balance) is 1.05balance(1+ r1−p)
by the first case in the definition oflo. Constraints (10)–(12) correspond
to the second case in this definition, i.e.,lo(1.05balance) is 1.05balance−
0.5fminD. The remaining constraints cover the last case of the definition,
namelylo(1.05balance) = 1.05balance(1− r1−p). Depending on the value of
lo(1.05balance)−1, the second conjunct determineslo(lo(1.05balance)−1).

Together with the information obtained from (2, page 15) andfrom the
program (balance> 100), these constraints are posed to a constraint solving
system such asECLiPSe (Aggoun et al., 2001). ECLiPSe fails to prove the
queries corresponding to (7)–(12), i.e., it establishes that the corresponding
sets of constraints are unsatisfiable. The following queries, corresponding
to (13)–(15), are the successful ones inECLiPSe. Variable RP corresponds
to r1−p, the syntax ofECLiPSe is slightly simplified, andshould satisfy
corresponds to (2, page 15):

should satisfy(RP,FMinN,FMinD), (13’)

Balance>100, 1.05*Balance >= FMinN,

1.05*Balance*(1-0.5*RP) >= 1 + FMinN.

should satisfy(RP,FMinN,FMinD), (14’)

Balance>100, 1.05*Balance >= FMinN,

1.05*Balance*(1-0.5*RP) =< 1 - FMinN.

should satisfy(RP,FMinN,FMinD), (15’)

Balance>100, 1.05*Balance >= FMinN,

1.05*Balance*(1-0.5*RP) =< 1 + FMinN,

1.05*Balance*(1-0.5*RP) >= 1 - FMinN.

In fact,(14′) and(15′) are unsatisfiable as well, butECLiPSe fails to discover
this due to its inability to solve non-linear constraints. This shortcoming
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can be resolved either by using more powerful solvers or by verifying, for
example with Maple (Waterloo Maple, 2001), that givenshould satisfy
andBalance > 100, the maximum of1 - FMinN is less than the minimum
of 1.05*Balance*(1-0.5*RP), making

1.05*Balance*(1-0.5*RP) =< 1 - FMinN

and thus(14′) impossible. Case(15′) can be eliminated in a similar way as
FMinN > 0 implies that1 - FMinN =< 1 + FMinN and thus,

1.05*Balance*(1-0.5*RP) =< 1 + FMinN

is false. Therefore, the only valid case is(13′). The overestimate for the
size of the call to the recursive subgoal corresponding to(13′) is 1000−
(1.05balance(1−0.5r1−p)−1)(1−0.5r1−p).

As the expression for the size of the call to the head does not contain
applications of the rounding function, its value can be computed precisely,
and one can take the value itself as the underestimate. In ourcase, this value
is 1000−balance. 2

At the next step, we construct the difference between the underestimate for
the size of the call to the head and the overestimate for the size of the recursive
call and try to prove that there exists anε, as required by the acceptability
condition. To do so, we search forε for each clause and each pair—call to the
head, call to the recursive subgoal—and take the smallest ofthem as shown
in Example 8. Given a clause and a pair of calls, Maple is usually powerful
enough to prove the existence of such anε.

EXAMPLE 12. Example 11, continued. The expression that is constructed
in our case is

(1000−balance)− (1000− (1.05balance(1−0.5r1−p)−1)(1−0.5r1−p)),

i.e.,
(1.05balance(1−0.5r1−p)−1)(1−0.5r1−p)−balance.

If its minimum under(13′) is positive, the minimum can be taken asε. Oth-
erwise, acceptability cannot be proved and non-termination should be sus-
pected.

Denoting r1−p byRP and running in Maple

minimize((1.05*Balance*(1 - 0.5*RP) - 1)*(1 - 0.5*RP) -

- Balance, Balance=100..infinity, RP=0..1.0e-6);

gives 3.9998955. This value is greater than0 and, thus, can be used asε,
completing the termination proof.
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Condition (1) permits larger domains for r1−p, i.e.,0 < r1−p < 0.5. This
larger domain does not allow us to prove termination as the minimum of

(1.05balance(1−0.5r1−p)−1)(1−0.5r1−p)−balance

for balance≥ 100and0 < r1−p < 0.5 is undefined. This example illustrates
that the use of (2) instead of (1) can be crucial for proving termination. 2

Ideally, both constraint solving and finding the minimum should be done
by the same software tool. Unfortunately, traditional constraint solvers such
as CLP(Q,R) (Holzbaur, 1995) or ILOG (2001) cannot manage correctly
positive numbers smaller than 1.0∗ 10−10. The only notable exception is
ECLiPSe. However, even ECLiPSe is not powerful enough to find the min-
imal value of a multi-variable function on a given domain. Ingeneral, finding
minima of functions is a complex problem, and usually numerical methods
only find local optima. Moreover, neither MatLab (MathWorks, 1999) nor
Maple (Waterloo Maple, 2001) is suited to solving constraint satisfaction
problems. Thus, at the moment, the only way to implement our approach
is to combine different software tools.

6. Conclusion

We have presented an approach to the verification of termination for logic
programs with computations depending on floating point numbers. To the best
of our knowledge ours is the first work in this domain. Our technique extends
the adornments-based approach to termination analysis developed in the con-
text of integer computations. Unlike the integer case, whenpurely mathemat-
ical objects have been considered, the current article concentrates on studying
termination of inherently imprecise computations that involve floating-point
numbers. Our work can be seen as following a present-day trend in termi-
nation analysis of considering programs making use of more state-of-the-art
programming techniques than in the past. This tendency can be illustrated, for
instance, by recent results on termination of constraint logic programs (Mes-
nard and Ruggieri, 2003), constraint handling rules (Frühwirth, 2000), and
numerical computations.

Termination of numerical computations was studied by a number of au-
thors (Apt, 1997; Apt et al., 1994; Dershowitz et al., 2001; Serebrenik and
De Schreye, 2001a). In (Apt, 1997), it is claimed that an unchanged accept-
ability condition can be applied to programs in pure Prolog with arithmetic by
defining the level mappings on ground atoms with the arithmetic relation to be
zero. This approach ignores the actual computation, and thus its applicability
is restricted to programs using some arithmetic but whose termination does
not depend on it, such asquicksort. Dershowitzet al. (2001) and Serebrenik
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and De Schreye (2004) restricted their attention to integercomputations only.
The approach of Dershowitzet al. (2001) was based on the query-mapping
pairs formalism of (Lindenstrauss and Sagiv, 1997). However, it also inherited
the disadvantages of (Lindenstrauss and Sagiv, 1997), suchas a high compu-
tational price, which is inherent to this approach due to therepetitive fixpoint
computations. Aptet al. (1994) provided a declarative semantics, the so-
calledΘ-semantics, for Prolog programs with first-order built-in predicates,
including arithmetic operations. In this framework the property of strong ter-
mination, i.e., finiteness of all possible LD-derivations for all possible goals,
was completely characterised based on an appropriately tuned notion of ac-
ceptability. This approach provides important theoretical results, but seems
to be difficult to integrate with automatic tools. Moreover,termination has
been studied with respect to ideal real numbers and not with respect to actual
floating point computations. Example 1 illustrates that these two notions of
termination are orthogonal, i.e., there are examples that terminate with re-
spect to the reals but not with respect to the floating point numbers and vice
versa. Hence, termination proofs obtained for computations with respect to
the real numbers by the approach of Aptet al. (1994) cannot be reused to
prove termination if floating point numbers are considered.We believe that
in order for a termination analyser to be of practical use, termination with
respect to floating point numbers should be considered.

More research has been done on termination analysis for constraint logic
programs (Colussi et al., 1995; Frühwirth, 2000; Mesnard,1996; Mesnard
and Ruggieri, 2003; Ruggieri, 1997). However, the researchwas either ori-
ented towards theoretical characterisations (Ruggieri, 1997) or restricted to
domains isomorphic to(N,>) (Mesnard, 1996), such as trees and terms.
Recently, in the journal revision (Mesnard and Ruggieri, 2003) of (Mesnard,
1996) and (Ruggieri, 1997), a possibility is mentioned of using abstraction
functions other than combinations of term-size norm, list-length norm, iden-
tity function and null-function. However, the question ofhowthese functions
should be inferred automatically is not considered, and thecTI implementa-
tion (Mesnard et al., 2001) is restricted to the term-size norm as an abstrac-
tion function. Frühwirth (2000) studied termination of Constraint Handling
Rules (Frühwirth, 1998) and suggested a variant of therecurrencecondition
of (Apt and Pedreschi, 1990) for this language. None of the authors who
studied termination of CLP programs has considered imprecise computations
and their impact on termination. It should also be noted that, while some of
the authors studynon-idealconstraints systems, the termnon-idealrefers to
the inability of the constraint system to decide whether a given constraint is
true or false, and not to the approximation errors in computations.

Termination of rewriting with real numbers was studied by deVries and
Yamada (1994). They designed a term-rewriting system whichmimicked the
arithmetic computation of the positive reals with a finite number of digits,
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with addition and multiplication, and proved that it was terminating. How-
ever, they have not studied the termination of term-rewriting systems thatuse
real numbers, rather than implementing them.

Researchers outside of the logic programming community (A¨ıt Ameur,
1999; Aı̈t Ameur et al., 1992; Escardó, 1996; Goubault, 2001; Goubault et al.,
2002; Potts et al., 1997; Vuillemin, 1990) have paid much more attention
to floating point arithmetic. However, most of the works of which we are
aware concentrate on the precision of numerical computations. Some of them
suggest alternativeexactrepresentations of real arithmetic, for example using
continued fraction expansions (Vuillemin, 1990), sequences of linear maps
(Escardó, 1996), linear fractional transformations withnon-negative integer
coefficients (Potts et al., 1997) or intervals with floating-point numbers as
end-points (Moore, 1966; Aı̈t Ameur, 1999). The latter ideagained certain
popularity also in the constraints logic programming community (Vellino and
Older, 1990) and even led to a number of systems such as CLP(BNR) (Older
and Benhamou, 1993), PrologIV (Benhamou et al., 1996) and ILOG (Van Hen-
tenryck et al., 1997; ILOG, 2001). Other authors apply abstract interpreta-
tion (Cousot and Cousot, 1976; Cousot and Cousot, 1977) to infer whether
precision might be lost (Aı̈t Ameur et al., 1992; Goubault, 2001). These
works tend, however, to ignore the use of denormalised numbers and the
to the nearest valuerounding policy, both being decisions usually made by
system implementors. Moreover, to the best of our knowledge, there is no
work done to relate the precision results obtained with the techniques above
to termination analysis.

Monniaux (2001) studied termination of probabilistic logic programs in
the framework of DAEDALUS—the European project concerningthe val-
idation of critical software by static analysis and abstract testing (Randim-
bivololona et al., 2001). That work is almost unique in that it refers to the
problem of using floating point numbers instead of real numbers in the con-
text of termination analysis, and that it discusses the implementation prob-
lems involved. The first problem mentioned is ensuring soundness of the
system. The second and more annoying problem is “drift”, in which a se-
quence of real numbers that should appear to be stationary may be strictly
ascending in the floating point approximation. However, Monniaux does not
present a solution to these problems, but hopes that the workon abstract do-
mains for real numbers (Aı̈t Ameur et al., 1992; Goubault, 2001), discussed
in the previous paragraph, will provide it. As we have already pointed out,
current results do not consider yet the complexity of floating point number
systems in its entirety.

In our work, we assume that no floating-point exceptions occur during
the computation and that denormalised numbers are used to ensure gradual
underflow. Alternative approaches to handling floating-point exceptions such
as “brute force” reevaluation andscaling, are discussed by (Hauser, 1996).
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Although exception handling is not anecessaryfeature, support for exception
handling allows better optimisation for many numerical routines (Demmel
and Li, 1993). Alternatively, one can try to proceed in two steps. First, we
can verify absence of run-time errors that can result in exceptions being
thrown (Miné, 2004), and than analyse termination of the error-free computa-
tion by applying our technique. A special class of floating point programs, so
calleddigital filters, was recently studied by Feret (2004). He observed that
lack of precise domains for digital filters was the cause of almost all false
“potential overflow” messages reported by the system of (Blanchet et al.,
2003). This observation led to a new abstract interpretation-based framework
for designing new abstract domains.

Our study of termination was based on the notion of termination with re-
spect to a set of queries. The idea behind this notion is thatsomequeries may
be of no importance for the user. Ruggieri (Ruggieri, 1997; Mesnard and Rug-
gieri, 2003) proposed an alternative way to distinguish between the relevant
queries and the irrelevant ones. He extended the definition of a level-mapping
to include a designated value of∞, and suggested mapping important queries
to the naturals and the non-important ones to∞.

The key idea of splitting a predicate into cases was first mentioned by
Ullman and Van Gelder (1988), where it was assumed that a preprocessor
transforms a set of clauses into a new set, in which every subgoal unifies
with all of the rules, i.e. clauses with non-empty bodies, for its predicate
symbol. However, neither in this paper, nor in the subsequent one (Sohn and
Van Gelder, 1991) was the proposed methodology presented formally. To the
best of our knowledge, the first formal presentation of splitting in the frame-
work of termination analysis is due to Lindenstrausset al. (1998). Unlike in
their work, a numerical and not a symbolic domain was considered in the
current article. Distinguishing different subsets of values for variables, and
deriving norms and level mappings based on these subsets, links our approach
to the ideas of usingtype informationin termination analysis for symbolic
computations (Bruynooghe et al., 2002; Bruynooghe et al., 2001; Vanhoof
and Bruynooghe, 2002). Indeed, adornments can be seen as types, refining the
predefined typefloating point numbers. Unlike these works, our work does
not start with a given set of types, but for each program derives a collection
of types relevant to this program.

The adorning process can be regarded as similar to multiple specialisa-
tion (Puebla and Hermenegildo, 1999; Winsborough, 1992). However, while
traditionally termination analysis techniques were used for partial deduction
purposes (Leuschel et al., 1998; Sahlin, 1993; Jones et al.,1993, Chapter 14),
we reverse the relationship between the two and propose to apply a partial
deduction technique to prove termination. Moreover, traditionally specialisa-
tion techniques are restricted to symbolic computations and, hence, are not
immediately applicable in our case.
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We stress that although our results are couched in logic programming ter-
minology, they are not limited to logic programming per se, as they focus on
the properties of floating point numbers and not on the language aspects of
logic programs.
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