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Abstract

A set of inequalities over a set of variables with their domain can
contain a redundant inequality, i.e., an inequality that is implied
by the others. A first classification of sets of inequalities with a
redundant inequality is given for the case that all variables have the
same domain. The strong link with graph coloring is exploited in
the proofs.
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Abstract

A set of inequalities over a set of variables with their domain can
contain a redundant inequality, i.e., an inequality that is implied by the
others. A first classification of sets of inequalities with a redundant in-
equality is given for the case that all variables have the same domain. The
strong link with graph coloring is exploited in the proofs.

1 Introduction

In [1] and [2], it was shown that for two particular Constraint Satisfaction
Problems (CSPs) – Sudoku and LatinSquares – a set of all different constraints
implies one or more new all different constraints. The approach started from the
complete problem, i.e., all the all different constraints, and derived redundant
ones. The same was done for inequalities [3] in the context of the 2x2-Sudoku
puzzle. Here, we study more systematically the question: when does a set of in-
equalities contain a redundant inequality. In this setting, the regular matrix-like
structure that the mentioned CSPs imposed on the inequalities is abandoned:
we construct CSPs (a set of variables, their domains, and their inequalities) in
a systematic way so that they contain redundant inequalities. In Section 2 we
explain the general question and the slice of it that we study. Section 3 dwells
on the relation with graph coloring: this relation is strong enough to have a
serious impact on the presentation and the proof methods in later sections. We
at first used explorative programming (in Prolog with finite domain constraints)
to understand the issues for a set of small instances, and then generalized those:
our aim was a full classification based on a set of theorems. The program and
the empirical results are presented in Section 4. Section 5 contains some gen-
eral results: they form the basis for explaining the results of the explorative
programming in Section 4. Section 6 uses the theorems of Section 5 to explain
the empirical results of Section 4. Throughout, we show constructions of CSPs
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with a redundant inequality, and in Section 7 we show CSPs with a redundant
inequality, but no single all different constraint on any subset of d variables,
where d is the size of the domain. The interest of this section is mainly in
its potential to strengthen some results. Section 8 discusses the results and
potential future work.

2 Preliminaries and Problem Statement

A CSP is a triple (V ars,Doms,Constraints) where V ars is a sequence of
variables, Doms is a matching sequence of the domains of the variables, and
Constraints is a set of constraints between the variables. We restrict ourselves
to domains of the form [1..d] with d an integer, and to binary inequality con-
straints of the form x 6= y. Note also that every variable has the same domain.

Our aim is to understand better and classify CSPs such that Constraints
contains at least one redundant constraint.

Definition 1. An inequality I is redundant in CSP C if C is satisfiable and
C \ {I} has the same solutions as C.

This is equivalent with saying that I = (x 6= y) is redundant iff C is satisfi-
able and there exists no solution of C \ {I} in which x = y.

If n denotes the number of variables of the CSP, than clearly d cannot be
strictly larger than n for there to be a redundant inequality.

We name the set of CSPs thus described domain-uniform inequality CSPs.
Note that Sudoku, LatinSquare, and many other CSPs are domain-uniform
inequality CSPs.

Our intention is to make a full classification of such domain-uniform inequal-
ity CSPs, where the parameters are

n: the number of variables

d: the size of the domain; we restrict domains to [1..d]; clearly, d = 1 is of no
interest, so we assume always d ≥ 2

e: the number of inequalities between the variables

Even though our interest in this topic comes from the CSP context, it is
convenient to relate it to graph coloring [4].

3 The strong relation with graph coloring

Consider the set of variables of a CSP as nodes in a graph, and the inequalities
as edges in the graph: two nodes are connected if their variables are constrained
to be not equal. This graph is known as the constraint graph [5]: since we are
only dealing with inequalities, we name it the inequality graph of the CSP. If
the domains are [1..d], then the inequality graph is d-colorable if and only if the
CSP has a solution. Rather than d-colorability, we study the decision problem:
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• given an edge (a, b) in a d-colorable graph G, do its nodes have different
colors in every d-coloring

or alternatively

• does the graph G have an edge (a, b) which when removed still allows only
the same colorings

For convenience, we denote by Gab the graph G from which the edge (a, b)
(but not the nodes a and b) has been removed. We can now formulate the
analogue of Definition 1 in the graph coloring context:

Definition 2. An edge (a, b) in a graph G is redundant if all colorings of Gab

assign different colors to a and b.

In later sections, we use the latter definition more often than the former.
We also use the phrase a graph with a redundant inequality or GWRI.

The critical reader certainly has noticed that the definitions do not mention
the domain of the variables (or the number of colors) involved: at this moment,
suffice it to say that redundant should in principle be accompnied by for
domain [1..d] or for d colors. Corollary 5.1 sheds some more light on this.

We use χ(G) to denote the chromatic number of a graph G, i.e., the smallest
number of colors needed to color G.

4 Empirical results

We exploit this relation between a domain-uniform inequality CSP and
its associated inequality graph in the following experiment involving all
connected graphs1 with 4 up to 9 nodes: we downloaded these from
http://cs.anu.edu.au/~bdm/data/graphs.html. In this context, only con-
nected graphs need to be considered, as the following easy to prove lemma
holds:

Lemma 1. Let C1 and C2 be sets of inequalities, X,Y ⊆ vars(C1 ∧ C2), and
let the domain of all variables be the same, then

C1∧C2 is satisfiable, and C1∧C2→ X 6= Y , and vars(C2)∩vars(C1) = ∅
implies
{X,Y } ⊆ vars(C1) ∨ {X,Y } ⊆ vars(C2)

We then ran a Prolog program (using B-Prolog [8]) to determine whether for
each inequality graph whether it contains a redundant inequality. The program
basically checks whether a graph has an edge whose nodes can have the same
color when the edge is removed. Its pseudo-code follows. We use col(v) to
denote the color of node v in a particular coloring.

1up to isomorphism
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Algorithm 1 Computing whether a graph G contains a redundant inequality

function has redundant inequality(G(V,E),d)
if χ(G) > d then return False
end if
for all (v, w) ∈ E do

if Gvw has no d-coloring with col(v) = col(w) then return True
end if

end for
return False

end function

We were in particular interested in the combinations of the number of nodes
#V = n, the size of the domain d, and the number of edges #E = e for which
a GWRI exists. When we want to make explicit the number of nodes n and
domain size d, we use GWRI(n, d).

Table 1 shows for d in 2..7 and n in 4..9, the lowest and highest number of
e for which there is a GWRI(n, d). On the diagonal, there are some underlined
entries: why they are singled out is clarified in Section 6.3.

HH
HHHn

d
2 3 4 5 6 7

4 4/4
5 5/6 7/8
6 6/9 8/12 11/13
7 7/12 9/16 12/18 16/19
8 8/16 10/21 13/24 17/25 22/26
9 9/20 11/27 14/30 18/32 23/33 29/34

Table 1: Lowest and highest number of edges in a GWRI(n,d) for d ∈ 2..7 and
n ∈ 4..9

We want to explain with theorems why some entries in Table 1 are empty,
and also the exact minimal and maximal values in the non-empty entries. We
start with some general theorems and corollaries.

5 Some general theorems

Lemma 2. If a graph G with n nodes has a d-coloring, than for all i > 0,
G /∈ GWRI(n, d+ i), or formulated differently: for domain [1..(d+ i)], i > 0, G
does not contain any redundant edge.

Proof Let C be the (d+1)th color. Let a and b be any two nodes of G. Color
G with the first d colors. Remove edge (a, b) and replace the colors of a and b
by C: we have now a coloring of the graph Gab with (d + 1) colors in which a
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and b have the same colors, so the edge (a, b) is not redundant for the domain
[1..(d+ 1)]. Hence the lemma follows.

A direct consequence of Lemma 2 is:

Corollary 5.1. Either a graph G ∈ GWRI(n, χ(G)) or G is not a GWRI.

As a result, once we find a redundant inequality for G and a particular d,
we do not need to search for redundant inequalities in G for another domain.
Moreover, it explains why in saying that a graph G is a GWRI, one does not
need to specify the domain: it is 1..χ(G).

Theorem 5.2. If G has a redundant inequality (x, y), then χ(G) = χ(Gxy)

Proof Denote χ(G) by d, χ(Gxy) by d′ and assume d′ < d. Color Gxy with
the colors [1..d′]. Then assign d as color to x and y: we have now a d-coloring
of Gxy in which x and y have the same color, which contradicts the assumption
that (x, y) is redundant.

As a consequence, we can derive a lower bound on the number of edges in a
GWRI:

Corollary 5.3. If G ∈ GWRI(n, d), then G has strictly more edges than the
smallest graph G′ with n nodes and χ(G′) = d.

Proof Let (a, b) be a redundant edge in G, then since χ(Gab) = d, the result
follows.

Unfortunatly, this corollary does not give a tight bound: for 6 nodes and
domain 1..3, there is a graph G with χ(G) = 3 and 6 edges, so the corollary gives
7 as lower bound. However, as verified by the program, the smallest GWRI(6, 3)
has 8 edges.

Lemma 3. Let G be a graph with χ(G) = d with two d-cliques overlapping in
exactly (d−1) edges, and whose non-common nodes are {a, b}. Let G moreover
contain node x and edges (x, a) and (x, b). It follows that both (x, a) and (x, b)
are redundant inequalities.

Proof From the condition on the two d-cliques, it follows that in every d-
coloring a and b have equal colors (even without taking into account the two
edges (x, a) and (x, b)). That means that (col(a) 6= col(x))↔ (col(b) 6= col(x)),
which means that each of these edges is redundant.

In the sequel we quite often use complete d-partite graphs. We denote
such graphs by Ka1,a2,...,ad

with ai ≥ ai+1. We also use the class of Turán
graphs T (n, d) that were introduced in [7]: T (n, d) can be characterized as any

Ka1,a2,...,ad
for which (a1−ad) ≤ 1 and n =

∑d
i=1 ai. An alternative characteri-

sation is that T (n, d) is the d-partite graph with n nodes and with the maximal
number of edges.
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Lemma 4. Every K2,2,1, 1, . . . , 1︸ ︷︷ ︸
d−2

is in GWRI(d+ 2, d) for d ≥ 2.

Proof Clearly, K2,2,1, 1, . . . , 1︸ ︷︷ ︸
d−2

fulfills the conditions of Lemma 3, so it is in

GWRI(d+ 2, d).

Lemma 5. No G = Kk,1,1,...,1 is in GWRI.

Proof
If k = 1, G = Kd for some d. No edge (a, b) is redundant in Kd, since (Kd)ab

has a (d-1)-coloring.
For k > 1, partition the nodes of G as {x1, . . . , xk}, {a1}, {a2} . . . , {al}. An

edge with two a-nodes is not redundant, because the Gaiaj
can be colored with

less than (l + 1) colors. The edge (xi, aj) is not redundant, because Gxiaj
can

be colored while giving the same color to xi and aj .

Clearly, no subgraph of Kk,1,1,...,1 can be a GWRI. The converse (every
graph that is not a GWRI, is a subgraph of a Kk,1, 1, . . . , 1︸ ︷︷ ︸

d−1

) does not hold. The

following picture shows this.

1

1

1

2 2

The picture shows at the left a graph G with 5 nodes and χ(G) = 3. The
graph at the right lacks one edge (a, b), and shows a coloring that gives the same
color to a and b. So, no edge is redundant and G is not a GWRI. Still, G is not
contained in K3,1,1 because there exists no coloring of G which gives the same
color to 3 of its nodes.

Theorem 5.4. Ka,b,x1,...,xd−2
∈ GWRI ↔ (a ≥ 2) ∧ (b ≥ 2)

Proof
If (a ≥ 2) ∧ (b ≥ 2) then Ka,b,x1,...,xd−2

contains K2,2,1,1,...,1 and the conclu-
sion follows from Lemma 4.

If (a < 2) ∨ (b < 2), then the conclusion follows from Lemma 5.

We can also conclude:

Corollary 5.5. A Turán graph T (n, d) is in GWRI(n,d), iff (n ≥ d+2)∧(d ≥ 2)

Proof T (n, d) = Ki1,i2,...,id with
∑d

k=1 ik = n and where i1 − id ≤ 1. The
result now follows from Theorem 5.4.
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6 Explaining the entries in Table 1

The next sections give an explanation for the entries in Table 1: Section 6.1
explains the empty entries and the maximal value in all non-empty entries,
Section 6.2 explains the minimal values in the uppermost diagonal (i.e., the
underlined values), Section 6.3 explains the minimal values in the first column,
and finally Section 6.4 explains the remaining entries.

6.1 Maximal GWRI(n,d)

A largest element - i.e., one with the highest number of edges - G ∈ GWRI(n, d)
certainly has the following properties:

• it is d-partite (because χ(G) = d)

• adding an edge results in it being (d+1)-partite (because G is maximal)

It follows that such a largest graph G equals a Kp1,...,pd
. So, we must only

consider for n and d the maximal number of edges Kp1,...,pd
can have, under the

restriction that
∑d

i=1 pi = n. It turns out that the Turán graph T (n, d) gives
this maximal number of edges. Combined with the result of Corollary 5.5, we
can conclude:

• the entries in Table 1 with n ≤ d+ 1 must indeed be empty

• the maximal value in an entry (n, d) with n ≥ d+ 2 of Table 1 equals the
number of edges in T (n, d)

These findings hold beyond the values tested in Table 1, i.e., they hold for
all values of n and d.

6.2 The minimal values in Table 1 for n = d + 2

The theorems in this section explain the underlined entries of Table 1.

Theorem 6.1. If n = d+ 2, there is a GWRI with (d2 + d+ 2)/2 edges.

Proof This relates to Lemma 3: the next figure shows such a GWRI(6, 4).

a
1

a
d

a
d+2

a
d+1

The general construction goes as follows: there are nodes a1, . . . ad, ad+1, ad+2.
a1, . . . ad form a d-clique, and so do a2, . . . ad+1. There are two more edges:
(a1, ad+2) and (ad+1, ad+2). Because of the two overlapping d-cliques, in every
coloring col(a1) = col(ad+1), so we can conclude that the edge (a1, ad+2) is
redundant and so is (ad+1, ad+2).
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In the terminology of aimath.org/WWN/perfectgraph/articles/html/37a/
the vertices a1 and ad+1 are forced. We will use forced with an extended mean-
ing, namely that two nodes x and y have the same color in every χ(G)-coloring.
Not every GWRI(d+ 2, d) with (d2 + d+ 2)/2 edges has forced vertices, as the
following example shows: a graph with n = d − 2 and e = (d2 + d + 2)/2; the
edge (a1, ad+2) is redundant (d = 4); there are no forced vertices.

a
i

a
i+1

a
d+2

a
1

a
2

a
d+1

. . . . . .

Note that in case the sets {a2, . . . , ai} and {ai+1, . . . , ad+1} each contain at
least two elements, (a1, ad+2) is the only redundant edge. When d ≤ 3, the
above construction (with just one redundant edge) does not work.

But there exists a GWRI(7, 3) (with e = 11) with only one redundant edge:

For a GWRI(9, 4) (and e = 19) it looks like

and the generalization to higher d is easy. They all have forced vertices.

Together, Corollary 5.5 and Theorem 6.1 allow the following corollary:

Corollary 6.2. If n = d + 2, and (d2 + d + 2)/2 ≤ e ≤ (d2 + 3d − 2)/2, there
is a GWRI(n,d) with exactly e edges.

Proof It suffices to note that the GWRI in Theorem 6.1 is a subgraph of
T (n, d), and that to this subgraph, (d−2) edges can be added to obtain T (n, d):
these edges are between ad+2 and any (d− 2) nodes of a2 . . . ad.

Theorem 6.3. If G is a GWRI(n,d), n = d + 2, and G contains a d-clique,
then G contains at least (d2 + d+ 2)/2 edges.

Proof Consider G below: there are d(d − 1)/2 edges in the clique, and d
nodes: this explains the need for the nodes a and b. We denote by α and β the
number of edges connecting a and b to the clique.

8



. . .

d−clique

a b

Furthermore, assume that e < (d2 + d + 2)/2. It follows that α + β < d + 1
if edge (a, b) is not present, and α + β < d if edge (a, b) is present. Moreover,
α < d and β < d, otherwise the graph would contain a (d+ 1)-clique. Whether
the edge (a, b) is present or not, it is easy to check that no edge is redundant,
so G must have at least (d2 + d+ 2)/2 edges.

If we could prove that the minimal number of edges is reached always with
a d-clique in it, then this would prove that (d2 +d+ 2)/2 edges is minimal. The
existence of a d-clique will follow from Theorem 6.5.

Consider T (n, n − 2); it is equal to K2,2,1,1,...1. Let us denote the partition
of nodes as {a1, b1}, {a2, b2}, {x3}, . . . {xd} (remember that n = d+ 2).

Claim 6.4. The only four redundant edges are (ai, bj) with i 6= j and in 1..2.

Proof Removing any edge involving only the xk results in a graph that has
a (d− 1)-coloring, so such edges are not redundant.

Removing for example the edge (a1, x3) allows a coloring that gives the same
color to a1 and x3, so such edges are not redundant either.

As an example, (a1, a2) is redundant because, the graph has the two d-
cliques {a1, b2, x3 . . . xd} and {b1, b2, x3 . . . xd} , so col(a1) = col(b1). So the
edge (b1, a2) makes the edge (a1, a2) redundant.

Any graph G with χ(G) = n − 2 is a subgraph of T (n, n − 2) (which is a
K2,2,1,...,1) or K3,1,1,...1: the latter is not a GWRI, so we can focus on subgraphs
of T (n, n− 2).

Theorem 6.5. Let n = d + 2. At most (d − 2) edges can be removed from
T (n, n−2) while still keeping the resulting graph G in GWRI and with χ(G) = d.

Proof Note that by removing edges, a formerly redundant edge can become
non-redundant, but never the other way around, i.e., in the resulting graphs, at
most the four edges of Claim 6.4 can be redundant.

We already know we can’t remove edges involving two xk’s. Also, we cannot
remove both (a1, xk) and (b1, xk) for any k, because then the graph can be
colored with less than d colors.

We cannot remove any redundant edge, because that renders the other pre-
viously redundant edge non-redundant.

Finally, suppose we remove (a1, xk) and (a2, xk) for some particular k. The
picture below shows the nodes a1, a2, b1, b2, xk, and the edges between them. We
show that none of the dashed edges (a1, a2), (a1, b2) and (b1, b2) is redundant.
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a
1

a
2

b
1

b
2

x
k

a
1

a
2

b
1

b
2

a
1

a
2

b
1

b
2

x
k

x
k

3

2

3

1 1 1

3

32

3

3

21

23

The picture shows for each situation a coloring with the numbers 1,2,3 that
gives the same color to the nodes of the dashed edges; the other x∗ edges are
not in the picture: they can take on the remaining (d − 3) colors. So, at most
(d− 2) xk-edges, each involving a different xk, can be removed.

Theorem 6.5 shows that there exists no graph with less than (d2 + d+ 2)/2
edges that is in GWRI(d + 2, d). That number happens also to be one more
than the number of edges in the largest disconnected graph on d+ 2 nodes. It
is not clear what the connection is.

As a conclusion, we can state

Corollary 6.6. The minimal number of edges in a GWRI(d+2,d) for d ≥ 2 is
(d2 + d+ 2)/2.

6.3 The minimal values in Table 1 for d = 2

Theorem 6.7. The smallest graphs in GWRI(n, 2) have n edges.

Proof A connected graph with n nodes and n−1 edges is a tree; no tree con-
tains a redundant inequality, because removing an edge results in 2 independent
components; so one needs at least n edges. n edges is also enough, as follows:
suppose the nodes are a1, a2, ...an. Add the edges (a1, a2), (a2, a3), (a3, a4), (a4, a1)
and (a4, a5), (a5, a6) . . . (an−1, an). Any of the first 4 edges is redundant. The
following figure shows the constructed graph for n = 7.

a1a2

a3
a4 a5 a6 a7

Theorem 6.7 together with Corollary 5.5 explains the first colum of Table 1.

6.4 The remaining minimal entries

Lemma 6. If i ≥ 0, n = d+ 2 + i, and e = (d2 + d+ 2)/2 + i, there is a GWRI
with exactly e edges.

Proof Take the graph minimal G for i = 0 and add to it i more nodes
pk, k ∈ [1..i], and an edge between pk and any one particular edge in G.

In Lemma 6 we have used the following reasoning:
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Corollary 6.8. If there is a graph G ∈ GWRI(n, d) with e edges, then there is
a graph G′ ∈ GWRI(n+ 1, d) with e+ 1 edges.

Proof Just connect any node of G with the (n+ 1)th node.

Table 1 actually shows that for the range of values tested for n and d, the
minimal number of edges for a G(n + 1, d) equals one more than the minimal
number of edges for a G(n, d). However, proving this is open. Here are tow of
our unsuccessful (until now) proof attempts

• every d-colorable G is a subset of some Kp1,...,pd
; try to prove that the

maximal number of edges one can remove from Kp1,...,pd
results in a graph

with the number of edges we want ... it worked for n = d+2, so it might
work for larger n

• try to prove that all minimal GWRI(n,d) contain a d-clique and use that
to prove the desired result

7 GWRI(n,d) without a d-clique

Fot some time, we thought that every GWRI(n,d) has a d-clique: that’s why
Theorem 6.3 starts with this assumption. However, we show a general construc-
tion of a GWRI(n,d+1) without a d-clique for every d ≥ 3. Mycielski’s Theorem
[6] says that there exist triangle-free graphs with any chromatic number. So,
we start from such a graph G with d = χ(G) ≥ 3: it does not need to be a
GWRI. Construct a new graph G′ as follows: set G′ to G to start with. Add
three nodes to G′, and assume their names are a, b, x. Add also the following
edges (as shown in the figure):

• (a, z) and (b, z) for all z ∈ G

• (a, x) and (b, x)
a

x

b

G

We now prove that G′ ∈ GWRI( , d+ 1) and has no (d+1)-clique:

• χ(G′) = (d+ 1): G′ clearly has a (d+1)-coloring as a d-coloring of G can
be extended to G′ by giving a and b both the (d+ 1)th color, and giving x
any color different from that; now suppose that G′ had a d-coloring; than
the restriction to G could use only (d-1) colors, since col(a) must differ
from all colors in G; so no d-coloring exists and χ(G′) = (d+ 1)

• edges (a, x) and (b, x) are redundant: indeed a and b are forced; in every
(d+1)-coloring, they have the same color; so (col(a) 6= col(x))↔ (col(b) 6=
col(x)), which proves each of the two edges is redundant

• G′ has no (d+ 1)-clique; we actually prove something stronger: G′ has no
4-clique; suppose G′ has a 4-clique C; since G is triangle-free, C contains
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at least one of a,b or x; x cannot be in C because it has degree 2; a and b
cannot be in C together because there is no edge between them; so assume
that a is in C; the restriction of C to G would then be a 3-clique; this
contradicts the fact that G is triangle-fee

The construction above starting from M3, the 3-Mycielski graph, results in:

M
3

a b

constructed in GWRI(8,4)

x

The resulting graph has 17 edges and no 4-clique. It is not a minimal
GWRI(8,4), but it is one of the three minimal GWRI(8,4) without a 4-clique.2

Below is a small GWRI(9,3) without a 3-clique. We found it by program-
ming: edges (8, 2) and (8, 3) are redundant.

3

5

0

4

1

6

2

7

8

It is the only GWRI(9,3) with no 3-clique and larger than the smallest GWRI(9,3).

The above strengthens our belief that all smallest graphs in GWRI(n,d) have
a d-clique.

8 Discussion and Future Work

Our work gives a classification of graphs with a redundant inequality taking into
account their number of edges and nodes, and the size of its uniform domain:
the minimal and maximal number of edges needed for a GWRI(n,d) is derived.
A proof is given for all maxima, and the minima for d = 2 and n = d + 2.
The use of complete d-partite graphs, and in particular Turán-graphs turned
out to be essential. This work has focussed solely on the existence of at least
one redundant edge. Ultimately, we want to understand graphs with many re-
dundant inequalities, and quantify that understanding. We would also like to
develop (polynomial) algorithms that (approximately) complete the inequalities
of a graph, i.e., to add as many redundant edges as possible: this should benefit

2We found out by programming - all three contain M3; just one of them has only one
redundant edge.
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solving domain-uniform inequality CSPs with typical constraint solvers. How-
ever, such completion might adversely affect practical graph-coloring algorithms
(e.g., register allocation in a compiler), and we plan to investigate that as well.
Finally, we also would like to study the role of the degree of the nodes the nodes
in being a GWRI.
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Appendix: A useless theorem

For a graph G with nodes a and b, and without the edge (a, b), denote by Gab

the graph to which edge (a, b) was added.

Theorem 8.1. For G ∈ GWRI(n, d) then Gab ∈ GWRI(n, d) or χ(Gab) > d.

Proof Clearly, χ(Gab) ≥ d, so assume that χ(Gab) = d, and identify any
redundant edge (x, y) in G. We will prove that (x, y) is also redundant in Gab.
So, assume (x, y) is not redundant in Gab. Then there is a d-coloring of Gab

xy in
which x and y have the same color. This implies that there is a d-coloring of
Gxy in which x and y have the same color (since (x, y) is different from (a, b)),
contradicting the assumption that (x, y) is redundant in G.

This theorem allows one to add edge to a GWRI(n, d) until the graph’s
chromatic number changes: all intermediate graphs are in GWRI(n, d).

Now suppose G has n edges, χ(G) = d, and χ(Gab) > d. Consider the graph
G∪{(a, x), (b, x)} where x is a new node. This new graph is in GWRI(n+1, d),
and the new edges are redundant.

We haven’t found a good use for this theorem yet.
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