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Abstract

Multicore embedded systems introduce new opportunities and
challenges. Scaling of computational power is one of the main rea-
sons for a transition to a multicore environment. Parallel design
patterns, such as Map Reduce, Task Graph, Thread Pool, Task Par-
allelism assist to derive a parallel approach for calculating the Fast
Fourier Transform. By combining these design patterns, a robust
application can be obtained. The key issues for concurrent calcu-
lation of a Fast Fourier Transform are determined at a higher level
avoiding low-level patch-ups.

Keywords : multicore embedded software, parallel design patterns, Fast Fourier
Transform.



1 Introduction

In the world of embedded systems, the introduction of multicore proces-
sors gives rise to opportunities for better performing applications implying
new possibilities and challenges are arising[15]. Writing correct software for
a multicore embedded environment can be a di�cult and time-consuming
task. However, using parallel design patterns, several issues, such as ac-
cessing shared resources, can be avoided by introducing a di�erent software
organization. By applying these design patterns on industrial relevant em-
bedded applications, such as the Trial Division Algorithm and Fast Fourier
Transform, its true potential can be revealed. The algorithms are examined
in order to discover tasks which can be executed concurrently. Once the con-
current potential of the algorithm is studied, a top-down approach is applied
using software design patterns. By selecting appropriate design patterns, the
organizations of the software unfolds itself.

In the process of writing multicore software some considerations should def-
initely be made. For instance multicore software concerned with multiple
accesses of shared resources. Mainly parallel-safe software should either seri-
alize or avoid access to shared variables. Moreover if two CPU cores access a
shared variable concurrently a data race occurs and there is no guarantee the
cores use the correct value and produce a deterministic result. Parallel-safe
software should also avoid race conditions and deadlocks.

The bene�t of scaling up performance by adding extra cores is not unlimited.
In almost any case a performance gain will be feasible, but this speedup will
be limited by Amdahl's Law[9]. Amdahl's Law states the maximum speedup
(SU) is depending on the parallel portion of the code (P) with a given number
of N cores. This can be expressed as

SU =
1

(1− P ) + P
N

(1)

As expected the formula implies the maximum speedup by using two CPU
cores is theoretically 200%.

However parallel software must be written speci�cally to scale up to the
number of available cores. Parallel software which is not optimally written,
might actually be slower than its sequential counterpart. As indicated by
Amdahl's law, serializing access to shared variables reduces the parallel por-
tion of the application which consequently decreases the speedup. Moreover
the implementation of locking mechanisms introduces additional execution
overhead. Mistakenly introducing mutual exclusion mechanisms or using too
large critical sections, quickly deteriorates performance.



2 Design Patterns for Multicore Embedded Soft-

ware

A design pattern is the description of a general solution to a recurring
problem[8]. Although design patterns were originally introduced for Object-
Oriented software problems, their application is also adopted for parallel
programming. Parallel programming patterns mainly di�er in their classi�-
cation. We propose a layered structure for parallel embedded software based
on Our Pattern Language (OPL)[10], which is used for high-performance
computing applications. A number of families of patterns are further ex-
plained, namely �rst patterns which decompose the problem into parallel
execution units. This is called the Finding Concurrency Design Space[11].
Next there are patterns which describe the overall parallel architecture and
software structure. Then there are patterns which introduce typical paral-
lel algorithm structures. Finally we elaborate one patterns which describe
the parallel implementation mechanisms [11]. Each level in this hierarchi-
cal structure can interact with the so called Optimization Design Space[16].
This is a collection of application speci�c optimizations in order to obtain
optimal parallel execution. The lowest level in the hierarchy, the implemen-
tation strategy patterns, can use additional supporting structures, such as
mutexes or semaphores. The layered design is illustrated in Figure 1

PARALLEL SOFTWARE

PARALLEL EXECUTION DESIGN SPACE

SUPPORTING STRUCTURES

OPTIMIZATION DESIGN SPACE

FINDING CONCURRENCY DESIGN SPACE

SEQUENTIAL SOFTWARE

Architectural Patterns

Structural Patterns

Algorithm Strategy Patterns

Implementation Strategy Patterns

Figure 1: Parallel Design Pattern hierarchy.



3 Trial Division Algorithm

For comparing single- and multicore behavior, experiments were conducted
on a freestanding prime number calculation application written in C. More
speci�cally the Trial Division Algorithm, which is heavily used for prime
factorization in cryptography[5]. This way, the behavior of computational
speed and the e�ect of porting a singlecore application to a dualcore environ-
ment are evaluated. For this application a Pandaboard[1] is used, which is
an embedded platform build around the OMAP4430 ARM Cortex A9 Dual
Core SoC[2].

The trial division algorithm[13] is used to calculate a given amount of prime
numbers. The algorithm checks every odd number n by dividing it with of
each previous prime smaller than

√
n. If the remainder is 0 the candidate

number is no prime and will be dropped by the algorithm. According to
the prime number theorem the amount of calculations required for a given
number n is expressed by:

√
n

ln(
√
n)

(2)

This formula indicates that �nding larger prime numbers will require more
trial divisions. The implementation on a multicore system of the trial division
algorithm is based on the Thread Pool pattern as shown in �gure 2.
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Figure 2: Thread Pool pattern.

In order to evaluate a comparable single- and multicore application, the same
algorithm and software patterns are used in both versions. In the multicore
system each CPU core pops a number from a shared queue of odd numbers.
When a core �nishes the number evaluation, the next number is popped
from the queue. The singlecore version of the algorithm implements the
same queue of odd numbers. Only one CPU core is activated, thus only one
CPU core can pop from the queue.



3.1 Performance measurements

Measurements are made to visualize the in�uence of load balancing on the
achieved speedup. Table 1 re�ects the results of calculating 100000 primes
with di�erent load balancing between both CPU cores. CPU0 load is the
computational load of the �rst CPU core. The second core's load is (1 −
CPU0 load). The column �Time� is the average time in ms for calculating
100000 primes. SU is the speedup compared to the singlecore version.

Table 1: Execution time comparison on di�erent CPU0 load.

CPU0 load Time [ms] SU [%]

99,23 % 1440 100,01 %

98,46 % 1430 100,70 %

96,89 % 1410 102,13 %

93,77 % 1370 105,11 %

87,78 % 1280 112,50 %

78,53 % 1150 125,22 %

67,09 % 996 144,58 %

61,10 % 904 159,29 %

55,47 % 824 174,76 %

52,73 % 780 184,62 %

51,39 % 760 189,47 %

50,76 % 748 192,51 %

50,43 % 744 193,55 %

By manipulating the load balance between both cores we managed to achieve
a speedup close to the theoretical maximum stated by Amdahl as illustrated
in �gure 3.

Figure 3: Performance comparison between Amdahl's theoretical maximum and
measured values.



Migrating the application to a dualcore environment su�ciently decreased
the execution time. Although increasing the number of CPU cores, a perfor-
mance improvement is only attained when the in�uence of locking mech-
anisms, load balancing among the available cores and asynchronous IO-
operations are taken into account.

Moreover, a maximized parallel proportion and thus an optimal load balanc-
ing of 50 % is important to obtain the theoretical maximum of 200% speedup
in a dualcore environment.

In optimal conditions (optimal locking, caching, ideal load balancing and no
interfering IO-operations) the dualcore application executes 193,55 % faster.

4 Fast Fourier Transform

4.1 Algorithm

A widely used numerical algorithm for signal processing is the Fast Fourier
Transform (FFT). By using the FFT a fast and e�cient way is introduced
to calculate the Discrete Fourier Transform (DFT), expressed as followed:

Xk =
N−1∑
n=0

xne
−i2πk n

N (3)

Here, xn is a time signal with period N and k = 0, ..., N − 1. The most
used FFT algorithm is the radix-2 Cooley-Tukey algorithm with decimation
in time[4]. By using the devide-and-conquer concept, the DFT-calculation
is recursively broken down into smaller DFT-calculations. Instead of calcu-
lating the DFT of a given vector with length N , even- and odd numbered
indices of the vector are stored into two separate vectors of length N

2 . This
operation can be executed recursively in order to obtain small data chunks.
The result is calculated by combining the DFT's of each data chunk. The
original DFT formula can be rewritten as:

Xk =

N
2
−1∑

m=0

x2me−i2πk 2m
N +

N
2
−1∑

m=0

x2m+1e
−i2πk 2m+1

N (4)

The left term contains the even numbered indices (2m). The right term
contains the odd numbered indices (2m+1). By de�ning a so called �twiddle

factor� W k
N = e−i2πk 1

N , (2) implies



Xk =

N
2
−1∑

m=0

x2mW 2km
N +W k

N

N
2
−1∑

m=0

x2m+1W
2km
N (5)

The twiddle factor W 2km
N equals W km

N
2

,

Xk =

N
2
−1∑

m=0

x2mW km
N
2

+W k
N

N
2
−1∑

m=0

x2m+1W
km
N
2

(6)

The even and odd indexed N/2-point DFT outputs can be expressed as

Ek =

N
2
−1∑

m=0

x2mW km
N
2

Ok =

N
2
−1∑

m=0

x2m+1W
km
N
2

(7)

The complete DFT can be expressed as:

Xk =

{
Ek +W k

NOk 0 ≤ k < N/2

Ek−N/2 −W
k−N/2
N Ok−N/2 N > k ≥ N/2

(8)

The complexity of the algorithm is expressed in the big O-notation as O(N.log2N)
instead of the initial complexity of O(N2). This means the number of cal-
culations needed to determine the DFT of an input sequence of length N
decreases drastically. The main force after the radix-2 Cooley-Tukey algo-
rithm is the recursive decomposition. A set of smaller problems is easier to
solve than one large problem. The recursive decomposition rearranges the
input sequence in bit reversed order, as shown in Figure 4 [14]. By com-

Figure 4: Radix-2 Cooley-Tukey decomposition [14].

bination of bit reversed pairs of input number indices the general DFT can
be calculated. Calculation pairs are represented in a butter�y diagram as
shown in Figure 5[3]. In the �rst stage a pair of chunks forms the input of
the �rst-stage calculation. The output of the �rst-stage calculation forms



the input of the second stage calculation. This is repeated until the full
data set has been calculated. The number of calculation stages required is
determined by log2N operations.

Figure 5: Butter�y diagram [3].

4.2 A Parallel Design Pattern Approach

First a singlecore reference design is developed in C using a test driven strat-
egy. The algorithm is iteratively implemented using a two-phased approach
as illustrated in Figure 6. First a pre-processing phase manipulates the in-
put dataset in bit-reversed order. Next, the main calculations are performed
using three nested loops. The outer loop is log2N times iterated, a second
loop iterates over each butter�y calculation inside a speci�c stage. The in-
ner loop iterates over k . Inside a butter�y operation the twiddle factors are
calculated when needed using the corresponding N and k values.
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Figure 6: Singlecore implementation with N=8.

4.2.1 Finding Concurrency Design Space

First the problem should be divided in independent tasks. The most compu-
tationally intensive tasks are located using pro�ling. Using the ARM pro�l-
ing tool DS-5 Streamline[12] we determined the most intensive code sections
when calculating the Fast Fourier Transform. The twiddle calculation sec-
tions needs 25.4 % of the time, the main stage- and butter�y iterations take
21.8 % of the time, the multiplication of complex numbers take 18.2 % of
the time. Together these three intensive tasks cover 65.4 % of the time.

Twiddle calculation First we examine the most intensive task, the twid-
dle calculations. Each butter�y calculation with result Xk consists of an op-
eration with even and odd terms in combination with a twiddle factor W k

N or

W
k−N/2
N . In case of the earlier mentioned algorithm the twiddle factor is re-

calculated for every butter�y calculation. The twiddle factor is composed in
terms of N , which represents the current data set length and k, which repre-
sents the index inside the data set. Each stage of the Radix-2 Cooley-Tukey
algorithm can be expressed in terms of a speci�c dataset length for that stage
and a variable k = 0 .. N − 1. By extracting the butter�y operations from
each stage and calculate them on beforehand (using a lookup table) we could
speedup the program execution. This twiddle calculation can be executed in
parallel with another task only when both tasks are independent from each
other. Therefore we can use the bit reversing algorithm. Bit reversing the
data set is only dependent from the length of the total data set N and the
input values.

Therefore
∑N

s=1 2
s twiddle factors can be calculated, with s as stage num-

bers. These twiddle factors can be stored in a look-up table. The size,
however, expands exponentially. Therefore a number of optimizations can
be introduced.

The twiddle factors are complex numbers e−i2πk 1
N and can be expressed as

a vector in the complex plane as visualized in Figure 7.



Figure 7: Twiddle factors expressed as complex vectors.

Since di�erent values for k and N express the same complex vector, only the
di�erent k

N ratios are relevant. Therefore only N twiddle factors are really
useful. Due to symmetric properties the amount of calculated twiddles can
be reduced to N

4 .

Butter�y operations The butter�y operations are also marked as inten-
sive tasks by the pro�ler tool. Each butter�y operations consists of calculat-
ing a twiddle factor or a memory access to the twiddle factor lookup table, a
complex addition and a complex multiplication. In total N.log2N butter�y
operations are performed. Therefore the FFT consists of three nested loops.
The outer loop iterates over the number of stages. Since every stage is de-
pendent on the outcome of a previous stage this loop cannot be expressed
in parallel. The �rst inner loop iterates over each butter�y operation in-
side a speci�c stage. Since butter�y operations inside the same stage are
independent, parallelism can easily be injected.

4.2.2 Parallel Execution Design Space

Map Reduce The overall structural architecture of the program can be
described as the map-reduce design pattern[7]. Typical for a map-reduce
based program is that the problem can be expressed in a two-phased ap-
proach. The �rst phase consists of mapping a data set onto a set of inde-
pendent computations. The second, and last, phase consists of summarizing
the individual results into one general result.

Applied on the FFT algorithm a subset of the input signals is mapped to a
CPU core which calculates the upper part of the butter�y calculations. In
case of a dualcore CPU data chunks are equally divided among the available
CPU cores, as illustrated in Figure 8.
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Figure 8: Map-reduce design pattern in case of a 8-point FFT.

Notice the last stage of the butter�y calculations can not be mapped to
multiple CPU cores the same way as the previous stages since there exists
data dependencies between the upper data chunk and the lower data chunk.
By using a synchronization point just before the last stage all previous data
becomes available and butter�y operations can be performed in parallel.

Devide-and-Conquer The map-reduce pattern can be applied on behalf
of the devide-and-conquer nature of the Cooley-Tukey algorithm. By ap-
plying a devide-and-conquer design pattern[6] a bigger problem is split into
smaller problems until the problem is small enough to solve directly as shown
in �gure 9.
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Figure 9: Devide-and-Conquer design pattern.

Then all sub-results are merged into a general result. This behavior is im-
plemented by Cooley-Tukey by recursively splitting a data set into even-
and odd indexed data. However not all devide-and-conquer patterns are ex-
pressed as recursive data-splitting algorithms. Task parallelism or geometric
decomposition may be suitable for other applications.

Fork/Join At the lowest level parallel execution can be implemented
using the Fork/Join design pattern[11]. Conceptually it means the program-
ming is sequentially executing some code. When a parallel region is reached,
thus data chunks should be mapped to multiple cores, a second thread is
called to execute butter�y operations on a data chunk in parallel to the
master thread. However each stage is dependent on results from the previ-
ous stage which means a synchronization point should be introduced between
consecutive stages. Therefore all child threads joins back together after each
thread completed its tasks. The Fork/Join pattern is illustrated in �gure 10.
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Figure 10: Fork/Join design pattern.

Implementation is done using the POSIX Threads library.

4.3 Implementation considerations

The above mentioned set of parallel design patterns makes use of possible
parallel execution inside a processing stage with a minimum overhead. Ac-
tually inside a butter�y operation calculations can be performed in parallel
as well. This, however, would introduce massive overhead due to thread
creation and destruction. Although the Thread Pool pattern can be used to
minimize the overhead it is not used in our solution.

4.4 Performance Measurements

Measurements are made in di�erent steps of parallelization. Speedup is
calculated in comparison with the fully sequential implemented algorithm
using the twiddle factor look up table. Results are shown in Figure 11.
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Figure 11: Achieved parallel speedup for di�erent values of N.

In the region of bigger values for N we have seen a speedup around 195%
which is close to the theoretical maximum as stated by Amdahl. When
using smaller values for N performance drops. This can be explained by the
use of POSIX threads. The overhead of thread creation and joining threads
becomes large relatively to computational load of the algorithm. Therefore
the execution time is extended in comparison to the sequential algorithm.

4.5 Applications

The FFT implementation has been used as an o�ine algorithm. This means
the algorithm works on a fully available input dataset. No input stream of
data is used and no pipe-lining mechanisms are introduced. As measurements
have shown, the o�ine implementation of the FFT algorithm performs best
on a large number of input samples.

4.5.1 Audio sample analysis

As input of the o�ine FFT algorithm a 44.1 kHz sampled 15kHz sine wave is
used. The length of the input dataset has been cuto� on the highest available
power of two. In this case 131072 samples are used. The input is given in the
form of a .dat �le containing the samples as �oating point numbers. Once the
frequency spectrum has been calculated the output is writen to a separate
.dat �le. Next the embedded systems plots the waveform of the input and the
frequency spectrum using gnuplot, as illustrated in �gure 12. Both graphs
are save on the �lesystem and are displayed on the attached LCD-screen
immediately after calculation. Calculating the frequency spectrum using the
dualcore processor is 1,95 times faster than the singlecore equivalent.



Figure 12: Calculated frequency spectrum of a 15kHz sine wave.

4.5.2 EEG analysis

In EEG (Electroencephalography) electrodes are used to record the electrical
activity along the scalp. Current �ow, inside neutrons of the brain, result
into a varying voltage level, which is captured by the electrodes. Examining
the frequency spectrum of the voltage di�erence between two electrodes can
reveal the mental state of the person. An input �le containing 131072 sam-
ples of voltage di�erences with sample frequency of 200 Hz has been used
to calculate the frequency spectrum. As shown in �gure 13, the person has
strong activity in the 10 Hz range. This means the person is relaxed or has
closed eyes.



Figure 13: Calculated frequency spectrum of an EEG scan.

4.6 Future work

In order to optimize the parallel FFT algorithm, the number of cache misses
should be decreased to a bare minimum. Additionally, the algorithm imple-
mentation uses the POSIX thread library. When using bare-metal embedded
systems the algorithm should be ported to a freestanding environment. An
additional speedup can be obtained.

5 Conclusion

Using parallel design patterns an initially sequential Trial Division and FFT
algorithm were converted to high-quality parallel software. The achieved
speedup was close to the theoretical maximum as stated by Amdahl's Law.
In case of the Trial Division Algorithm, executing parallel software without
an Operating System introduces a number of challenges. Design patterns
can be adopted to scale applications across multiple cores in freestanding
embedded systems. In our experiments, porting the application to a dualcore
environment increased the performance to almost the theoretical maximum
as de�ned by Amdahl's law. In case of the FFT algorithm a Linux operating
system provides the possibility to use the POSIX Threads library. This sim-
pli�es the implementation of parallel design patterns. However the POSIX
Threads library introduces signi�cant overhead. Calculating the FFT of a
small dataset is slower in comparison tot the sequential equivalent. For high
input-datasets a speedup of almost 200% is reached.
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