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Abstract

IT systems allow us to execute tasks more effectively and efficiently, provide a
richer user experience and allow us to do things we could not imagine before. In
addition to using IT systems, we also need to manage them. Managing IT systems
is the theme of this thesis. More in particular, we focus on managing the software of
IT systems and managing the data of IT systems. Software and data management
is relevant in both a home context and a business context. IT systems in a home
context are characterized by a limited number of devices and users who do not
want to spend time managing their devices. IT systems in a business context
are characterized by large numbers of devices and a team of experienced system
administrators responsible for managing these devices.

In a home context, operating systems provide point and click interfaces for
installing, removing and configuring software and give the user the option to
automatically install security updates. For data management, GUI programs exist
to backup and synchronize data. However, the fact that many users do not even
take a backup and use a USB stick if they want to synchronize data between
their devices proves that data management remains cumbersome for many users.
Making data management more user friendly is the first goal of this thesis.

In a business context, many organizations use a centralized shared storage solution
for their data management needs. That centralized shared storage is managed
by the IT department. Efficiently managing the software on large numbers of
machines is done by using tools that automate repetitive tasks. However, these
tools are often too low-level for the complexity of contemporary IT systems.
Developing a higher-level tool for software management in a business context is
the second goal of this thesis.

To achieve these two goals, we designed, developed and evaluated two systems:
CIMPLE and PoDIM. CIMPLE is a data management middleware suitable for
the home context. CIMPLE provides a rich API that applications can use for
their data storage needs. CIMPLE automates synchronization and backup of a
user’s data and its API provides primitives for sharing data with friends and
rich search queries. PoDIM is a high-level software management tool for the
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business context. PoDIM provides a high-level language for specifying the required
configuration in a computer infrastructure. PoDIM allows modeling of cross-
machine dependencies and has abstraction mechanisms to deal with large and
diverse computer infrastructures.

In addition to the innovations described above, our research is focused on
integrating existing prototypes and technologies. As a consequence, both CIMPLE
and PoDIM have a strong emphasis on practical applicability.

In conclusion, CIMPLE enables desktop environments that evolve from the
traditional files and folders approach to collaborative and device-independent data
storage with richer metadata. PoDIM is a proof of concept that higher-level
management in computer infrastructures will lead to less configuration errors and
lower total cost of ownership.



Samenvatting

IT systemen zorgen ervoor dat we taken effectiever en efficiënter kunnen uitvoeren,
ze bieden ons een rijkere gebruikerservaring en laten ons toe om dingen te doen die
we ons voorheen niet konden inbeelden. IT systemen die gebruikt worden, moeten
ook beheerd worden. Het beheer van IT systemen is het thema van dit proefschrift.
Meer in het bijzonder richten we ons op het beheer van de software van IT systemen
en het beheer van de gegevens op IT systemen. Software- en gegevensbeheer is
relevant in zowel een thuis context en een zakelijke context. IT systemen in een
thuis context worden gekenmerkt door een beperkt aantal apparaten en gebruikers
die geen tijd willen besteden aan het beheer van hun apparaten. IT systemen in
een zakelijke context worden gekenmerkt door grote aantallen apparaten en een
team van ervaren systeembeheerders die verantwoordelijk zijn voor het beheer van
deze apparaten.

In een thuis context bieden besturingssystemen eenvoudige gebruikersinterfaces
aan voor het installeren, verwijderen en configureren van software. Ze geven de
gebruiker ook de optie om beveilingsupdates automatisch te installeren. Voor
gegevensbeheer zijn er ook GUI programma’s om gegevens te backupen en
synchroniseren. Niettegenstaande is het een feit dat veel gebruikers niet eens
back-up nemen en een USB-stick gebruiken als ze gegevens tussen apparaten willen
synchroniseren. Dit gegeven bewijst dat gegevensbeheer omslachtig blijft voor veel
gebruikers. Het gebruiksvriendelijker maken van gegevensbeheer is het eerste doel
van dit proefschrift.

In een zakelijke context maken veel organisaties gebruik van een centrale gedeelde
opslag oplossing voor hun behoeften inzake gegevensbeheer. Deze gecentraliseerd
gedeelde opslagruimte wordt beheerd door de IT afdeling. Efficiënt beheer van de
software op een groot aantal machines gebeurt met behulp van tools die repetitieve
taken automatiseren. Echter, deze tools opereren vaak op een te laag niveau voor
de complexiteit van de hedendaagse IT systemen. Het ontwikkelen van een hoger
niveau tool voor softwarebeheer in een zakelijke context is het tweede doel van dit
proefschrift.

Om deze twee doelen te realiseren hebben we twee systemen ontworpen,
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ontwikkeld en geëvalueerd: CIMPLE en PoDIM. CIMPLE is een middleware
voor gegevensbeheer die geschikt is voor de thuis context. CIMPLE biedt
een rijke API die applicaties kunnen gebruiken voor hun behoeften inzake
dataopslag. CIMPLE automatiseert synchronisatie en backup van de gegevens
van een gebruiker en de API biedt primitieven voor het delen van gegevens met
vrienden en voor uitgebreide zoekopdrachten. PoDIM is een hoog-niveau tool voor
softwarebeheer in een zakelijke context. PoDIM biedt een hoog-niveau taal om de
vereiste configuratie in een computer-infrastructuur te specifiëren. PoDIM maakt
modellering van afhankelijkheden tussen machines mogelijk en past abstractie
mechanismen toe om grote en diverse IT systemen efficiënt te beheren.

Behalve de hierboven beschreven innovaties, heeft ons onderzoek een sterk
integrerend karakter wat betreft bestaande prototypes en technologieën. Als gevolg
hiervan ligt er zowel bij CIMPLE als bij PoDIM een grote nadruk op praktische
toepasbaarheid.

Samenvattend ondersteunt CIMPLE de evolutie in desktopomgevingen van de
traditionele bestanden- en mappenstructuur naar een apparaatonafhankelijke
opslag van gegevens met rijkere metadata. PoDIM laat toe om de software in een
computerinfrastructuur op een hoger niveau te beheren. Dit leidt tot minder fouten
in de computerinfrastructuur en minder kosten om de computerinfrastructuur te
beheren.
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Chapter 1

Introduction

Everyone uses IT systems. People use IT systems to work, to play, to communicate
and for entertainment. In general, IT systems allow us to execute tasks more
effectively and efficiently, provide a richer user experience or allow us to do things
we could not imagine before. However, these benefits do not come for free. IT
systems have an initial purchase cost. Besides this initial purchase cost, IT systems
also need to be managed. The task of managing IT systems is the subject of our
thesis.

As our dependence on IT systems increases, it becomes more and more important
that these systems are properly managed. All too often, management of IT systems
receives little attention or is neglected. This is true for IT systems in businesses
and at home.

In a home context, IT systems management is about managing software and
managing data. A user installs, removes, (re)configures software and applies
software security patches whenever they are available. These tasks are what we
call managing software. Managing data means that a user makes a periodic backup
of his data. We also consider the act of sharing data a data management task.

When a user has multiple devices, software and data management take more time
and is more complex. It takes more time because a user needs to repeat it for
every computer, router, network attached storage device, wireless access point,
mobile device, . . . . It also becomes more complex because different devices run
different operating systems and use different types of software. Furthermore, when
a user has multiple devices, he wants to synchronize data between these devices.
Synchronizing data is the third data management task, together with backup and
sharing of data.

In a business context, managing IT systems is even more time consuming
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2 INTRODUCTION

and complex than in a home context. In large organizations, we are talking
about thousands of desktop machines, data centers packed with servers and
network infrastructure devices. All these devices run a wide variety of software.
Dependencies between software running on multiple machines and the critical
nature of IT systems in business operations add extra complexity to management
tasks.

In any network, dependencies exist between software services running on different
devices. A mail client running on a desktop depends on mail server(s) running
in the data center. These mail servers in turn depend on the correctness of the
DNS system, the presence of a user authentication service, network storage and
the correct configuration of network devices. A change in the configuration of
one service can lead to a disruption of other services, and may have a cascading
effect where the whole infrastructure goes down. Managing IT systems with more
dependencies becomes increasingly complex.

Since most businesses critically depend on their IT systems for their operations,
the IT systems need to guarantee performance and availability. In many cases
this will further increase the scale of IT systems since software services are made
redundant and replicated across different devices.

In addition, managing IT systems in businesses involves many people, which
implies that a business needs processes to effectively manage its IT systems.
Examples of such management processes are compliance checking, planning, risk
analysis, IT support and incident management.

Solutions to deal with software and data management differ in a home and business
context.

1.1 Software and data management in a home
context

IT systems in a home context are characterized by a limited number of devices
and users who do not want to spend time managing their devices. The goal is
to automate management of IT systems as much as possible. If a task cannot be
fully automated, a user friendly interface needs to be provided to the user.

For software management, this implies automatic installation of security updates,
point and click interfaces for installing software and web interfaces for managing
embedded devices like routers, wireless access points, network attached storage
devices, . . . .

For data management,a lot of solutions exist (both GUI and web based) to backup,
synchronize and share data. There do remain problems in this area:
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� Only the technical savvy users know how to properly synchronize data
between their devices.

� The problem with backup is the exponential growth of a user’s data
collection. Movies, photos and music quickly take up tens or even hundreds
of gigabytes. If a user backs up his data on CDs, he quickly ends up with
a huge pile of discs. A USB or network attached storage device fills up
within a year. As a solution, a user will buy another storage device and
eventually end up with the same scenario as CDs: Where did I put this
file? Another alternative is to use an online backup service, which solves the
above problem. Two problems exist with online backup services. First, they
require a lot of bandwidth and second a user needs to encrypt his content
and make sure he does not lose his encryption key.

� To share data, a user can attach data to an email or put data on one of the
recently emerged social networking sites like Flickr, Facebook and Youtube.
In both cases, a user can only share lower-quality versions of his original
data and his storage capacity is limited. In the end, he ends up with more
data: his photo collection is both on his PC and on Flickr but his photo
management software is unable to recognize both collections as identical.

We believe that more user friendly interfaces for synchronization, backup and
sharing of data will prove to be a big win for many users. Literature on how
data management is done in a home context is almost non-existent. We found
one extensive study in [137]. The study follows different types of households and
describes their data management needs and problems. The study confirms our
analysis about the importance of an easy system for backing up, synchronizing
and sharing data.

To enable more user friendly interfaces, we think a more advanced mechanism
than the traditional filesystem is needed to store data. The development of an
alternative for the traditional filesystem in a home context is our first area of
research. Our goal is to develop an alternative for the traditional filesystem that
automates backup and synchronization of data and integrates sharing of data into
the storage system. Applications and desktop environments that build on our
system for their data storage needs benefit from our system’s advantages and can
reuse data produced by other applications. We also want to support existing
applications through a traditional filesystem interface that can be mounted like
any other filesystem.



4 INTRODUCTION

1.2 Software and data management in a business
context

A business context requires a completely different approach for IT systems
management than a home context. A business has to put management processes
into place and deal with the software and data management on a large number of
diverse devices.

Management processes Since management processes are similar in many
businesses, management frameworks and user groups have emerged for
exchanging best practices and setting standards in the field.

Examples of such user groups are Usenix [159], SAGE [134], LOPSA [96],
NANOG [110], lssconf [158] and the Open Management Consortium [117].
These groups serve as discussion fora for exchanging best practices.

Also, a wide variety of management frameworks exists, some of which have
emerged into industry standards. Two of the most widely known standards
are CoBIT [83] and ITIL [116]. Where ITIL is focused on describing a set
of best practices, CoBIT defines a set of control objectives, centered around
high-level objectives. The practices defined by ITIL and CoBIT vary from
budget planning, staffing and risk management to more technical subjects
like firewall architectures and configuration management.

Data Management In many cases, data management in a business context
involves a Storage Area Network (SAN). A Storage Area Network is an
architecture to attach remote storage devices (such as disk arrays, tape
libraries, and optical jukeboxes) to servers in such a way that the devices
appear as locally attached to the operating system. The Storage Area
Network itself is managed by the IT department of the business.

Software Management The amount of devices and the fact that those devices
are managed centrally calls for automation of software management. Many
tools exist to automate repetitive software management tasks like installing
and configuring software packages. Nevertheless, the complexity of software
management is also caused by software diversity, dependencies between
devices and the dependency of the business on IT systems. Existing
tools provide insufficient support for addressing these extra complexities
[56, 147, 6].

The last point leads us to our second area for research: we want to provide
better tool support for software management in large, diverse IT systems that
have complex dependencies and need guaranteed performance and availability.
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To deal with software management complexity, we want to develop a language
that provides a higher-level of abstraction than is currently available. The state
of the art in software management tools allows assigning roles to machines and
setting high-level parameters for those roles. “Configure machine X to be a
web server” and “configure machine Y to be DHCP server” are examples of
role assignments. “The web server must run on port 80” is an example of a
parameter assignment. We aim for a higher level of abstraction. Instead of role
assignments, we want to express things such as: “One of my servers must be
configured as a web server” and “On every subnet, there must be two DHCP
servers”. Instead of parameter assignments, we want to express things such as:
“A web server must use a port number higher than 1024”. The language must also
support the specification of dependencies between systems and services. Another
complexity driver is the diversity of operating systems and application software.
To address this, the language must support configuration specifications that can be
modeled independent of the underlying operating system and application software
implementation. For example, the same configuration specification can be reused
for Windows, Unix, Cisco IOS operating systems and sendmail, qmail, postfix mail
server software. The language is generic enough to model all possible configuration
domains.

1.3 Contributions

Our two areas for research are 1. user friendly interfaces for data management in
a home context and 2. better tool support for software management in a business
context. The result of our research in the area of data management in a home
context is CIMPLE, a data management middleware. The result of our research in
the area of software management in a business context is a taxonomy for software
management tools and PoDIM, a tool for high-level software management.

CIMPLE is a data management middleware. It provides an API that allows a
user to securely store data and rich metadata annotations for that data. CIMPLE
provides an advanced search interface and a mechanism to share data with other
users. It also relieves the user of backup and synchronization problems. CIMPLE
itself does not provide a better user interface for data management, instead it
provides the necessary underpinnings to achieve this goal. Applications that
support CIMPLE benefit directly from its features. Legacy applications interact
with CIMPLE by mounting the CIMPLE system as a network drive.

CIMPLE is unique in its feature set: it integrates replica management, synchro-
nization, search, rich metadata, sharing functionality and contact management.
It does this with better performance than similar systems and by reusing existing
protocols and data formats like BitTorrent, HTTP, XMPP, SSH, RDF, SPARQL,
SMTP and POP3. To share data with friends, CIMPLE requires a minimal
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interface composed entirely of existing protocols: Email, BitTorrent for transport
of respectively metadata and data and RDF as metadata representation format.
CIMPLE improves on state of the art systems like Wuala [166] and Perspective
[138] with its integration of contact management and sharing into the system, its
support for existing desktop environments and automatic replica management.

The taxonomy of software management tools enabled us to make a detailed
inventory of the state of the art and conduct a gap analysis. This gap analysis is
the starting point of PoDIM’s development.

PoDIM is a high-level language for software management. PoDIM allows modeling
of cross-machine dependencies and has abstraction mechanisms to deal with large
and diverse IT systems. PoDIM also takes a modest first step in providing
guarantees about performance and availability. PoDIM’s key characteristics are
its rule language, its object-oriented domain model and support for specifying
constraints. These features are not present in state of the art systems like LCFG
[11, 5, 10], Puppet [86, 87], Cfengine [28, 26, 27, 29] and Bcfg2 [48, 51, 49]. We
implemented a prototype for the PoDIM language and evaluated it extensively in
two case studies, a tool integration scenario and an assessment using our taxonomy
framework.

1.4 Other Work

The core contribution that is discussed in this thesis was realized in the broader
context of networking research, which resulted in several other contributions to
the field:

� A survey and gap analysis of automatic network configuration and service
discovery protocols for home networks [45].

� The development of a protocol for automatic, decentralized and scalable IP
network configuration [46].

� Collaboration on integrating support for federated access control and
workflow enforcement in software management tools [160].

Our work on network configuration and service discovery protocols provided the
basis for the component in CIMPLE that deals with service discovery. The access
control and workflow enforcement mechanism is built on experience gained while
developing PoDIM.
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1.5 Overview of the thesis

� Chapter 2 describes CIMPLE, our solution for data management in a home
context. It describes CIMPLE’s API, its design and evaluation results. We
also discuss how applications can interact with CIMPLE.

� Chapter 3 describes a taxonomy framework for software management tools.
We apply the framework to a sample of existing software management tools
and conduct a gap analysis of the state of the art.

� Chapter 4 introduces PoDIM. We describe PoDIM’s high-level language.
This language contains a generic rule-based specification language and
an object-oriented domain model. The language includes abstractions
for modeling large and diverse IT systems and provides primitives for
dependency management. PoDIM’s abstractions allow to express basic
performance and availability requirements. We also present the prototype
that implements our language and evaluate it through a number of case
studies.

� Chapter 5 reflects on the presented contributions and discusses future work.





Chapter 2

CIMPLE: A data
management middleware for
the home context

In the introduction, we argued that, in a home context, data management includes
backup, synchronization and sharing data. We also argued that data management
is not at the same usability level as software management. There is a need for
easy system for backing up, synchronizing and sharing data.

Literature on how data management is done in a home context is almost non-
existent. We found one extensive study in [137]. The study follows different types
of households and describes their data management needs and problems. The
study confirms our analysis about the importance of an easy system for backing
up, synchronizing and sharing data. It adds an extra element: users want to search
their data, independent of the device they use. In summary, the requirements
for data management in a home context are: an easy system for backing up,
synchronizing, searching and sharing of a user’s data.

CIMPLE is our answer to the stated data management requirements. CIMPLE
itself does not provide a user interface for easier data management. Instead, it is a
middleware that enables applications and desktop environments to implement easy
data management. It does this by automating backup and synchronization of data,
a powerful search interface and integrating sharing of data into the storage system.
Applications and desktop environments that build on CIMPLE for their data
storage needs benefit from CIMPLE’s advantages and can reuse data produced by
other applications. In addition, CIMPLE supports existing applications through
a traditional filesystem interface that can be mounted like any other filesystem.

9
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The CIMPLE middleware contains three contributions:

1. Integration: CIMPLE provides an integrated solution for backing up,
synchronizing, sharing and searching data. In doing this, it tries to rely
as much as possible on existing infrastructure, algorithms and protocols.

2. BitTorrent [36] based replica management: CIMPLE includes a novel
replica management system that uses BitTorrent [36] for data transfer. The
replica management system ensures that there are two copies of each data
item available at all times and it copes with failed nodes.

3. Conflict-free metadata synchronization: CIMPLE makes a distinction
between data and metadata. CIMPLE includes an algorithm to synchronize
metadata between multiple devices without conflicts.

Next in this chapter is a description of CIMPLE’s design. We continue with
a description of our prototype and possible applications of CIMPLE. Next, we
describe a scenario how CIMPLE can be integrated with today’s desktops and
how it is a first step towards more user friendly desktops in the future. Section
2.4 discusses related work and section 2.5 evaluates our prototype. We end with
a conclusion.

2.1 Design

CIMPLE addresses the requirements for easy data management by providing the
user with a uniform view on his data. From a user’s point of view, all data is
always available no matter where the user is or what device he uses. Under the
hood, CIMPLE synchronizes all data on all devices and makes backups. On top of
this uniform data view, CIMPLE provides a mechanism to share and search data.

CIMPLE makes a distinction between metadata management (the artist and title
of a song) and raw data management (the song itself).

� metadata management: On each device, CIMPLE maintains a database
with metadata. CIMPLE synchronizes these metadata databases between
the user’s devices. Eventually, each device will contain identical metadata
databases.

� data management: CIMPLE attaches a unique identifier to each data
item. This identifier is used to manage replicas of the data item. CIMPLE’s
goal is to have every data item replicated on two different devices. CIMPLE
chooses these devices in function of their availability. In addition, CIMPLE
includes a caching strategy that keeps data on the devices where it is most
often used.



DESIGN 11

The synchronization of metadata databases on all the user’s devices and data on
the network is a disk space versus bandwidth trade off. Access to metadata is
fast since it is available from the local hard disk. Access to data is slower since it
needs to be retrieved from the network. We made this choice because we think it
is reasonable to assume that 1. metadata fits on the user’s device with the least
storage capacity, 2. local access to metadata improves responsiveness, 3. it is not
possible to synchronize all of a user’s data on all of his devices and 4. putting data
on the network, combined with a local cache for frequently accessed data items
ensures reasonable performance.

CIMPLE’s metadata and data management components require another compo-
nent that takes care of device and people management. This extra component is
needed because:

� To synchronize metadata, CIMPLE needs to know a user’s devices.

� For replica management of data, CIMPLE needs to know the devices that
are available on the network.

� To share data, CIMPLE needs to know a user’s household members, friends
and family.

CIMPLE’s contact management component takes care of device and people
management and completes our architectural picture of CIMPLE. The contact
management component includes a service discovery mechanism and a contact
aggregation mechanism. The service discovery mechanism is used to discover
devices and household members on the local network. The contact aggregation
mechanism is used to index friends and family.

Figure 2.1 illustrates CIMPLE’s components. To avoid confusion with the general
theme (data management), we use the term “storage component” to denote the
component responsible for replica management of data.

In this section, we use an incremental approach to explain the design of CIMPLE.
We start from the contact management component, continue with metadata
management component and end with the storage management component.
Joachim accompanies us throughout our explanation. Joachim is a persona. He
provides us with a reality check and illustration of the functions in our design. We
end this section with a motivation of the design decisions we made in CIMPLE.

A persona is a concept from the world of user interface design and usability
studies. It is an imaginary user representing a larger user group with personal
characteristics and goals. The goal of a persona is to keep the focus on people
with specific needs instead of the fuzzy “average user”.

Joachim is a 38 years old man, he lives in Oslo, Norway with his wife Hannah (36)
and their two children Emma (14) and Alexander (10). Joachim has a university
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Figure 2.1: CIMPLE’s high-level architecture

degree in psychology and works in the Human Resources industry. Joachim and
his household members use computers extensively. The bulk of the household’s
activities can be categorized as either Internet usage or entertainment. They have
a digital photo and video camera which they use extensively for trips, events and
for recording everyday life. The household also has an extensive digital music and
movie collection. A lot of data is shared in Joachim’s household: they share music,
movies, photos and home videos amongst each other and photos and home videos
with friends and family members.

Figure 2.2 gives an overview of Joachim’s computer network.

� A desktop computer in Joachim’s home office.

� Two company-owned laptops. One of Joachim and one of Hannah.

� Two refurbished desktop computers in the children’s bedrooms.

� Joachim’s iPhone

� A media center PC, connected to a beamer in the living room.
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Figure 2.2: Devices in Joachim’s household, connected through the router with
wireless or wired links. The avatars represent the accounts on the devices.

� A router which functions as an Internet gateway, a switch for the wired
network and a wireless access point.

� A network attached storage device

2.1.1 Contact management

CIMPLE’s contact management component includes a service discovery mech-
anism to discover devices and household members on the local network and a
contact aggregation mechanism to index friends and family.
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2.1.1.1 Devices and household members

CIMPLE requires a mechanism to discover devices and household members for
synchronization, backup and sharing.

� synchronization: To achieve a uniform view on Joachim’s data, we need an
algorithm that synchronizes data between Joachim’s devices: his iPhone,
laptop and home office desktop computer. Therefore, CIMPLE needs to
discover on what devices Joachim has an account.

� backup: Joachim wants a backup of his data on at least two physical
locations. The backup mechanism transfers encrypted versions of Joachim’s
data, so any device with a reasonable availability can store the data.
CIMPLE needs to discover such devices that are capable of storing data.

� sharing : Joachim wants to share data with his household members and wants
to make data available on his media center PC. Therefore, CIMPLE needs
to discover the users that have accounts on the local network.

To accommodate the above requirements, CIMPLE defines two service types: one
for a user and one for a device. A user service type represents a user account on
one device. A device service type represents the device itself. The synchronization
algorithm uses all user accounts of one person. The backup mechanism uses the
devices and the sharing mechanism discovers persons based on the advertised user
accounts. To advertise information about users and devices, we use an existing
service discovery mechanism: multicast DNS [33] (mDNS) combined with DNS
Service Discovery [32] (DNS-SD).

Devices like Joachim’s media center PC (see figure 2.2) do not fit in our model
of user and device service types: CIMPLE uses user accounts to index the users
on the local network, but the media center PC has no users. Joachim wants to
share data with this PC. To accommodate this case, we define a “guest” user on
the media center PC.

We continue this section with an introduction to mDNS/DNS-SD. Next, we
describe CIMPLE’s user and device service types and explain how CIMPLE
manages trust. We end with a summary.

mDNS/DNS-SD

Multicast DNS (mDNS) provides a DNS service on a local network without
the need to set up a central DNS server and without any other configuration.
By default, it provides DNS service for the special .local domain. Multicast
DNS reuses the APIs of the normal unicast Domain Name System (DNS) but
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implemented differently. Each computer on the LAN stores its own list of DNS
resource records (e.g. A, MX, SRV, etc). When a mDNS client wants to know the
IP address of a PC, the PC with the corresponding A record replies with its IP
address. The mDNS multicast address is 224.0.0.251.

DNS Service Discovery (DNS-SD) is not a protocol but a set of conventions for
naming and structuring DNS resource records. Given a type of service that a client
is looking for and a domain in which the client is looking for that service, DNS-
SD enables clients to discover a list of named instances of that desired service,
using standard DNS queries. DNS-SD uses PTR, SRV and TXT DNS records to
implement service discovery.

DNS-SD and mDNS are orthogonal specifications. When used together, they
provide a zero-configuration service discovery protocol for the local network.
DNS-SD can also be used with a central DNS server and to advertise service
information on the Internet. mDNS is not limited to records defined by the DNS-
SD specification but can advertise any DNS record.

Let us illustrate mDNS/DNS-SD with an example. Suppose we want to print to
a network printer.

1. We start by issuing a query for PTR records that are associated with the
printer. tcp.local. name. printer denotes the service type we want

to look up.

2. Printers supporting mDNS/DNS-SD receive this query and answer with
a pointer (PTR) record to their specific instance. For example, Printer
Upstairs. printer. tcp.local.. Printer Upstairs is the instance name
of the service.

3. Subsequently, we query for the TXT and SRV records of the instance.

4. The SRV record contains the host-name and port for the printer, which are
needed to set up a connection with the printer.

5. The TXT record contains a set of key/value pairs. Examples of keys for
printing are the queue name of the printer and the supported paper size.

CIMPLE’s Service Discovery

In analogy with the printer service type described above, CIMPLE defines a
cimple-device and cimple-user service type.

Services of type cimple-device use the device’s public SSH host key fingerprint as
instance name. They have an SRV record with a port number used by CIMPLE’s
storage component and define the following attributes in their TXT record:
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� name: a user-friendly description of the device.

� key: the device’s public SSH host key.

Using a device’s SSH key fingerprint as instance name ensures uniqueness of the
advertised service instance. CIMPLE uses the SSH key information to verify
authenticity of devices when they are used by CIMPLE’s storage management
component or when CIMPLE’s metadata management component contacts a
device for synchronization with one of its user accounts.

Services of the type cimple-user use the user’s public SSH key fingerprint as
instance name, have no SRV record and define the following attributes in their
TXT record:

� name: a user’s full name.

� login: a user’s login name on the device.

� account-key: the user’s SSH public key on the device. We assume a user
has a different SSH key on every device he uses.

� person-key: a public key that is shared between user accounts representing
the same user. To friends and household members, Joachim is presented as
one person, not as the composition of a set of identities each with their own
SSH key. Therefore we need a shared public/private key pair.

� device: the instance name (fingerprint of SSH key) of the device on which
a user has an account.

Using a user’s public SSH key fingerprint as instance name ensures uniqueness
of the advertised service instance. CIMPLE’s synchronization algorithm uses
the name and login attributes of a service instance to determine whether an
advertised service represents the same user. The account-key attribute is used
by the synchronization algorithm to provide access to a user’s metadata database.
CIMPLE’s sharing mechanism uses the person-key attribute to represent accounts
of the same person as one contact. The person-key is also used for encrypting
shared data.

We use SSH keys to identify users and devices because SSH is a service that is
present on almost every device and because CIMPLE’s metadata synchronization
algorithm uses SSH as transport medium.

Advertising a device or user service type requires no configuration by the user:

� Device: the name attribute is derived from BIOS information (Examples:
MacBook, Dell Laptop, HP Desktop, MyBook World NAS, . . . ) or, in case
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of failure, the hostname is used. The key is reused from the SSH service
running on the device.

� User: the login is retrieved from Joachim’s login session on a device. The
name attribute is retrieved from the user account database of the operating
system. On Unix, this is the /etc/passwd file. The device attribute is
retrieved from the hosts’ public SSH key. If Joachim has no account key
on a device, CIMPLE generates one. The shared public/private key pair
is also generated by CIMPLE and synchronized with CIMPLE’s metadata
synchronization algorithm that we discuss in the next section. If a CIMPLE
instance running on one of Joachim’s devices notices that none of the
other instances of CIMPLE contains a public key in its mDNS/DNS-SD
advertisement, it generates a new public/private key pair. The public key is
advertised through mDNS/DNS-SD in the person-key attribute, the private
key is stored in the metadata database. When Joachim’s other devices
synchronize their metadata database, they acquire the private key and are
able to use the public key in their mDNS/DNS-SD advertisement since a
public key is a function of a private key.

Trust

Using an advertised device or user account does require configuration: Joachim
needs to confirm that a newly discovered device is trustworthy. Since mDNS is
multicast-based, anyone with access to Joachim’s LAN or Wireless access point
can advertise devices and users. Therefore, we require an explicit trust action from
Joachim before a user account is used by the metadata synchronization algorithm
or before a device is used for persistent storage by the storage component.

If a device or one user of a device is marked as trustworthy, CIMPLE assumes all
accounts and the device itself are trustworthy. In a business context, this might
not be a realistic assumption. In a home context, household members are trusted
and a more complex security model would make the system less usable.

Summary

Every device and every user account advertises a service instance in mDNS/DNS-
SD. These service instances provide the necessary information for synchronization,
backup and sharing:

� synchronization: To enable synchronization, we need a list of the devices on
which Joachim has an account. CIMPLE obtains this list by selecting all
user service types and Joachim’s name.
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� backup: CIMPLE selects all device service types as candidates to provide
persistent storage.

� sharing : Using the advertised accounts, CIMPLE maintains a list of
household members (including the “guest” user) with their person-key’s.
This list is used by CIMPLE’s sharing mechanism.

2.1.1.2 Friends and Family

CIMPLE includes a mechanism for contact aggregation to index friends and
family. The service discovery mechanism discussed in the previous section provides
Joachim with a list of contacts available on his local network: his household
members. However, Joachim also wants to share data with contacts on the
Internet: his friends and family. To achieve this, CIMPLE aggregates contact
information from existing contact sources.

Joachim uses his iPhone as his primary phone. On his iPhone, he has an address
book with names and mobile phone numbers. On his laptop, he uses a mail
client for his work-email. For his personal email, Joachim uses Gmail. Joachim
also uses two instant messaging systems: Google Talk and MSN. In addition, he
is subscribed to LinkedIn and Facebook. In all these systems and applications,
Joachim maintains a contact list.

Figure 2.3: Architecture of the People Framework. People contains a generic part
that provides a unified contact list, an account manager and a contact merger.
In addition, it contains a contact source interface that can be implemented by
backend contact sources like Gmail, LinkedIn, MSN, . . .

To aggregate contact lists, CIMPLE adopts and extends an existing open-source
project: The People Framework [133]. The People Framework is a contact
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management framework which takes advantage of modern contact sources (instant
messaging, social networks, mobile devices) as well as legacy ones (address books,
corporate directories) to provide consistency of contact information in applications.
Figure 2.3 illustrates the architecture of the People Framework. It contains a
generic part and a number of contact sources. The generic part contains a unified
contact which is the aggregation of contact information from the contact sources,
an account manager to configure new contact sources and a contact merger which
recognizes contacts representing the same person and represents them as one
contact in the unified contact list.

Contact Sources

The People Framework defines an interface that contact sources need to implement.
This interface defines the concept of a contact and a contact source. A contact
source has a number of contacts. A contact has an identifier and a list of key/value
pairs. In addition, the interface defines a notification mechanism for the addition,
modification and deletion of contacts.

Unified Contact List

In analogy with the contact source interface, the unified contact list contains a
list of contacts, each represented with an identifier and a list of key/value pairs.
People supports multiple values for the same key. We need this for values like
email addresses. For example, in his Gmail account, Joachim stores both the work
and personal email addresses for his friends.

Most of Joachim’s friends are linked with his Facebook account. Since Joachim
frequently mails them, they are also in the contact list of his Gmail account and
some of them are on his MSN messenger contact list. When two or more contacts
from contact sources represent the same person, they are modeled as one meta-
contact in People’s generic layer. The meta-contact aggregates the key/value pairs
from the backend contact sources.

Account Manager

Through the account manager, Joachim defines his accounts. An account can
be local or remote. A local account is the address book in Joachim’s mail
client. Remote accounts are Joachim’s subscriptions to Gmail, Google Talk, MSN,
LinkedIn and Facebook. The Account Manager has a list of supported account
types that can be extended. The People Project uses Joachim’s list of accounts to
create contact source instances from which contact information is aggregated.
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Contact Merger

The People project provides an interface for manual merging of contacts in a
meta-contact, but also has a component that automatically detects contacts from
contact sources representing the same person: the contact merger.

The contact merger uses keys that contain unique values and tries to find contacts
with the same value. Examples of unique keys are mobile phone numbers, email
addresses and instant messaging IDs. If the profile of one of Joachim’s contacts on
Facebook contains an email address and his Gmail account contains a contact with
the same email address, the contact merger recognizes both contacts as identical
and merges them into one meta-contact.

2.1.1.3 Summary

In this section, we described how CIMPLE contains a service discovery mech-
anism based on mDNS/DNS-SD and adopts the People Framework for contact
aggregation. Together, these two systems form CIMPLE’s contact management
component. Figure 2.4 illustrates the architecture of CIMPLE’s contact
management component as we described it in this section.

Through People, CIMPLE provides Joachim with a unified and up-to-date contact
list. Since information from online sources like Facebook and LinkedIn is
aggregated, we automatically incorporate changes to a contact’s details in our
contact list. For example, if a friend of Joachim changes his phone number on
Facebook, this change is automatically reflected in Joachim’s information about
that friend in his contact list. To achieve this behavior, we require Joachim to
define his accounts in the People Framework. If other applications already make
use of the People Framework, the accounts are defined and CIMPLE achieves zero
configuration in this area.

Through mDNS/DNS-SD, CIMPLE’s service discovery mechanism provides
Joachim with an up-to-date list of his devices and users on his local network
without any configuration. When a new device or user is discovered, Joachim
needs to express trust/distrust in the discovered device or user. Note that service
discovery only works on the local network. When Joachim is at work or on a trip,
his iPhone and laptop do not see his other devices. As a consequence, Joachim
will be unable to synchronize his devices. This is a consequence of mDNS.

The limitation of mDNS can be addressed with a central DNS server on Joachim’s
router device. This central DNS would then act as a proxy for mDNS. When
Joachim is at work, his iPhone contacts the DNS server on his router device
for retrieving device information. Since mDNS and DNS-SD are orthogonal
specifications, using a central DNS server is transparent for CIMPLE.
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Figure 2.4: CIMPLE’s contact management component includes the People
Framework and a Device Manager which uses mDNS/DNS-SD.

2.1.2 Metadata Management

Joachim uses different applications for music playing: on the office PC at home,
he uses Banshee: a music player for Linux that came with the free Ubuntu Linux
Desktop distribution installed on that PC. His work laptop runs Windows XP and
has Windows Media player installed and his iPhone uses the iPod music player.

Joachim has a difficult time keeping his music collection synchronized between
these devices. Replicating his music collection on all devices does not solve the
problem since every application uses an application-specific file format for storing
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metadata. For example, if he rates a song in Banshee, Windows Media Player
does not “see” this rating. Even if Joachim uses the same music player on all
his devices, synchronization of metadata is not easy. If Joachim rates a song on
his desktop, we can not copy the music player’s database to his other devices
since these device might contain unsynchronized changes and conflicts can occur
between changes on different devices. To synchronize Joachim’s music players, we
need an algorithm that deals with conflicts. The algorithm needs to work with
all of Joachim’s applications since he faces the same problem when using different
email, photo management and other applications. The solution to this problem is
to represent application metadata in a uniform format and define a synchronization
algorithm for that format.

The problem of application metadata representation is a recognized problem in the
world of desktop search engines: Google Desktop Search [74], Microsoft Search [78],
Beagle [14], Tracker [151], Apple’s Spotlight [71], . . . . These desktop search engines
use the same principle: they try to support as many standard and application-
specific file formats as possible and index the metadata and contents from these
files in one database. Desktop search engines aim to provide a uniform desktop
search interface for all of a user’s data. The Tracker project goes one step further:
it provides an interface for applications to enter their metadata directly in the
Tracker database. Direct use of Tracker’s database by applications has several
benefits: 1. applications do not have to develop an application-specific file format
2. Tracker does not need to support this file format and 3. there is no overhead
for indexing. Tracker’s approach provides a smooth migration path to a more
integrated desktop environment. It keeps support for existing application-specific
formats. At the same time, it provides a uniform metadata storage interface for
applications to use Tracker directly. Applications that use Tracker directly for
their metadata storage can reuse metadata made available by other applications.

The first requirement for CIMPLE’s metadata management component is to
extend uniform metadata representation on one device with a synchronization
algorithm. If Joachim’s metadata is synchronized between his laptop, iPhone and
desktop computer, he has a uniform view on his data. He is still unable to retrieve
the actual data, that is the responsibility of CIMPLE’s storage management
component.

The second requirements for CIMPLE’s metadata management component is
sharing of data. Joachim want to share parts of his metadata with other people:
calendar appointments with his household members, his photo albums with friends,
. . . CIMPLE needs to define a message format and a transport medium to share
metadata with Joachim’s friends. In addition, it needs to define a mechanism to
integrate shared metadata in the recipient’s metadata database.

In the rest of this section, we first describe how metadata is represented, searched
and stored. We use existing technologies to do this. Next, we describe our
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metadata synchronization algorithm. Subsequently, we describe the message
format for sharing metadata portions and how it reuses existing transport
mediums. We end with a summary.

2.1.2.1 Metadata Database

We use the most widely known format for representing metadata: the Resource
Description Framework (RDF) [99, 15, 90]. RDF is a set of specifications,
maintained by the World Wide Web Consortium. The idea of RDF is to make
statements about resources in the form of subject-predicate-object expressions.
These expressions are known as triples in RDF terminology. The subject denotes
the resource, the predicate denotes traits or aspects of the resource and expresses a
relationship between the subject and the object. For example, one way to represent
the notion “The sky has the color blue” in RDF is as the triple: a subject denoting
“the sky”, a predicate denoting “has the color”, and an object denoting “blue”.

The subject of an RDF statement is a Uniform Resource Identifier (URI) [18].
URI’s are a generalized form of web-accessible URL (Uniform Resource Locators)
[101]. The predicate of an RDF statement is also a URI. The object is a URI or
a literal.

RDF is an abstract model with several serialization formats (i.e., file formats),
and so the particular way in which a resource or triple is encoded varies from
format to format. To store RDF triples, there exist a wide variety of RDF store
implementations. Many of these implementations use a traditional SQL database
as backend.

Every one of Joachim’s devices has a metadata database. CIMPLE provides
an interface to add and remove triples to the metadata database and query the
database. To query the RDF database, we reuse another RDF related standard:
SPARQL [127]. SPARQL is a recursive acronym for SPARQL Protocol and RDF
Query Language. In CIMPLE, we ignore the “protocol” part of the specification
and only reuse the “query” part. In addition, CIMPLE’s API provides a set of
classes that map objects to RDF statements and classes. Examples of classes are
Song, Movie, Document, File, . . .

Joachim is never directly exposed to the SPARQL query language or RDF
metadata representation. His applications use RDF/SPARQL for the metadata
that is presented to Joachim in the application’s user interface.
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2.1.2.2 Synchronization

In order to provide Joachim with a uniform view on his data, we need to keep the
metadata databases on his laptop, desktop computer and iPhone synchronized.
Our explanation of the data structures and synchronization algorithm is written
from the point of view of Joachim’s laptop. The algorithm is exactly the same
on Joachim’s desktop and iPhone. To support the synchronization algorithm,
CIMPLE maintains the following data structures on Joachim’s laptop, desktop
and iPhone.

� A variable, INTERVAL which denotes the interval in number of minutes the
laptop waits before synchronizing again with the desktop and iPhone.

� A Mercurial [2] repository with one file named metadata log. Mercurial is
a distributed version control system (DVCS). Every time an RDF triple
is added, deleted or updated through CIMPLE, a line is added to the
metadata log file. Every line in the metadata log file has the following
form: < A|D|U >< RDF − triple >. The first character denotes the type
of operation: add (A), delete (D) or update (U). Next, the line contains
the involved RDF triple in the N-Triples [62] RDF serialization format.
N-Triples is a serialization format which prints the subject, predicate and
object of an RDF triple and separates them with a space. Subsequently,
CIMPLE commits the metadata log file in the metadata repository. The
act of committing a change in a distributed version control system is a
local operation and creates a local changeset. A changeset contains a
diff between the previous commit and the current repository version and
a number of attributes. In our case, the diff is the line we added to the
mercurial log file. The reason why CIMPLE uses N-Triples is that it is
the only serialization format that does not support multiple serializations of
the same RDF content. This property implies that identical modifications to
an RDF database generate identical changesets. One attribute of a changeset
is relevant for our synchronization algorithm: the timestamp of the commit
operation. Every device maintains its own Mercurial repository.

� The authorized keys file. The authorized keys file is a file used by the
Secure Shell service. Secure Shell (SSH) [150] is a remote login service that
is present on most modern operating systems. The authorized keys file
contains a list of public keys. Each public key belongs to a user that can
log on to the account containing the authorized keys file. For every device
Joachim trusts, the SSH key of Joachim’s account on that device is added
to the authorized keys file. Joachim’s laptop adds Joachim’s SSH keys
from his desktop and iPhone to the authorized keys file. This enables the
desktop and iPhone to retrieve an up-to-date copy of the mercurial repository
on Joachim’s laptop.
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� A dictionary named CHECKSUMS which contains checksums of RDF triples
as keys and a timestamp as value. The timestamp denotes the last time an
operation is performed on a RDF triple.

Figure 2.5: Metadata log synchronization. Every device replicates every other
device’s metadata log. Synchronization is uni-directional. In this example,
Joachim’s laptop synchronizes with his desktop.

In section 2.1.1.1, we described how CIMPLE maintains Joachim’s device list.
Every INTERVAL minutes, CIMPLE contacts Joachim’s iPhone and desktop for
synchronizing metadata changes. Figure 2.1.2.2 illustrates the synchronization
between Joachim’s laptop and desktop. On the top, figure 2.1.2.2 contains
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Joachim’s device and the Mercurial repository versions before synchronization.
The bottom part is the state of the Mercurial repositories after synchronization.
Every device has a copy of the mercurial repository of every other device. The goal
is to bring these copies up-to-date on every device and merge the changes in the
metadata database. When Joachim’s laptop contacts his desktop, it notices that
the desktop has a more recent version of Joachim’s iPhone Mercurial repository
and that the desktop made some changes to its own metadata repository. After
synchronization, the desktop and iPhone Mercurial repositories on Joachim’s
laptop are updated. Since every device contacts all other devices, the metadata
logs are eventually synchronized.

Listing 2.1 illustrates the algorithm to merge received metadata log updates. In
plain text for the synchronization between Joachim’s laptop and desktop:

1. Aggregate the downloaded changes to the mercurial repositories of Joachim’s
iPhone and desktop (line 1).

2. For every new changeset, iterate over every new line in the log (lines 2 and
3).

3. Calculate the SHA-1 hash of the RDF triple (line 4).

4. If the CHECKSUMS structure already contains the hash (line 5), compare
the timestamp in the CHECKSUMS structures of Joachim’s laptop with the
changeset timestamp.

(a) If the timestamp in the changeset is more recent (line 6), execute
the operation on the laptop’s RDF database and update the laptop’s
CHECKSUM structure (lines 7-8).

(b) Else, do nothing (lines 9-10).

5. If the CHECKSUMS structures does not contain a key for the calculated
SHA-1 hash, execute the operation on the local RDF database and update
the CHECKSUMS structure (lines 11-13).

1 new changesets = mercur ia l . sync ( remote dev ice )
2 f o r changeset in new changesets :
3 f o r operat ion in changeset . added l i n e s :
4 H = hash ( operat ion . n t r i p l e s s t a t emen t )
5 i f CHECKSUMS. has key (H) :
6 i f CHECKSUMS[H ] . timestamp < changeset . timestamp :
7 ex e cu t e s t a t emen t on l o c a l r d f db ( operat ion . type , operat ion . t r i p l e )
8 CHECKSUMS[H] = ( operat ion . type , changeset . timestamp )
9 e l s e :

10 NOP
11 e l s e :
12 ex e cu t e s t a t emen t on l o c a l r d f db ( operat ion . type , operat ion . t r i p l e )
13 CHECKSUMS[H] = ( operat ion . type , changeset . timestamp )

Listing 2.1: CIMPLE’s metadata synchronization algorithm.
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In short, our synchronization algorithm uses Mercurial to record changes and check
for remote changes in the metadata repository. We use an SSH connection to secure
the data transfer of changes. The algorithm operates under two assumptions: more
or less synchronized clocks and that a conflicting operation (add and delete) on
the same RDF triple at the same time is very unlikely. These two assumptions
seem more than reasonable:

� Almost every laptop, desktop and iPhone can synchronize its clock with NTP
servers on the Internet and has a good internal clock.

� The chance that Joachim executes an ADD of an RDF triple on one device
and a REMOVE of the same RDF triple on another device at the exact same
time is negligible.

If Joachim does not use his iPhone for a long time, the repositories of Joachim’s
desktop and laptop stored on the iPhone will be synchronized when the iPhone
comes online the next time. If Joachim’s iPhone breaks, the other devices will not
be affected as long as one device was able to synchronize the last changes Joachim
made on his iPhone before it died. Other devices will use the mirror of Joachim’s
iPhone repository on that device. Notice that our algorithm permits Joachim
to replace all his devices over time. A new device results in a new mercurial
repository that will be synced and an old devices results in a metadata repository
with no more changes that will stay on the local disk of existing devices and will
be replicated by new devices when they first come online.

2.1.2.3 Sharing

Joachim frequently wants to share (meta)data with his friends and household
members. CIMPLE’s contact management component described in section 2.1.1
provides a uniform contact list. The CIMPLE API provides an operation to
share metadata with a person in the contact list of the Contact Management
component. The shared metadata is transferred to the recipient in a standardized
representation. That representation uses the same serialization format as
CIMPLE’s synchronization algorithm: N-Triples [62]. If CIMPLE’s contact
management component contains a public key for the recipient, the set of N-Triples
is encrypted with the recipient’s public key.

Depending on the transport medium and user interface for that transport medium,
the recipient will be offered the choice to accept or refuse shared triples. If a
recipient accepts the shared metadata, it is integrated in the recipient’s metadata
database.

To transport shared RDF triples, CIMPLE reuses existing transport mechanisms:
email and the XMPP instant messaging protocol. If the recipient is online,
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CIMPLE prefers the real-time XMPP protocol [135, 136] to transfer shared triples.
Otherwise, email is used.

XMPP

If the contact list provides us with an XMPP identifier for a contact, the contact
is online and the contact supports shared RDF triples, CIMPLE uses XMPP as a
transport medium for shared RDF triples. XMPP is the eXtensible Messaging and
Presence Protocol. XMPP is a generic real-time communication protocol that is
used by Google Talk to provide a chat service similar to ICQ, MSN and AIM. The
difference with other chat protocols is XMPP’s generality. XMPP can be used as
a transport medium for remote procedure calls or for any kind of structured data
transfer in real-time. XMPP is based on XML [24] and can be extended with any
XML namespace [23].

When Joachim shares metadata with Rick, CIMPLE first checks if Rick is online.
If Rick is online, CIMPLE opens a communication session with Rick and makes
use of XMPP entity capabilities extension [105] mechanism to check whether Rick
supports shared RDF triples. The transfer itself happens in a normal XMPP
message within a special XML-element. Listing 2.2 illustrates an XMPP message
to share RDF triples. The message contains the standard XMPP attributes to
denote the sender and recipient. Joachim added a note to the shared triples.
Rick’s XMPP client uses this note when it asks Rick to accept the shared triples.
The special XML-element “cimple:share” encapsulates the shared triples.

<message
to=’ r ick@gmail . com/cimple ’
from=’ joachim@gmail . com/cimple ’
type=’normal ’
xml : lang=’en ’>
<subject>
Hey Rick , these are the coo rd ina t e s o f the guy we ta lked about .
</subject>
<cimple : share>

//RDF Tr ip l e s in N−Tr ip l e s format .
</cimple : share>

</message>

Listing 2.2: XMPP message with shared RDF triples

Internet Email

Joachim’s unified contact list contains the mail addresses for most of his contacts.
Since email is a suitable medium to transfer small fragments of plain text (RDF
triples in N-Triples notation in our case), CIMPLE uses email as a fallback when
a contact has no XMPP identifier, is offline or does not support transferring RDF
triples through XMPP.
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CIMPLE sends the set of shared RDF triples as a multi part mail message to
Rick, much in the same way as calendar information is shared with iCalendar
messages [43]. The MIME type for N-Triples [62] is application/x-ntriples. Listing
2.3 contains an example email message.

Listing 2.3: Email message with shared RDF triples
MIME−Vers ion : 1 .0
Sender : joachim@gmail . com
Reply−To : joachim@gmail . com
Received : by 1 0 . 1 0 3 . 5 . 7 with HTTP; Thu , 10 Sep 2009 04 : 31 : 11 −0700 (PDT)
Date : Thu , 10 Sep 2009 13 : 31 : 11 +0200
Message−ID : <a8a10a0909100431p2dd77a3cqa360297fc146760c@mail . gmail . com>
Subject : Joachim Shared something with you
From : Joachim <joachim@gmail . com>
To : Rick <r ick@gmail . com>
Content−Type : mult ipart /mixed ; boundary=”=−isAxTcqmzx1WGYrMDno/”

−−=−isAxTcqmzx1WGYrMDno/
Content−Type : t ext / p l a in
Content−Transfer−Encoding : 7 b i t
Content−Di spo s i t i on : i n l i n e

Hey Rick , these are the coo rd ina t e s o f the guy we ta lked about .

−−=−isAxTcqmzx1WGYrMDno/
Content−Type : app l i c a t i on /x−n t r i p l e s
Content−Transfer−Encoding : 7 b i t
Content−Di spo s i t i on : i n l i n e

//RDF Tr ip l e s in N−Tr ip l e s Format

−−=−isAxTcqmzx1WGYrMDno/−−

If Rick’s mail client supports CIMPLE, it will present Rick with a dialog to check
whether he wants to integrate the shared metadata in his metadata database.

Local Email

If Joachim does not like the idea to transfer metadata shared with his household
members through Internet email or does not want to make and configure a separate
email account for the guest user on his media center PC, he can choose to enable
a local email service on his router. The local email service is a special purpose
CIMPLE-only mail service which does not require configuration.

The local mail service receives email through SMTP [22] protocol and serves
messages to users with the POP3 [109] protocol. The message format is exactly
the same as we described in listing 2.3.

The mail service on the router advertises its SMTP server with MX records for
the .local domain in mDNS. The POP3 service is advertised with DNS-SD records
in mDNS.
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The router monitors mDNS for cimple service types. For every user it discovers
in the cimple service type, it creates a user account with the user’s public key as
login name.

To send mail, a user looks up the server’s MX records in mDNS and opens an
SMTP session to the server. The mail address of the recipient is its public key.
The domain is the .local domain.

To receive mail, CIMPLE periodically checks the POP3 service advertised through
mDNS/DNS-SD. When connecting to the POP3 service, the POP3 service sends
a greeter message. This greeter message contains a challenge. The user needs to
encrypt this challenge with his private key and send it back as password to the
POP3 server. Since the user’s public key is his user name on the POP3 service,
the POP3 service can authenticate the user with the challenge and his user name.
CIMPLE downloads new mail and asks the recipient whether he wants to add the
retrieved metadata to his metadata database.

Joachim’s router has the necessary processing requirements to act as a low-traffic
local SMTP/POP3 service. However, most embedded routers do not provide
storage facilities. Since the router only stores messages until the user downloads
them through POP3, the storage requirements are small. A mail message to share
RDF triples is a few kilobytes in size. If Joachim plugs in an old 512MB USB
drive in his router, it provides storage for millions of mail messages.

2.1.2.4 Summary

Figure 2.6 adds the details of the Metadata component to the CIMPLE design.
We described how CIMPLE reuses RDF, SPARQL and an RDF store to uniformly
present Joachim’s metadata and includes a mapper that represents the RDF
database as a set of objects. Joachim’s metadata is replicated on every one of
his devices. The metadata databases are synchronized with a custom algorithm
that relies on a log of metadata statements in a Mercurial Distributed Version
Control system and SSH to transfer the log. The synchronization algorithm deals
with device failures and does not require action when all of the original devices
disappear over time.

To share metadata, we use the N-Triples RDF serialization format with optional
encryption and XMPP or email as transport mediums. In both cases, we use a
push-based sharing technique. The XMPP transport medium pushes the shared
metadata directly to the recipient. If a recipient is offline, the email transport
mediums caches the pushed data on a server.
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Figure 2.6: CIMPLE’s metadata management component stores information in an
RDF database and a metadata log. It includes a SPARQL query engine, an Object-
Oriented mapper of the information in the RDF database, a synchronization engine
and a sharing engine.

2.1.3 Storage Management

While we think it is a realistic assumption to replicate Joachim’s metadata on
all his devices, this is certainly not true for his data. His combined collection
of movies, music, photos, documents exceeds the capacity of any single device.
However, we do want to have a uniform view on Joachim’s data. To realize
this uniform view, we associate a unique identifier with every data item. Every
data item is encrypted and replicated on at least two devices to deal with
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device failures. CIMPLE monitors the number of active replicas and restarts
the replication process when one of the devices holding a replica of a data item
fails. The data item’s identifier and its encryption key are stored in Joachim’s
metadata repository and synchronized with all his devices using the metadata
synchronization algorithm discussed in section 2.1.2.2. The uniform data view
is realized because all data item identifiers are in the metadata database and by
CIMPLE’ Storage Management component. The Storage management component
provides an operation to retrieve a data item with its identifier, irrespective of
where the data item is located on the network.

CIMPLE’s Storage Management component provides four API operations: put,
get, hoard and share. The put operation creates a new data item in CIMPLE from
a local file and returns its unique identifier. The get and hoard operations retrieve
a data item (get) and enforce local caching of a data item (hoard) through its
identifier. The share operation shares a data item with a contact from Joachim’s
unified contact list as we discussed in section 2.1.1.2. Joachim never interacts
directly with these operations and does not need to know the concept of data
identifiers. Applications using CIMPLE combine the Metadata Management
functionality with the Storage Management functionality to present Joachim’s
data. If Joachim opens a file with an application that supports CIMPLE, the
application looks up the file’s identifier in the Metadata Management component
and then retrieves it with the get operation of the Storage Management component.

The Storage Management component relies on the BitTorrent [36] protocol for
its actual data transfer. We continue this section with an introduction of the
BitTorrent protocol, Next, we discuss the high-level replication process followed
by the details of the replication process. We end with a description of the API
operations and a summary.

2.1.3.1 The BitTorrent Protocol

BitTorrent is a protocol that facilitates data transfers across a network. The core
concepts of the BitTorrent protocol are peers, trackers and .torrent files. Every
node participating in the BitTorrent protocol is a peer, a tracker is a central
component on the network used to discover peers and a .torrent file contains
metadata about a data item.

When a user wants to make a data item available on the network, he first creates
a .torrent file. The .torrent file contains the URL of the tracker component that
will be used to facilitate file transfers, an info dictionary and optional fields for
a comment, creator identifier and creation time. The info dictionary contains
hash values for different pieces of the original data item. A .torrent file has a
unique identifier. This unique identifier is the SHA-1 hash of the info dictionary.
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In BitTorrent, different pieces are downloaded from different peers. The info
dictionary enables to check individual piece integrity.

The size of a .torrent file varies from a few kilobytes to tens of kilobytes depending
on the number of pieces. A user distributes a .torrent file to interested parties or
makes it available online. He acts as a peer in the BitTorrent network and connects
to the Tracker. A peer that has retrieved the complete data item is called a seed
in BitTorrent. The user that makes the data item available is the initial seed. The
only task of a tracker is to connect peers to each other who have or are interested
in the same .torrent file. It does the matching using the .torrent’s unique identifier.

Users interested in downloading a data item connect to the Tracker and ask for
connected peers that have or are interested in a given .torrent identifier. The
tracker returns a list of peers. A user then opens parallel connections to (a subset
of) the retrieved peer list. The protocol used in these connections takes care of
data transfer.

BitTorrent is different than traditional centralized data transfer mechanisms like
HTTP and FTP. With BitTorrent, when multiple peers are downloading the
same file at the same time, they upload pieces of the data item to each other.
When multiple seeds are present for a data item, peers download pieces from
different seeds. These two techniques distribute the load across all peers and make
maximum use of available bandwidth because pieces are downloaded in parallel
from different peers.

2.1.3.2 Basic replication process

Suppose Joachim wants to store a new data item in CIMPLE from his laptop
computer. Figure 2.7 illustrates the replication process.

1. On Joachim’s laptop, the CIMPLE middleware encrypts the data item
Joachim wants to store. Next, CIMPLE creates a .torrent file from the
encrypted data item. CIMPLE uses the identifier of the created .torrent file
as the data item’s identifier and stores this identifier and the encryption key
in the metadata database. The identifier and encryption key are replicated
with the metadata synchronization algorithm we discussed in section 2.1.2.2.

2. CIMPLE acts as an initial seed for the .torrent file and advertises it to the
Tracker instance on Joachim’s router.

3. CIMPLE uses its device list (see section 2.1.1.1) to select two trusted devices
to store the encrypted data item. In figure 2.7, these devices are the media
center PC and the NAS device. For every selected device, CIMPLE uploads
the .torrent file.
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Figure 2.7: CIMPLE’s replication process. Joachim creates a new data item on
his laptop. The media center PC and NAS device provide persistent storage for
this data item.

4. When a device receives a new .torrent file, it asks the Tracker instance on
Joachim’s router for peers.

5. The media center PC and NAS device start downloading the data item from
Joachim’s laptop. Over time, the media center PC and NAS device will also
start downloading from each other.

2.1.3.3 Replication details

Representation

When a new data item is added to CIMPLE it is encrypted and gets an associated
.torrent file. In CIMPLE we want to avoid storing the same data item on too
many devices. Suppose Joachim and his wife Hannah have the same data item on
their laptop and they both add it to CIMPLE. Joachim and Hannah create two
different .torrent files since encrypting the same data item twice results in different
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encrypted versions. To avoid this, we use a concept called convergent encryption.
With convergent encryption, identical unencrypted versions of a file, result in the
same encrypted versions. In our case this also results in identical .torrent files.

Suppose Joachim adds the data item first on his laptop and the laptop replicates
the data item on the media center PC and NAS device as it is illustrated in figure
2.7. Later, Hannah adds the same data item to CIMPLE and creates an identical
.torrent file. Next, Hannah’s laptop contacts the Tracker instance and advertise
itself as a seed of the data item. It also receives a list of peers from the Tracker.
Using this list of peers, Hannah knows that the media center PC, NAS device are
already downloading the data item or finished downloading. If CIMPLE detects
that the replication process is already busy or finished, it refrains from selecting
other devices to upload the .torrent file.

convergent encryption leaks information: It is possible for other users to detect
what files are stored on a device if they have the unencrypted version of those
files. In a home context, we think the trade off between the limited information
leak and more efficient storage is an acceptable engineering trade off.

To implement convergent encryption, CIMPLE uses the Salsa20 symmetric stream
cipher algorithm [20] and a per-data-item generated key that is a function of the
unencrypted data. We choose a stream cipher for encryption since stream ciphers
do not require (random) padding data to be added at the end of a file.

With convergent encryption and the torrent’s identifier as data identifier, we
achieve what is called Content-Addressable Storage in the literature. In Content-
Addressable Storage systems, a data item is identified by a unique identifier which
is a function of the data item’s contents. In CIMPLE, a data item is identified
by the identifier of its .torrent file. The .torrent file’s identifier is based on hashes
derived from the encrypted version of the original data item that is encrypted with
convergent encryption.

The .torrent files that CIMPLE creates are standard BitTorrent .torrent files with
extra restrictions.

� Every .torrent represents only one data item whereas the format specification
permits torrents representing multiple data items. Since the Torrent’s
identifier is used in our metadata database, we would be unable to associate
metadata with one data item in a torrent it if has multiple data items.

� The Tracker URL is empty since the Tracker advertises itself with multicast
DNS and DNS Service Discovery (see section 2.1.1.1. On Joachim’s network,
one of his devices needs to act as BitTorrent tracker. Since the tracker is
the component that enables peers to discover other peers, it needs to be a
device that is always on. Furthermore, it has low processing and bandwidth
requirements since it does not transfer files itself. It just keeps a list of peers
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and the identifiers of the torrent files these peers have or are interested in.
Joachim’s embedded router is a device that matches these requirements.

The data item’s identifier and encryption key are stored in the metadata database.
Since this metadata database is synchronized between Joachim’s device, the data
item’s identifier and encryption key will be available on any device Joachim uses. It
is up to applications that use the CIMPLE middleware to associate extra metadata
with the data item’s identifier. For example, in section 2.2.1 we describe how a
standard POSIX filesystem can be built on top of CIMPLE. In this case, the
filesystem stores file and directory names in the metadata database and associates
them with a data identifier. When a user browses the filesystem and opens a file,
the filesystem queries the metadata databases to lookup the data item identifier
associated with the file’s name.

Storage Nodes

From the users point of view, there is one CIMPLE middleware that his local
applications use. The CIMPLE middleware is a per-user process that starts
running when a user logs in on one of his devices and stops when the user logs
out. The middleware takes care of contact management, metadata management
and storage management. In addition to this per-user process, every CIMPLE
device also runs a system-wide process. The system-wide process stores encrypted
data items and their .torrent files. There are two reasons why we choose to add a
system-wide process:

� waste of disk space: If every user on a multi-user machine runs their own
CIMPLE middleware, encrypted files that are requested by two users are
stored multiple times. In contrast, if the CIMPLE middleware delegates the
retrieval of encrypted data items from .torrent files to a system-wide process,
the system-wide process notices that another user is interested in an already
downloaded file and can serve it from the local disk.

� replication service availability: Suppose there is no system-wide process
and Joachim stores a data item in CIMPLE on his laptop. The laptop
replicates the file to the office desktop where Hannah is logged in and the
media center PC where the guest user is logged in. If these two users log
out, Joachim’s new file is suddenly unavailable on the network. Therefore, we
delegate the task of accepting .torrent files from other devices for replication
to the system-wide process.

The system-wide process accepts .torrent files for replication through a custom
HTTP server. The HTTP server interprets a PUT command as a request
to replicate a data item. A PUT command takes the following form “PUT
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torrent identifier.torrent“. The body of the PUT command contains the
contents of the .torrent file. A PUT command is a question from a CIMPLE per-
user process on one device to the system-wide process on another device: “Here is
a .torrent file, do you want to replicate the data item it represents?” The system-
wide process on the receiving device can acknowledge replication with a HTTP
“201 Created” code as a response or refuse the replication by returning a HTTP
error code.

� If the receiving device has insufficient disk space to store the data item
associated with the .torrent it generates a “507 Insufficient Storage” response
code.

� If the receiving device does not trust the sender, it generates a “401
Forbidden” response code. To check trust, we use client-side SSL
authentication and the Device Manager described in section 2.1.1.1. For
authentication, the client presents a self-signed certificate to the server. The
key in the certificate is generated from the sender’s SSH key. Since trust is
checked by the system-wide process running the HTTP server, it needs to
maintain a list of trusted devices. On devices with user accounts, the list
of trusted devices is the aggregation of the trusted devices of all users. On
devices without user accounts like Joachim’s NAS device, it is a configurable
list. In the case of the NAS device, the list can be administered through
a web-interface which, for example, provides Joachim with the persons
discovered through the service discovery mechanism from section 2.1.1.1.

The port of the system-wide HTTP server is advertised through a DNS SRV record
with the mDNS/DNS-SD system described in section 2.1.1.1. The SRV record is
associated with the cimple type that every device running a CIMPLE service
advertises.

Note that storing a data item does not imply that a device can read the data item
since it is encrypted and the encryption key is in the metadata repository. The
metadata repositories are synchronized between Joachim’s user accounts and the
system-wide processes can not access these databases. In Joachim’s case: if he
asks his NAS device to store data item, the NAS device downloads the encrypted
data item and is able to serve it to other devices but is not able to decrypt it.

Since the system-wide process needs to download the data items associated with
the .torrent files it receives, it also acts as a BitTorrent peer. The system-wide
process continuously monitors the list of stored .torrent files and advertises these
to the Tracker instance on Joachim’s router. If the system-wide process does not
have the full data item associated with a .torrent file, it asks the Tracker instance
for peers and starts downloading the data item.
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Storage Placement

CIMPLE needs to select devices it wants to use to replicate a data item. The
goal is to have every data item replicated on two devices. To achieve this goal
we use information available in the BitTorrent protocol and an extra information
field of SRV records. When a device is selected, a HTTP PUT request is send to
the device containing the .torrent file and the receiving device automatically starts
downloading the data item associated with the .torrent file.

To make sure that a new .torrent file is replicated on two devices, we use the
following procedure:

� Connect to the Tracker instance and request peers.

� For every peer, check if it is a seed. If another peer than ourselves is a seed,
this implies that the data item has been uploaded already by another user.
Remember that we use convergent encryption, so two users that want to
store the same plain text file will generate the same .torrent file.

� If we find two seeds or two peers that are in the process of downloading the
data item, stop the process.

� If there are no other peers, select two trusted devices from the device list
managed by CIMPLE’s Contact Management component. If there is only
one other peer, select one device from the device list. Devices are selected
with a probabilistic method and the “Weight” attribute in the advertised
SRV records of every device. The “Weight” record of an SRV record is defined
in the DNS specification. A Weight record has a value in the [1−65535] range.
The DNS specification requires that the chance of an SRV record being
used is proportional to its advertised value. Every CIMPLE device keeps a
monthly running average of its own availability and maps the moving average
percentage to the interval [1− 65535]. A device advertises this value as the
“Weight” attribute of its own SRV record. With the “Weight” attribute,
more available devices are preferred for data item replication. In practice,
Joachim’s NAS device and media center PC are on most of the time and
have the highest chance of being selected to replicate a data item.

� Schedule the next run of the process in 10 minutes. If a device refuses to
accept a .torrent file, this will be detected in the next run of the process
since there are no 2 peers in addition to the initial seed and a new peer will
be selected.

Since users are the ones who create data, it is the per-user process that executes
the above procedure. If the per-user process notices that there are two other seeds
who have the data item, it deletes the .torrent and data item and stops advertising
itself as a peer to the Tracker.
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Failed Storage Nodes

Devices come and go. Joachim might buy a bigger NAS device that consumes less
energy, or the newest media center PC that support Full HD Video. If Joachim
removes his old media center PC from his network, CIMPLE needs to detect this
and replicate the data items stored on the old media center PC on another device.

The problem for CIMPLE is to know the difference between an offline device and
a failed or replaced device. We do not have the perfect solution for this problem.
Instead, we use an heuristic: if there are less than two seeds for a .torrent for more
than 3 days, an extra device is selected for storage with the procedure described
above. Every device that is a seed can ask another device to store a data item.
For example, Joachim creates a new data item on his laptop. This data item is
replicated on his NAS and media center PC. The per-user process that initiated
the replication process will remove itself as seed. This leaves us with two locations
where the data item is stored: on the NAS and media center PC. If Joachim
replaces the media center PC, the NAS device notices the removal of a peer in one
(probably more) of its data items and starts the storage placement process again.
The storage placement process selects the office PC based on advertised up time
and executes a PUT request on the custom web server of the office PC. Next, the
office PC starts downloading the data item from the NAS device.

The policy we described above implements cooperative backup, even when the
original data item creator is offline.

If a device notices that a data item is replicated on too many devices, it implements
a local deletion policy. CIMPLE determines “too many devices” with two
parameters:

� The number of seeds in a .torrent it is serving

� The advertised availability of a device

“Too many devices” is defined as more than 3 seeds that have each an availability
of > 50%. The reasoning behind these two values is the following:

� more than 3 seeds: We want to have a buffer for the case when the initial
transfer is busy. A device that creates a new data item is also a seed.

� 50% availability: Joachim’s iPhone, his children’s desktops and his and his
wife’s laptop are frequently offline. The system-wide process on these devices
caches (see below) data items that are frequently used on these devices.
Thus, these devices also advertise themselves as a BitTorrent seed. If they do
not have a high-enough availability ratio (50%), they will not be considered
as valid replicas of the data item. Again, the “Weight” attribute of DNS
SRV records determines the availability of a device.
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If a device notices that there are too many devices seeding the same data item, it
starts the local deletion process. The local deletion process uses one parameter:
the device’s own availability and compares it to the availability of the other seeds.
If the device has the lowest availability, it stops seeding the data item and deletes
the data item from its disk. Note the difference with storing a data item on a
device. The decision to store a data item on a device is made by a remote device
with the HTTP PUT operation. The receiving device has the ability to refuse the
operation but will not do this if it has enough free space and the .torrent file is
valid. The decision to delete a data item on a device is a decision only the device
itself can make, no remote operations are involved. We think this policy improves
the robustness of the overall system since it is not possible for delete operations to
cross each other on the network, which would result in multiple devices deleting
the same data item at the same time and, in the worst case, make a data item
unavailable because all its seeds deleted it.

Conflict Resolution

Distributed filesystems need to implement a conflict resolution mechanism for the
case where simultaneous writes to the same data item occur. CIMPLE does not
need to do it since it acts as a pure archival solution, comparable to many backup
systems and desktop-level solutions (for example: Apple’s Time Machine [70]): it
does not permit to write or delete files. Since every data item is identified with an
identifier that is derived from the data item’s contents (in our case: the .torrent’s
file identifier), modifying a data item would create a new identifier, resulting in a
new data item for CIMPLE.

In section 2.2.1 we will describe how we model a filesystem as a CIMPLE
application. The filesystem emulates write and delete operations in metadata.
As a quick preview: a write operation creates another data item which is a newer
version of the old data item. The most recent version of a data item is tracked in
the metadata database. Conflicts in the metadata databases are resolved with the
mechanism we described in section 2.1.2.2. Delete is handled in a similar way: in
the metadata database, a data item can be marked as deleted.

The rational behind this design decision is that most data items in a home context
are read, not written. Movies, Songs, Photos are written only once. In the rest of
their lifetime, their metadata changes but the data itself stays the same.

Disconnected Operation

If Joachim is on a business trip, he wants to have his documents and spreadsheets
available for offline usage on his laptop and iPhone. To cover this case, we
implemented a solution similar to the solution proposed in the Coda [89, 140]
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filesystem: a user can specify that he wants to have a data item available for
offline usage.

During normal operations, the system-wide process caches frequently requested
items on the local disk to speed up data retrieval. If there is no configuration
parameter that specifies the upper limit of the system-wide cache, CIMPLE uses
free space on disk with a maximum of 90% disk usage. If the disk cache is full,
items with the oldest last access time are deleted. On most filesystems, last access
time is available as an attribute for every file. If the last access time attribute is
not available, the last modification time or creation time are used (in that order).
Deletion based on last access time is an LRU (Least Recently Used) policy.

In addition, the cache can be manipulated with the “hoard” API operation.
“Hoarding” a data item implies that the cache will keep it, irrespective of its
last access time. A hoard operation expires after one day which implies that a
user needs to refresh the data item he wants to keep in the cache at least once a
day. We implemented this policy to prevent that the cache fills up with hoarded
data items that are never deleted.

2.1.3.4 Operations

Put operation

When Joachim’s adds a new data item to CIMPLE, his application executes the
put operation of the local CIMPLE per-user process. The per-user process encrypts
the data item and creates a .torrent file. Then, it returns the data item’s identifier
to the application. In the background, it starts the replication process.

Get operation

When Joachim’s application wants to read a data item, it executes the get
operation on the local CIMPLE per-user process. The get operation delegates
the responsibility of downloading the data item to the system-wide process.
This system-wide process contacts the Tracker instance on the router and asks
for peers that have the data item using the data item’s identifier. Using the
BitTorrent extension for peers to send metadata files described in [65], it downloads
the .torrent file from one of the peers and subsequently starts downloading the
data item itself. When the download is finished, the system-wide process stores
the encrypted version in its cache and notifies the per-user process where the
downloaded data item is stored. The per-user process looks up the encryption key
in the metadata database, decrypts the data item and stores it in its own cache
of decrypted data items. The location in the cache of decrypted data items is
returned to the user as the location of the requested data item.
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If the unencrypted data item is in the cache of the per-user process or the encrypted
data item is in the cache of the system-wide process, no network transfer occurs.

Hoard operation

The hoard operation on a per-user process is forwarded to the system-wide process
and ensures that a data item will stay in the system-wide cache for at least one day.
If the data item is not yet in the cache, it is downloaded with the get operation
described above.

Share operation

Section 2.1.2.3 described how CIMPLE shares metadata with email or XMPP
messages as transport. If we have a public key of the recipient, the email or
XMPP message will be encrypted with this public key.

To share data items, we use the same technique. The recipient receives a mail or
XMPP messages with a set of RDF statements in N-Triples format. Using the
information in these statements, the recipient is able to download the data item.

To download a data item with BitTorrent, a recipient needs three parameters: the
location of the tracker, the BitTorrent identifier and the encryption key. Listing
2.4 shows an example of a set of RDF statements that denote a data item shared
with someone. The location of the Tracker instance is the public IP address of
Joachim’s router. Since Joachim’s router has a dynamic IP address, we can not
just send the IP address since that may change in the future which would render
data inaccessible. Therefore, CIMPLE requires that the router has a DNS name.
Many routers already support dynamic DNS services like tzo.com and dyndns.org
which can be used for this purpose. The BitTorrent identifier is the ID of the
shared data item and the encryption key is the per-data item key stored in the
sender’s metadata database.

urn : c imple :<BitTorrent−i d e n t i f i e r > cimple : encryptedWith <key >.
urn : c imple :<BitTorrent−i d e n t i f i e r > cimple : t r a ck e r In s t anc e <route r name>.

Listing 2.4: Example set of RDF triples to share a data item.

If Joachim wants to share a data item with a friend, he includes other metadata
attributes of the data item in his mail or XMPP message as we described in
section 2.4. To download the data item, the recipient contacts Joachim’s router.
The router returns a list of devices who have the data item and the recipient starts
downloading the data item from these devices. CIMPLE does not have to deal
with NAT traversal techniques since the BitTorrent protocol already does that.
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2.1.3.5 Summary

Figure 2.8: CIMPLE’s storage management component includes a per-user process
and a system-wide process. The per-user process is the interface for the user
and delegates the retrieval of data to the system-wide process. The system-wide
processes provides persistent storage in cooperation with system-wide processes
running on other nodes.

In this section, we described CIMPLE’s Storage component. The third and last
component of our CIMPLE design. The storage component encrypts every file with
Salsa20 encryption and replicates it on the network. It deals with device failures,
includes a cache for offline operation and enables to share data with other users
using only the sharing mechanism discussed in section 2.1.2.3. To achieve this,
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the Storage component relies on the existing BitTorrent protocol and a custom
HTTP server with only one support operation: PUT. Figure 2.8 illustrates how
the Storage component fits in the CIMPLE Middleware.

We identified the following limitations in the design of CIMPLE’s Storage
Management component:

� Tracker less operation: If Joachim and his family are on a holiday and
they do not have a connection to their router, they can not share data
between the laptops they took with them because the Tracker instance
running on their router is not accessible. To cover this case, we could
extend CIMPLE to fall back to the Tracker less operation extension of
the BitTorrent protocol described in [121]. In short: instead of advertising
.torrent identifiers to the Tracker instance, .torrent identifiers are advertised
using mDNS which does not require a central component. We did not make
this the default operation mode for the home context since it would require
a lot of multicast traffic in the home network.

� Data not found notification: Even with the requirements that a device
storing a data item needs to be online more than 50% of the time, it is
possible that all devices storing a particular data item are offline when
Joachim needs the data item. In this case, CIMPLE needs to notify Joachim
of this fact. Ideally it is possible to tell Joachim what device he needs to
power on. Our idea is to extend the Tracker protocol with a query that asks
for the last known seeds of a data item.

� Quality of Service (QoS): If a device fails or a lot of items are uploaded, it
might be possible that the network becomes saturated and other services like
mail and web become unresponsive. This is a limitation of the BitTorrent
protocol and is due to the fact that BitTorrent tries to maximize available
bandwidth. A solution to this is to use a QoS service on every CIMPLE
node. The QoS policy would be to give priority to services like mail and
web transfers. If no other services are active on the network, CIMPLE’s
BitTorrent component uses the maximum available bandwidth until a higher-
priority service wants to use the network. QoS is a feature that is available
in most firewalls on modern operating system (Linux, BSD, Mac OS X,
Windows).

� Delete data: We already described that deletion of data is simulated for
the user in the metadata database. Deletion of actual data is not yet possible
in CIMPLE. The problem here is the convergent encryption feature. Since
it is possible that a data item is shared between multiple users, every user
would have to agree to delete a data item. One possible solution is to extend
the custom HTTP server with a DELETE operation and include ownership
information in a .torrent file. In this case, different users create different
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.torrent files for the same data item. A user can delete its own .torrent file.
The data item is deleted when all the .torrent files are deleted that refer to
the data item.

� Unshared data: Unsharing data is not possible in CIMPLE. It is possible
to disallow a user to see newer version of a data item since every version is a
different data item in CIMPLE. If we want to implement unsharing of data,
we would have to give up convergent encryption. To unshare a data item,
a user can delete the data item in CIMPLE and re-create it again without
sharing it. The data item then has a different torrent identifier and contacts
with whom the original data item was shared do not know this identifier.
This is indeed a form of security through obscurity (in a 2160 obscurity space
since data identifiers are 160 bits). We prefer CIMPLE’s current design since
it mimics the design of well-known services like email and instant messaging:
once send, a message can not be unsend.

� Data on different physical locations: CIMPLE replicates data on
Joachim’s devices at home. However, a good backup policy requires backup
on different physical locations. Remote backup can be integrated in CIMPLE
by running an extra system-wide process with an alternative implementation:
accepted .torrent files are not stored on the local disk but uploaded to a
remote server like Amazon’s S3 [69] storage service.

2.1.4 Design Decisions

During the incremental discussion of CIMPLE’s design above, we made a lot of
design decisions. In this section, we motivate the key design decisions. To do this,
we first list the so called “ilities” which are important for CIMPLE. “ilities” is a
term used for system quality attributes, referring to the suffix of many of these
quality attributes. Next, we illustrate CIMPLE’s architecture and we end with a
motivation of CIMPLE’s key design decisions.

2.1.4.1 Requirements

CIMPLE’s main goal is to create a storage system for the home context. In
addition, CIMPLE has a set of other requirements which can be explained using
the following list of system quality attributes.

� Availability: A user’s data must be always available. When he is at home,
at work or on the road. In many cases, a user will have an Internet connection
available. However, sometimes this will not be the case and the system must
gracefully degrade in this scenario: i.e. we do not want the absence of an
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Figure 2.9: CIMPLE’s architecture: Decomposition view

Internet connection to result in a user unable to access all his data. Moreover,
a user needs to be able to have his data available on all his devices.

� Performance: CIMPLE is an alternative for a traditional filesystem and as
a consequence, it should impose a minimal overhead compared to local file
access.

� Usability: Since CIMPLE is a middleware, it is not directly exposed to
users and as a consequence usability is not a direct issue. We do want to
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provide an easy API for application developers to use and design CIMPLE
in such a way that is is an enabler for more usable end-user applications.

� Security: Since a user’s data must be available independent of his location
and device he is using (availability requirement), we need to secure a user’s
data. When transferring data on the Internet, this is obvious but it is also
necessary for data transfer on the local network: wireless networks can be
sniffed by rough users.

� Portability: CIMPLE needs to run on every device where a user wants to
store personal data: his desktop, media center but also mobile devicse like
laptops and smart phones.

� Scalability: CIMPLE should be able to deal with an explosion in the user’s
storage needs: every year a user has more music, photos, movies and other
types of data.

2.1.4.2 Architecture

We illustrate CIMPLE’s architecture using three different architectural views: 1. A
module view which is a decomposition of CIMPLE’s architecture. 2. A component-
and-connector view which illustrates the protocols, public API and connection
between the components in the system, and 3. an allocation view which illustrates
how CIMPLE’s components are deployed.

Module View: Decomposition

In this section, we introduced CIMPLE’s three components: contact management,
metadata management and storage management. Figure 2.9 contains a hierarchi-
cal decomposition of these components.

The contact management component has a contact aggregation component which
relies on the People Framework and a user / device discovery component which
uses the mDNS/DNS-SD protocols.

The metadata management component contains functionality for 1. metadata
storage using an RDF store and SPARQL for querying that store, 2. metadata
synchronization using a Mercurial as distributed version control system and SSH
for transporting synchronization information, and 3. metadata sharing using
XMPP and SMTP as transport mechanisms.

The storage management component contains functionality for 1. mapping
data identifiers on storage locations (the Tracker), 2. per-user storage and
3. system-wide storage.. Per-user storage involves torrent creation functionality,
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Figure 2.10: CIMPLE’s architecture: Component-and-connector view

an unencrypted cache for storing recently retrieved data items, BitTorrent
functionality and a replication manager. Per-system storage also contains
BitTorrent functionality and a replication monitor. In addition, it also contains
an encrypted cache and an availability monitor. The latter is used for advertising
system availability using the service discovery mechanism.
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Component-and-connector View: System

Figure 2.10 contains a component-and-connector view of CIMPLE. Straight lines
denote network communication. In CIMPLE, both the user storage and system
storage components communicate with the Tracker component using BitTorrent’s
tracker protocol. They announce data items and get back a list of storage locations
for the announced data item. The user storage component communicates with
the system storage component using two protocols: the BitTorrent wire protocol
and our own HTTP-based replication protocol. The BitTorrent wire protocol is
responsible for the actual data transfer while the HTTP-based protocol is used
to ask a system storage component to persistently store a data item. System
storage components also communicate with each other using these two protocols
for ensuring availability of data items when a system storage component fails. The
User / device discovery and metadata management components communicate in a
peer-to-peer fashion. User / device discovery components use mDNS/DNS-SD for
network communication with each other. Metadata management components use
Mercurial-over-SSH for network communication. The latter protocol is used for
synchronizing RDF logs and is the basis of CIMPLE’s synchronization strategy.

Allocation View: Deployment

Figure 2.11 illustrates how CIMPLE’s components map to physical devices.
CIMPLE’s service discovery component runs on every CIMPLE enabled device.
In addition, one device (the router) runs the Tracker component. Every device
providing persistent storage runs the system storage component and a user device
runs every component except for the Tracker component.

Both the user storage and metadata management components are responsible for
providing the public API of CIMPLE. This API consists of the put, get and
hoard operations for dealing with data files and the add, remove, search and share
operations for dealing with metadata.

2.1.4.3 Design decisions

CIMPLE’s main characteristic is its distinction between data and metadata. The
core design decisions are centered around this distinction. For data, we opted for a
content addressable storage system using convergent encryption and BitTorrent for
data transfer. For metadata, we use RDF as a unifying metadata representation
mechanism. In addition, we discuss CIMPLE’s use of cryptographic keys.
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Figure 2.11: CIMPLE’s architecture: Allocation view

Content Addressable Storage

CIMPLE identifies data using an identifier that is derived from the data itself,
making it a content addressable storage system. The concept of associating a



DESIGN 51

unique identifier with a data item is necessary anyway in a system that wants to
make data available independent of a device because therefore it needs to create a
global namespace. The design trade-off is to generate this unique identifier from
the data itself and not use a random string like a UUID as identifier. Using a
random string has the benefit that data can be modified while keeping the same
identifier. A content addressable storage identifier implies that a modified data
item is modeled as a new data item, since its identifier is different. Associating
different versions of the same data item with each other needs to be done using
another system. In CIMPLE, we opted for content addressable storage identifiers
for three reasons:

� Availability: Data must be available at all times. Allowing users to modify
previously imported data might violate this requirement.

� Workload Characterization: the type of data CIMPLE is design for is
similar to an archival workload (write once, read many). Photos, Videos
and Music does not change often. The metadata does but this is handled
by CIMPLE’s metadata management component. CIMPLE’s metadata
management component also enables modifications to data by associating
different data items with each other.

� Simplicity: Using content addressable storage simplifies the design of
CIMPLE. Using its identifier, every device can check integrity of a data item.
With random identifiers, we need to add an extra mechanism to achieve this.

Convergent Encryption

Convergent encryption implies that identical plaintext always yields the same
encrypted data. Combined with content addressable storage this gives us
deduplication at the file level. The trade off we made is to prefer better
performance and availability instead of more security.

Convergent encryption implies better performance and availability because data
is shared between users which in turn results in more efficient caches.

Convergent encryption implies weakened security because it leaks information: it
is possible for other users to detect what files are stored on a device if they have
the unencrypted version of those files.

BitTorrent

Devices like the storage server in Figure 2.11 are responsible for providing
persistent storage in CIMPLE. In theory, any device can take this role. In
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practice, storage servers will be low-powered, always-on NAS devices. In most
cases, the user device downloading data from these NAS devices will be several
orders of magnitude more powerfull. These user devices are desktops, laptops and
smart phones. In contrast to protocols like HTTP or FTP, BitTorrent downloads
the same file from multiple devices simultaneously to optimize bandwidth. As a
consequence, BitTorrent provides load balancing for the low-powered NAS devices.

RDF Metadata

CIMPLE represents all metadata as RDF. We choose RDF because it enables us
to represent fine grained metadata in contrast to monolithic (meta)data blobs like
XML does. Fine grained representation of metadata enabled us to implement a
generic synchronization algorithm which does not require any user interaction
because it keeps timestamp on a per-triples-basis and uses these timestamps
in case of synchronization conflicts. The fact that we have a fully automatic
synchronziation algorithm improves the usability of our design. If we would model
the metadata of every data item (for example a song) as one XML document, we
would need a more complex mechanism to determine a conflict and merge XML
documents. Because of its fine grained nature, merging of changes is no issue since
RDF operates at the level op triples.

Levels of cryptographic keys

CIMPLE has four levels of cryptographic keys: every device has a key, every
account has a key, a set of accounts representing the same person has a key and
every data item has a key.

For the device and account keys, we re-used respectivly the SSH public/private
key pairs of the host and user account. Device keys are used to establish trust
between storage devices. Account keys are used to establish trust between different
accounts of the same user for metadata synchronization. A person public/private
key is shared amongst the different accounts of one person and is used by other
persons to securly share metadata. Last, every data item has its own symmetric
key. This key is send to the authorized readers using the sharing operations.

The device keys are needed because there are no user accounts on some devices,
more in particular storage devices. The account keys are used in the metadata
synchronization mechanism and are introduced as a mechanism to bootstrap
the problem that one person has multiple devices connected over an insecure
communication channel. In CIMPLE, one device generates the person-key and this
person key is distributed to the other devices using the metadata synchronization
protocol. The account keys can be left out of the design if an alternative mechanism
is used to distribute the same person key to all of a user’s devices. Since we want
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to enable sharing on a per-data item basis, the per data item is key is a neccessity
given the fact that all data is encrypted.

2.2 Prototype

CIMPLE’s prototype is written in Python. Together with the People Framework,
CIMPLE is about 6000 lines of code. In the process of developing CIMPLE we also
took over development and maintenance of the People Framework from the original
authors. People is available on http://www.launchpad.net/people-project.
CIMPLE is available on http://launchpad.net/cimple.

CIMPLE’s Storage Component runs in two different processes: a per-user process
and a system-wide process. Applications use CIMPLE through an asynchronous
Python API. Internally, the API uses D-BUS [44] to communicate with the storage
processes. In addition, CIMPLE reuses: 1. Twisted Python [156] for its custom
web server and email sending, 2. libtorrent [115] and the original BitTorrent
implementation [37] for its BitTorrent functionality, 3. OpenTracker [55] as a
BitTorrent tracker, 4. Avahi [123] for mDNS/DNS-SD functionality, 5. Redland
RDF for metadata storage and parsing [16], 6. Mercurial [2] for its metadata log,
7. OpenSSH [150] to transport changesets from metadata repositories, 8. PySalsa20
[25] for cryptography functionality, 9. PostgreSQL [124] as a backend database for
the RDF store and for storing synchronization information, 10. Daemontools [21] to
manage the per-user process, system-wide process, per-user database and Tracker
instance,

To validate our prototype, we integrated the CIMPLE middleware with an existing
desktop environment: Gnome [125]. Our prototype demonstrates how to integrate
CIMPLE with existing desktop environment in a non-intrusive way. We provide a
classic filesystem interface to CIMPLE that can be mounted in Nautilus, Gnome’s
file manager.

2.2.1 Filesystem

CIMPLE’s filesystem interface exposes itself as a FUSE [60] filesystem. FUSE
is a user-space filesystem driver that provides an easy-to-implement interface for
POSIX filesystems. CIMPLE’s FUSE filesystem layer translates directory and
file operations to CIMPLE operations. Most interactions are with CIMPLE’s
metadata database. In the metadata database, we introduce the concept of a
content item. A content item represents a file and is associated with a data items.
A content item has a number of tags and a name. The name is the file name and
the tags are the directories that contain the file. If a user modifies a file, a new
data item is created. A content item links to its most recent data item. When

http://www.launchpad.net/people-project
http://launchpad.net/cimple
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retrieving a file, CIMPLE looks up the content item in its metadata database and
the identifier of the most recent data item. Using CIMPLE’s Storage component,
the data item is retrieved.

2.3 Applications

Figure 2.12: Sugar’s journal interface provides a chronological view on the user’s
actions and can quickly answer questions like “That movie I saw two weeks ago”.

The traditional file manager is losing ground. Usability studies [137] show that
new computer users have a difficult time thinking in terms of files and directories.
Several new user interface paradigms for desktop data management are emerging.
In this paragraph, we highlight these paradigms and show that CIMPLE provides
the necessary underpinnings for these paradigms to thrive.

Various efforts are under way to provide alternative data browsing interfaces for
users.
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� Tagging is a first approach. A user associates one or more user-defined tags to
data items and can browse based on tag-name. Many Web 2.0 applications
and desktop applications already use this concept. Desktop applications
using this concept typically store tagging data in an application-specific
database.

� The Sugar user interface [93] and Gnome’s Zeitgeist [126] implement a
journal based approach. They assume that applications populate their
database with the actions a user executes on his data: edit a document, watch
a movie, listen to music, . . . . A journal interface provides a chronological
view on the user’s actions and can quickly answer questions like “That movie
I saw two weeks ago”. Figure 2.12 shows an screen shot of the journal in the
Sugar user interface.

� A third approach is to organize data according to file types. This approach
groups Documents, Spreadsheets, Music, Photos, Videos, . . . in their own
container. Many desktop environments already do this by creating a
standard number of directories that have document-type names like “Music”,
“Pictures”, “Document”, . . .

In addition to browsing, users want to search their data. All these views and
searching requires something more than the classic directory structure offered
by today’s filesystems. That “something more” is often referred to as semantic
data management. In the open source world, both the KDE and Gnome desktop
environments are actively working on more semantic data management. KDE’s
project for semantic data management is called Nepomuk [114, 113]. Tracker [151]
is a similar Gnome project. Microsoft also has a similar - currently stalled - project
for semantic data management called WinFS [104].

Both projects store a user’s metadata in a database that can be accessed by all
applications and provide a querying interface for their metadata database. In both
the Nepomuk and Tracker projects, SPARQL is supported as a query language.
To interface with legacy applications, both projects developed metadata adapters:
they integrate with applications or capture metadata embedded in files in the
filesystem and store this metadata in their database. These projects enable more
advanced browsing interfaces on top of the uniform metadata database, a powerful
querying language and cross-application reuse of metadata.

These semantic data management projects aim to provide a desktop user with
a uniform data view. However, they only do so on one device. If these semantic
data management projects would be complemented with CIMPLE, they support a
uniform data view across a user’s devices and get sharing for free. The functionality
provided by CIMPLE is largely complementary to semantic data management
projects. The only overlap is CIMPLE’s metadata store. CIMPLE’s Storage
Management, Contact Management components and metadata synchronization
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functionality could be integrated in these semantic data management projects.
CIMPLE’s sharing functionality can be integrated in existing applications or in a
generic data browser. CIMPLE enables sharing that works irrespective of the file
size and the number of files shared. Existing sharing mechanisms like email, file
transfer through instant messaging or social networking sites is either limited in
file size (email and social networking sites) or works very poorly due to firewalls
and NAT devices (instant messaging).

2.4 Related Work

The reader may recall CIMPLE’s three innovations: 1. integration of data
management tasks, 2. a BitTorrent based replica management system and 3. a
conflict-free metadata synchronization algorithm.. The first section of this related
work discusses alternatives for the replica management system. Next, we discus
other approaches for metadata synchronization and we end with an overview of
systems providing similar functionality: a uniform data view with support for
sharing.

2.4.1 Replica Management

Managing replicas of data items is a recurring theme in different types of storage
systems. In this section, we try to give a high-level overview of the literature
on this subject, and discuss for each type of storage system 1. how replicas are
represented, 2. how nodes are chosen to host replicas, 3. how replica placement is
done, 4. how recovery from failed nodes is achieved and 5. how replicas are kept
in a consistent state.

2.4.1.1 Cooperative Backup Systems

Pastiche [41] and the nameless system discussed in [139] are both examples of
cooperative backup systems. Cooperative backup systems operate under the
premise that most hard disks have a lot of free space [52]. Cooperative backup
systems try to reuse that space to provide the distributed equivalent for a central
backup server.

Pastiche uses the concept of a chunk as data representation. A chunk contains a
(partial) file and is encrypted with AES-128 bit encryption. To minimize storage
overhead, Pastiche uses convergent encryption. In convergent encryption schemes,
the encryption key is a function of the clear text which will result in identical
encrypted versions if the same chunk is backed up twice or on different nodes.
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Remember that CIMPLE also uses convergent encryption (see section 2.1.3.3). On
every run of the backup algorithm, Pastiche creates a list of added and removed
chunks and replicates these on its buddy nodes. Buddy nodes contain a full backup
of the backup client and are chosen based on a proximity metric (network hops)
and similarity of their own data. The last element, combined with convergent
encryption results in significant space savings. Buddy nodes are discovered using
a Distributed Hash Table (DHT). To detect failure, Pastiche uses a probabilistic
method. It asks buddies for a random subset of chunks. If a buddy cannot produce
data it claims to hold, the client removes it from its buddy list and initiates a
search for a replacement. If a buddy has not responded for a significant amount
of time, the client likewise removes it. Since a backup is, by definition, the result
of modifications to the disk of one machine, a consistency algorithm is not needed
since there are no conflicting updates.

The system described in [139] is meant to be used as an Internet-scale system
for cooperative backup. It uses erasure correcting codes to generate redundancy
blocks as data representation. A (k + m, m) erasure-correcting code generates m
redundancy blocks from k data blocks in such a way that the original k data blocks
can be reconstructed from any k of the k + m data and redundancy blocks. By
placing each of the k+m blocks on a different node, the system can survive failure
of any m of the k +m partners without any data loss and with a space overhead of
m/k. Cooperating nodes are chosen using a central matching server, comparable
to the BitTorrent tracker CIMPLE uses. Nodes trade storage capacity by creating
symmetric relations: if node A uses a chunk of B’s disk for backup, B uses a chunk
of A’s disk for backup. Failure is detected if a node does not respond during a two
week grace period.

2.4.1.2 Client-Server Replication

Coda [89, 140] is an example of a client-server network filesystem with support
for disconnected operation and replicated servers. Coda uses a cache to support
disconnected operations. Files can be sticky in the cache, making them available
for offline usage. Data is represented in a standard filesystem without encryption.
A directory or set of directories is defined as a volume in Coda. Every volume
has one or more storage servers. The storage servers for a volume are assigned by
a system administrator. If a data item is modified, its new version is uploaded
to all available servers. Coda allows simultaneous updates to the same file and
tries to resolve conflicts using a “Code Version Vector (CVV)”. The Version vector
contains the version of a file for all storage servers. If a conflict is detected between
version vectors, Coda attempts to resolve the conflict automatically by comparing
available CVV’s. If one CVV is larger than all others, Coda updates the other
CVV’s to bring them up to date with the largest (most recent) CVV. In any other
case, the conflict needs to be resolved by the user of the filesystem. If one of the
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servers matching a volume goes down, the other servers try to resync when the
server comes back online using the same version vector mechanism.

2.4.1.3 Peer-to-peer Replication

Bayou [149] provides a mechanism to replicate changes in a peer to peer system and
supports disconnected operation. Bayou stores updates and deletions in a per-node
log and synchronizes these with its peers. Eventually, every node participating in
the Bayou system will have the same data set. Bayou itself does not detect conflict
nor resolves conflicts. It is the task of the application programmer using Bayou
to provide a conflict check procedure and if a conflict occurs, provide a merge
procedure.

PRACTI [17] provides a framework for partial replication in a peer to peer system.
Partial replication implies that a system can place any subset of data on any node.
PRACTI uses a per-node log that is synchronized with its peers. As is the case in
Bayou, changes in per-node logs are exchanged between two peers. PRACTI adds
an optimization: it does not require every change to be advertised to a peer. If
the remote peer is interested in a subset of the data, it receives the full log for that
subset and a summary of the log for the rest of the data. The summary serves
as placeholder in the updated log on the remote peer. Conflicts in PRACTI are
resolved by providing application-specific conflict checks and merge procedures.

2.4.1.4 Replica Synchronization

Rsync [154] provides one-way synchronization of a directory tree between two
devices. Rsync detects differences between a local and remote version of a file and
uses delta encoding to minimize data transfer. Before the algorithm starts, the user
needs to specify what kind of consistency is desired: does the remote repository
need to be a mirror of the local repository or does the remote repository needs
to be updated with information in the local repository? In the first case, files
added to the remote repository are deleted, in the second case deletions in the
local repository are not propagated.

Unison [122] is another synchronization tool. It provides two-way synchronization
of a directory tree between two devices. Internally, Unison uses rsync’s delta
encoding algorithm. If a conflicting change is detected (a write to the same file),
Unison presents this conflict to the user and asks to resolve the conflict.
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2.4.1.5 Distributed Filesystems

Tahoe is a secure, decentralized, fault-tolerant filesystem. It encrypts files either
with AES symmetric cryptography or with RSA asymmetric cryptography. Data
in Tahoe is erasure-coded. Tahoe relies on a central “introducer” node. The
introducer node can be compared to a BitTorrent tracker and provides a list of
available storage nodes to a client. The selection of nodes storing a data item is
random in Tahoe, resulting in a uniform distribution of storage over the available
servers. The use of erasure codes protects against storage node failures as long
as enough chunks remain available. However, to account for storage node failures
over longer period of times, the erasure codes need to be complemented with
another technique. This technique is an algorithm that periodically checks the
available chunks of a data item, reassembles the data item, computes all erasure
coded chunks again and uploads the chunks to storage nodes. To resolve conflicts,
Tahoe associates a version identifier with a file and leverages on the erasure coding
scheme. If chunks of a file are received with a different version, Tahoe retrieves
more chunks until it has enough chunks of the latest version of a file.

2.4.1.6 Content Addressable Storage

Content Addressable Storage (CAS) systems retrieve data based on an ID, not its
storage location. As is the case in CIMPLE, the ID is based on the data itself. In
CAS systems, the ID is typically a cryptographic checksum of the data itself that
is used to check data integrity.

EMC’s Centera [53] and Caringo’s CASTor [30] are both examples of commercial
CAS systems. Venti [128] and Twisted Storage [157] are open-source CAS systems.
All of these systems focus on backing up data for long term storage.

Foundation [132] is a research system that can best be described as “Venti for
consumers”. Foundation snapshots a user’s local hard drive every night. Based
on these snapshots, a user can recover his data from any point in time together
with the applications necessary to view or modify that data. To achieve this, the
snapshots are virtual machine images and the software running on your computer
is a virtual machine monitor on top of the base operating system that can switch
images. Foundation uses a single USB drive for storage and the possibility to
replicate data on remote storage through FTP. Data is encrypted before it is sent
to the USB disk or FTP server. Foundation provides an original solution to the
problem of not only recovering old files, but also being able to read them. As the
authors themselves discuss in [132] its usage of a single USB disk is a limitation
for large data collections.

Using a Content Addressable Storage system is orthogonal with replicating stored
data. However, since the data ID is location-independent, it can be used in a data
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replication system connected to a Content Addressable Storage system.

2.4.1.7 Online services

There are plenty of online backup services available. Mozy [38] is one such example.
For a monthly fee (4.95$ per month at the time of writing), it offers unlimited
backup space for one computer. Backing up multiple computers requires extra
subscriptions. Mozy uses strong cryptography to store and transfer your file. By
using an online backup service, replica management is effectively delegated to a
service provider. A user has to install the Mozy software once, select what folders
need a backup and Mozy takes care of the rest: it initially uploads the selected
folders and monitors the folders for changes.

The disadvantage of online backup services is that they require a more expensive
Internet connection if you want to back up more than a few tens of gigabytes. In
Mozy’s case a subscription is needed for every device that needs a backup. Take
Joachim’s case: if he wants to backup the devices he and his family use, he needs
to buy 7 subscriptions. Total cost per year is $415.8 dollar and a more expensive
Internet connection to transfer all files. If Joachim would buy an extra network
attached storage device, it would cost him $336.23 in the first year including
electricity costs. At the time of writing, a 2TB network attached storage device
costs $299 on Amazon.com. We assume the NAS consumes 25 Watts per hour and
electricity cost is $ 0.17per KWh, totaling at $37.23 per year. Other services might
be cheaper, but many people will be reluctant to trust external service providers
with their data: What if the company servers are compromised and attackers
delete data on the company’s servers. What if the company goes bankrupt?

Another disadvantage of online services is retrieval speed. In CIMPLE, data is
available at local hard disk speed (if the data is cached) or local LAN speeds (if it
needs to be retrieved with BitTorrent). In contrast, the speed of a user’s Internet
connection, the service provider’s speed and load or anything in between can the
bottleneck for retrieving data from online services.

2.4.1.8 Summary

CIMPLE’s Storage Management component reuses concepts from different replica
management systems discussed above: the data identifier from Content Ad-
dressable Storage systems, Coda’s caching mechanism to provide disconnected
operation, convergent encryption from the Pastiche cooperative backup system.
However, we think CIMPLE has a distinct advantage over the systems discussed
above when applied in a home context. Every one of the solutions discussed above
lacks support for sharing. The cooperative backup systems and Tahoe do have
support for sharing if the receivers are also part of the system. CIMPLE requires
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very little on the receiving side: an email address and parsing of .torrent files and
RDF statements. Other advantages include:

� Easier to administer compared to client-server filesystems and content
addressable storage systems.

� No manual conflict resolution needed compared to peer-to-peer replication
systems and replica synchronization systems.

� Cheaper and faster than online backup services.

2.4.2 Metadata Synchronization

To the best of our knowledge, only one algorithm exists to synchronize RDF
databases: RDFSync [155]. RDFSync can best be compared with Rsync.
RDFSync partitions the RDF model in Minimal Self-contained Graphs (MSG)
and uses the checksums of these MSG’s to determine what MSG’s need to be
synchronized. Like Rsync, RDFSync requires the user to specify what kind of
consistency is required: make the target and source identical or update the target
with new information. As a consequence, it faces the same problem as Rsync: In
the first case, files added to the remote repository are deleted, in the second case
deletions in the local repository are not propagated.

Our metadata synchronization algorithm is inspired by the previously discussed
Bayou [149] system: it keeps a lot of actions and synchronizes this log with its
peers. Remember that Bayou requires a conflict detection method and merge
procedure from the application. In our case, CIMPLE is the application and the
conflict detection and merge procedure is described in Listing 2.1.

2.4.3 Uniform Data View

2.4.3.1 Perspective

Perspective [137, 138] is a storage system designed for the home. In Perspective,
every device defines a number of views. A view defines what data a device wants
to store. Examples of views are “All Joachim’s Photos” or “All Videos”. Views are
defined by the user and are represented with a subset of the XPath [35] language.
Each device publishes its views to all other devices. If a device updates or creates
a file, the published views are used to determine what devices are interested in the
updated or new file. Every interested device is notified of the updated or new file
and decides if it wants to replicate it. Using file attributes, Perspective has support
for richer metadata and the XPath based view language enables to specify queries



62 CIMPLE: A DATA MANAGEMENT MIDDLEWARE FOR THE HOME CONTEXT

comparable to the SPARQL language CIMPLE uses. Perspective does not include
automatic replication: replicas are placed on devices according to the views a user
defines. This has the advantage that a user has the ability to express fine grained
backup policies and the disadvantages that data management is not completely
transparent to the user and that a device needs to be online to access certain types
of data. For example, if the media center PC is the only device that stores movies
and a user wants to watch a movie on his laptop, he needs to make sure the media
center PC is online.

Perspective does not include support for contact management and does not enforce
any kind of security. As a consequence, sharing is easy: all data is shared.
Sharing is also limited to members of the same household. Also, it is unclear
how Perspective devices discover each other.

2.4.3.2 Segank

Segank [144] is a mobile storage system that extends earlier work done in the
PersonalRAID [143] system. In Segank, a user needs to carry a small device with
him that contains a log of filesystem operations. The log is used to replay filesystem
operations and provides a consistent namespace on all of a user’s devices. The log
contains invalidation information and not the data itself. Segank uses a multicast
mechanism to locate replicas of a data item. [144] mentions a snapshot mechanism
that can be used to share data, but it is unclear how the sharing works in practice.
In particular, the paper does not mention how a user notifies other users of the
fact that he shared data and how the shared data is secured. Segank does not
include a mechanism for contact and metadata management.

2.4.3.3 Wuala

Wuala [166] is peer to peer system to securely store and share files on an Internet-
scale. It is inspired by OceanStore [91, 131]. OceanStore is a research system
that provide distributed storage that scales to millions of users. It uses erasure
codes for storage and a distributed hash table for data look up. Wuala tries to
provide a production-ready version of OceanStore. Therefore it adds the ability
to buy online storage space from the company running the Wuala service and the
possibility to share data with a friends.

Wuala has no support for metadata storage and advanced queries. It uses a service-
specific contact list, so a user needs to manually maintain an extra contact list
of friends in Wuala. With these friends, data can be shared with the Wuala
application. Sharing data with other people is also supported: Wuala mails them
a link with the shared data that can be accessed with any web browser.
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2.4.3.4 Online Services

Online backup services like Dropbox [73] and SugarSync [80] have extended their
offerings to enable sharing of data. However, the cost and trust factors of an
online service still remain. Also, Dropbox and SugarSync do not include support
for metadata and contact management.

Some online services focus on managing one type of data: SmugMug [81] and
Flickr [82] for photos, Youtube [76] for videos, Google Docs [75] for documents.
And many, many others. Let us take Google Docs as a pars pro toto. Google
Docs is the online equivalent of office applications like Microsoft Word and Excel.
It provides a browsing interface for your documents which sorts documents by
type, tags you attached and last usage. It provides integrated search and sharing
facilities. Since a user’s documents are stored on Google’s servers, a user does not
need to worry about replication and synchronization. The disadvantage is that
online applications like Google Docs have no support for offline operation 1 which
is a problem if your Internet connection goes down or if you (temporary) don’t
have an Internet connection because you are on a plane or on the road. Also, you
need to trust the service provider with your data. Contact Management in Google
Docs integrates with a user’s contact list from Gmail, but not with other services.
Metadata Management is limited to the tagging facilities Google provides.

2.5 Evaluation

We evaluate CIMPLE with two macro benchmarks. The macro-benchmarks
measure the elapsed time for two workloads: a read-intensive workload and a
mixed read/write workload. We compare CIMPLE’s results with a set of local
and networked filesystems. We start with a description of our methodology before
we describe the benchmarking results.

2.5.1 Methodology

We present the testbed and benchmarking procedures that we used for conducting
the experiments. First, we describe the hardware and software configuration of the
test machines. Next, we discuss our benchmarking procedure. Our methodology
is derived from the good practices and examples for filesystem benchmarking
described in [152].

1The Google Gears framework is a notable exception
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2.5.1.1 System Configuration

We conducted all our experiments on a set of seven identical machines. Every
machine has a 2GHz Pentium 4 CPU, 8KB of L1 cache and 512KB of L2 cache.
The motherboard was an with a MHz System Bus. Every machine contained
512MB of RAM and a Maxtor 6L020J1 disk with 20GB capacity. Every system
has a 3Com PCI 3c905C Tornado Ethernet card and is connected with a Cisco
2960 series switch.

The system disk is partitioned in one root partition of 19GB and a swap partition
at the end of the disk of 1GB.

Every test system runs a minimal command-line Ubuntu Linux 9.04 (Jaunty)
distribution with patches as of September 25, 2009. Except when mentioned
otherwise, we use the Ubuntu-provided software packages of this release, including
the 2.6.28-11 Linux kernel. Some other relevant programs are Tahoe 1.5.0, Python
2.6.2 and PostgreSQL 8.3.7.

The full package listing, all test scripts, raw test results and test statistics are
available at http://launchpad.net/cimple.

2.5.1.2 Procedure

We used the Auto-pilot 2.4 [164] benchmarking framework to automate the
benchmarking procedure. We configured Auto-pilot to run all tests at least ten
times, and compute 95% confidence intervals for the measured parameters with
the Student-t distribution. In each case, the half-width of the confidence interval
was less than 5% of the mean. If a test did not satisfy this statistical stability
condition after 10 runs, we added extra runs until this statistical stability condition
was satisfied.

To minimize the influence of runs on each other and ensure cold caches, we wrote
a wrapper script around Auto-pilot to reboot the test machines after every run.
[164] proves that rebooting is more effective than other mechanisms to ensure cold
caches.

On every machine, the following background processes are active: login terminals,
the Avahi mDNS daemon, syslogd/klogd, the DBus daemon, cron, atd, dhclient3
and the console-kit daemon

2.5.2 Benchmarks

In this section, we describe CIMPLE’s performance for a read-intensive workload
and a mixed read/write workload. Both benchmarks use the Postmark [88]

http://launchpad.net/cimple
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benchmarking suite.

We choose to benchmark CIMPLE against five other filesystems: a loopback
filesystem, a local encrypted filesystems (EncFS), NFS, Tahoe and Wuala. The
loopback filesystem [161] uses Fuse (a user-space filesystem driver) to mount an
existing filesystem directory at another location in the filesystem. We selected the
loopback filesystem to measure the performance overhead of Fuse itself. EncFS
[61] also uses Fuse. EncFS can use Blowfish and AES-128 bit encryption. We used
AES-128 encryption for EncFS, which is the default. We selected NFS to give an
idea of raw network performance. Tahoe and Wuala are described in our related
work. We selected these filesystems based on availability for our test setup and
because both filesystems support encryption and do not have a central server.

We conducted the tests with the Postmark benchmarking suite. Postmark was
originally designed to test performance of servers for mail and Usenet messages
(many small files) but its parameters can be adapted to create different types of
workloads. The Postmark benchmark starts with creating files, next it performs
a number of transactions on those files and finishes with deleting all files. The
number of files, average file sizes and the types of transactions can all be configured.
We configured two workloads: a read workload and a mixed workload. We consider
the read workload as the one that is more realistic for CIMPLE’s use cases: songs,
digital photos and movies are written once and read for the rest of their lifetime.
The mixed workload is included to give an idea of overall filesystem performance.
Table 2.1 lists the parameters we used for our workloads. In both cases, we used
file sizes between 3 and 6 megabytes. These file sizes simulate typical files for
users having a lot of MP3’s and digital photos. In every workload, we perform 300
transactions. In the read workload, these transactions are all read operations. To
simulate read operations, we set the read bias parameter to 10 and the create bias
parameter to -1. The read bias parameter is the ratio between read and writes
and is a value between 0 and 10 where 10 is exclusive read operations. The create
bias parameter is the ratio between create and delete operations and is a value
between 0 and 10 where 10 is exclusive create operations. The value -1 disables
a bias parameter. The mixed workload contains an equal number of read/write
operations and create/delete operations since both parameters are set to 5.

Figure 2.13 and 2.14 illustrate the results obtained for the two workloads. Both
figures show the elapsed time for the different filesystems. The bars represent
the mean of the different runs. The figures also show an error bar which is the
confidence interval.

We see that CIMPLE performs better than both Tahoe and Wuala, the two
filesystems that resemble CIMPLE the best. Our hypothesis, based on our
experience with setting up the tests for these filesystems, is that both filesystem
interfaces are not heavily optimized and not well maintained: the primary interface
for Tahoe is a Web API and the primary interface for Wuala is a GUI application.
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Parameter Read Workload Mixed Workload
File sizes 3-6 MBytes 3-6 MBytes
Number of files 100 100
Number of transactions 300 300
Number of subdirectories 1 1
Read/write block size 4096 Bytes 4096 Bytes
Buffered I/O No No
Read Bias 10 5
Create Bias -1 5
Postmark version 1.51 1.51

Table 2.1: Postmark Workloads
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Figure 2.13: Performance of filesystems in Postmark Read Workload

For the mixed benchmark, we were unable to collect data from Wuala and Tahoe
since both filesystems blocked indefinitely while executing the benchmark. Except
from that, both filesystems use erasure coding which also contributes to the
overhead: files need to be re-assembled and when read and erasure coded when
written. It should also be noted that Wuala includes a local caching for recent files.
This cache explains Wuala’s performance advantage over Tahoe. The loopback
filesystem illustrates the overhead associated with a user space filesystem. In
a user-space filesystem, the kernel dispatches every incoming operation to user-
space again which leads to a lot of context switches. The overhead of a user-space
filesystem is present in all filesystems except NFS. Our tests where conducted on
a high-speed lab network with a high-performance switch, which explains NFS
performance advantage.
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Figure 2.14: Performance of filesystems in Postmark Mixed Workload

In contrast to what we expected, CIMPLE’s overhead is not caused by its network
traffic or encryption. CIMPLE caches files and all its network operations occur in a
background processes. Profiling shows that operations on the metadata database
and the load generated by background processes are the main contributors to
CIMPLE’s overhead. CIMPLE’s fuse filesystem implementation caches metadata
in memory, which explains the difference in performance between the read and
mixed benchmark: read transactions do not invalidate the cache and require
very little interaction with the metadata database. Write, creation and deletion
transactions do require to modify, insert or delete data in the metadata database.
Another observation is the influence of CIMPLE’s background processes: both
the per-user and system-wide storage processes run in the background. The
benchmark generates a lot of files in a very short time span, which results in high
memory and processor utilization for these two background processes: .torrent
files need to be created, the .torrents need to be announced on the network and
transferred to replicas. As a test, we disabled these background processes which
leaves us only with the filesystem itself without network functionality. In this test,
CIMPLE performed better than the EncFS filesystem which is no surprise since
the only operation left it the encryption and the Salsa20 algorithm is faster than
AES [19].

One area for future work is to implement a queuing mechanism in the background
processes, which would prevent them from imposing a heavy load. This should
increase performance of the filesystem without jeopardizing functionality: from
the moment a .torrent file is created in CIMPLE, the data item is available on
the network. It is the replication process that might take some time when we
implement a queueing mechanism.
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In summary, we think CIMPLE’s straightforward design gives it a significant
performance advantage over similar filesystems for the use case it is designed for:
a heavy-read workload in a home context.

2.6 Conclusion

CIMPLE is unique in its feature set: it integrates replica management, synchro-
nization, search, rich metadata, sharing functionality and contact management.
It does this with better performance than similar systems and by reusing existing
protocols and data formats like BitTorrent, HTTP, XMPP, SSH, RDF, SPARQL,
SMTP and POP3. To share data with friends, CIMPLE requires a minimal
interface composed entirely of existing protocols: Email, BitTorrent for transport
of respectively metadata and data and RDF as metadata representation format.

We prototyped CIMPLE with a traditional filesystem as “user interface”. Adding
support for CIMPLE to existing applications is something that is considered as
future work. We expect this to further unleash the potential of CIMPLE because
applications will make more use of CIMPLE’s rich metadata management and can
integrate sharing in the application’s user interface.

In addition to the limitations discussed previously, we identify two extra
limitations:

1. embedded metadata: CIMPLE assumes most data like videos, photos,
movies are written only once and only read for the rest of their lifetime. This
is true for the data itself, but many file formats contain embedded metadata.
For example, an MP3 file that uses ID3v2 for its metadata contains a
title, artist, user rating, play count and many more attributes which can
be modified frequently. Without support for these file formats, CIMPLE
creates a new data item every time the metadata is modified. To deal with
this scenario, we propose to add support for CIMPLE for the most widely
known metadata formats (ID3v2 in MP3s, EXIF in JPEG, . . . ) and extract
the metadata when a file is added to CIMPLE. The extracted metadata is
stored in CIMPLE’s metadata database, the actual data is replicated. If a
user retrieves a file, CIMPLE can re-assemble the file with its metadata.

2. unencrypted storage of encryption keys: Encryption keys are stored
in plaintext in a user’s metadata database. CIMPLE does not take extra
security measures to protect on-disk storage in a user’s home directory. We
assume that users use existing mechanisms like access control and home
directory encryption if extra security measures are required.



Chapter 3

A Taxonomy Framework for
Software Management

In the introduction, we stated that software management is becoming more and
more complex. This is due to the increasing scale and diversity of computer
infrastructures, the number of dependencies in computer infrastructures and the
fact that businesses require performance and availability guarantees from their
infrastructures.

1. increasing scale: The number of network devices, servers, desktops and
laptops in a typical infrastructure are increasing. There is also an evolution
to integrate new kinds of devices like PDAs, mobile phones and sensor nodes.

2. increasing diversity: Computer infrastructures constitute a large hetero-
geneity in terms of hardware platforms, operation systems and application
software. Note that our definition of infrastructures does not only include
desktops, servers and laptops, but also embedded devices (e.g. palmtops,
mobile phones) and network devices (e.g. routers, switches). All of
these devices run on a variety of operating systems and run accompanying
application software.

3. dependencies: The configuration of an infrastructure changes regularly,
both for technical reasons (e.g. software upgrades) and for business
reasons. The high number of dependencies between systems make a simple
configuration change potentially dangerous. Indeed, systems do not operate
in isolation, but in a network of (cooperating) nodes. A change in the
configuration of one service may cause a complex chain of changes in
depending services.

69
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4. performance and availability guarantees: The need for performance
and availability guarantees is illustrated best with a few examples from [120]
and [57].

� Google: 500 ms of extra load time causes 20% fewer searches.

� Amazon: 100 ms of extra load time causes a 1% drop in sales.

� Ebay: one hour of downtime costs $225,000 (in 2000!)

� One hour of downtime for brokerage operations costs $6,450,000 (in
2000).

In order to deal with computer infrastructure complexity, repetitive software
management tasks are automated. Tools that automate system administration
are called software management tools. The raison d’être of software management
tools is the fact that humans make mistakes. Studies show that configuration
errors are the largest contributor to service failures (between 40% and 51%) and
that configuration errors take the most time to repair [120, 118, 111]. As the
complexity of infrastructures increases, the risk of configuration errors increases
likewise.

In the past few years, there has been an explosion in the number of tools available
in the commercial, academic and open-source area for software management.
However, many tools have been developed ad hoc and in isolation. This makes it
very difficult to compare tools with each other. Comparing software management
tools is crucial for implementing software management processes in an organization
as defined by standards such as ITIL [116] and CoBIT [83].

In this chapter, we develop a taxonomy that allows comparing software manage-
ment tools. Our approach is both top-down and bottom-up. Top-down, we identify
user requirements for an advanced software management tool. Bottom-up, we look
at the key features of existing tools.

Next, we apply the taxonomy to a sample of software management tools and
identify areas for future research. The sample contains ten tools: five tools
from the open-source or research community and five tools backed by commercial
companies. To deal with increasing software management complexity, we will argue
that next generation tools have to provide more abstraction, more integration and
strongly distributed management.

Before we start the description of our taxonomy framework, a word on terminology.
In research and amongst system administrators, various terms exist to describe the
same category of tools: “Software management tools”, “configuration management
tools” and “system configuration tools” are the ones most often used. In this thesis,
we stick to the term “software management” since it best describes the subject:
installing, configuring, updating and removing software on computers.
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3.1 Software Management Taxonomy

In this Section, we define four categories of classification criteria to assess how well
software management tools deal with computer infrastructure complexities. Our
categories are based on criteria dealing with abstraction levels, the specification
language, consistency and distributed management.

1. Abstraction Level: The specification language used by a software
management tool can be classified at different levels of abstraction, ranging
from high-level end-to-end requirements, to low-level bit-configurations.

2. Specification Language: The specification language used by a software
management tool is characterized by its usability, domain coverage, its
grouping mechanism and its ability to specify configurations at multiple
abstraction levels.

3. Consistency: Consistency of configurations in a computer infrastructure
is enforced by modeling dependencies, conflict management and workflow
management.

4. Distributed Management: Distributed management deals with federated
management and distributes translation of configuration specifications.

3.1.1 Abstraction Level

The language used by a software management tool can be classified at different
levels of abstraction, ranging from high-level end-to-end requirements, to low-level
bit-configurations. The basic task of all software management tools is to automate
software management. To achieve this, a software management tool has a user
interface that makes abstraction of manual software management. The possible
levels of abstraction can be classified as follows.

1. End-to-end requirements: End-to-end requirements are typical non-
functional requirements [130]. They describe service characteristics that
the computing infrastructure must achieve. Figure 3.1 shows an example
of a performance characteristic for a mail service. Other types of end-to-end
requirements deal with security, availability, reliability, usability, . . . There
are currently no software management tools that provide an interface at the
level of end-to-end requirements. In [111], an approach based on first-order
logic is proposed for expressing end-to-end requirements.

2. Instance distribution rules: At the abstraction level of instance
distribution rules, the distribution of instances in the network is specified.
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We will frequently use the concept of instances in this chapter. We define
an instance as a unit of configuration specification that can be decomposed
in a set of parameters. Examples of instances are mail servers, DNS clients,
firewalls and web servers. A web server, for example, has parameters for
expressing its port, virtual hosts and supported scripting languages. In
Figure 3.1, the instance distribution rule prescribes the number of mail
servers that need to be activated in an infrastructure. To the best of our
knowledge, no current software management tool can deal with instance
distribution rules. The need for such a language is explicited in [12] and [8].

3. Instance configurations: At the level of instance configurations, each
instance is an implementation independent representation of a configuration.
An example of a tool at this level is Firmato [13], that allows modeling
firewall configurations independent from the implementation software used.

4. Implementation dependent instances The level of implementation
dependent instances specifies the required configuration in more detail. It
describes the configuration specification in terms of the contents of software
configuration files. In the example in Figure 3.1 a sendmail.cf file is used to
describe the configuration of mail server instances. Tools like LCFG [11] and
Puppet [87] operate at the level of implementation dependent instances.

5. Configuration files: At the level of configuration files, complete configu-
ration files are mapped on a device or set of devices. In contrast with the
previous level, this level has no knowledge of the contents of a configuration
file. Many software management tools, like IBM Tivoli [67], Bcfg2 [49],
Cfengine2 [27] and Bladelogic [72] use this abstraction level.

6. Bit-configurations: At the level of Bit-configurations, disk images or diffs
between disk images are mapped to a device or set of devices. This is the
lowest level of configuration specification. Bit-level specifications have no
knowledge of the contents of configuration files or the files itself. Examples
of management tools that operate on this level are imaging systems like
Partimage [119], g4u [58] and Norton Ghost [148].

Figure 3.1 shows the six abstraction levels for software management, illustrated
with an email setup. The illustration in Figure 3.1 is derived from an example
discussed in [12]. The different abstraction levels are tied to the context of software
management. In the context of policy languages, the classification of policy
languages at different levels of abstraction is often done by distinguishing between
high-level and low-level policies [162, 106]. The distinction of what exactly is a
high-level and low-level policy language is rather vague. In many cases, high-level
policies are associated with the level that we call end-to-end requirements, while
low-level policies are associated with the implementation dependent instances level.
We believe that a classification tied to the context of software management gives a
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1. End-to-end requirements
Configure enough mail servers to guarantee an SMTP response time of X

seconds
⇓

2. Instance distribution rules
Configure N suitable machines as a mail server for this cluster

⇓
3. Instance configurations

Configure machines X, Y, Z as a mail server
⇓

4. Implementation dependent instances
Put these lines in sendmail.cf on machines X, Y, Z

⇓
5. Configuration files

Put configuration files on machines
⇓

6. Bit-configurations
Copy disk images onto machines

Figure 3.1: An example of different abstraction levels of configuration specification
for an email setup.

better insight in the different abstraction levels used by software management
tools. In conclusion, a software management tool automates the deployment
of configuration specifications. At the level of bit-configurations, deployment is
simply copying bit-sequences to disks, while deploying configurations specified as
end-to-end requirements is a much more complex process.

3.1.2 Specification Language

In this section, we discuss four criteria that characterize the specification language
of a software management tool. These criteria are (1) usability, (2) domain
coverage of a software management tool, (3) the grouping mechanism and
(4) specifications at multiple abstraction levels.

1. usability: A critical factor in a tool’s adoption success is its user interface for
specifying configurations and for monitoring configurations [95, 40, 94, 8]. In
both cases, we distinguish between language based approaches and graphical
user interfaces.

2. domain coverage: A software management tool can be a limited or general-
purpose tool in terms of supported platforms and functionality.
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3. grouping mechanism: To avoid replication, shared configuration specifi-
cations need a grouping mechanism.

4. multi-level specification: The automated translation of configuration
specifications to deployed configurations can be complemented with user
defined specifications at multiple abstraction levels.

All four of of these criteria are largely independent of a tool’s abstraction level.
We define the specification language of a tool as the representation of the tool’s
abstraction level as discussed in the previous section.

3.1.2.1 Usability

A critical factor in a tool’s adoption success is its user interface for specifying
configurations and for monitoring configurations [95, 40, 94, 8]. In both cases, we
distinguish between language based approaches and graphical user interfaces.

1. Configuration Specification User Interface: The configuration spec-
ification can be created by editing text files or by means of a point-and-
click interface. By editing text files, a software management tool defines
a language for specifying configurations. By means of a point-and-click
interface, a GUI or a web-based interface is provided. Tools like Cfengine2
[28, 26, 27, 29], Bcfg2 [48, 51, 49] and LCFG [11, 5, 10] are language-
based, while Netdirector [145], Bladelogic [72] and IBM Tivoli [67] have
a graphical interface. Language based approaches typically show a steep
learning curve. However, some system administrators prefer language based
approaches because they provide, once mastered, a higher productivity.
Another advantage of language based approaches is that they define open
interfaces. The language definition of tool X can be used as output format for
tool Y. This is more difficult with graphical user interfaces. The advantage
of a graphical approach is its accessibility.

2. Configuration Monitoring User Interface: A software management
tool can provide an integrated (graphical) monitoring system and/or define
a (language-based) interface for other tools to check the state of an
infrastructure. A language-based interface has the advantage that multiple
monitoring systems can be connected with the software management tool.
A monitoring system allows the user to check the current state of the
infrastructure and the delta with the configuration specification.
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3.1.2.2 Domain Coverage

A software management tool can be a limited or general-purpose tool in terms
of supported platforms and functionality. To select an appropriate software
management tool for an infrastructure, it is crucial to compare the functionality
and platforms present in an infrastructure with the supported functionality and
platforms of a software management tool.

1. Supported functionality: A tool like Firmato [13] is limited to firewall
configurations, while tools like Cfengine2 [28, 26, 27, 29], LCFG [11, 5, 10],
Bcfg2 [48, 51, 49] are general-purpose tools.

2. Supported platforms: Microsoft SMS [77] is limited to the Windows
platform, while many open-source tools focus on Unix-systems. Only few
tools (for example Firmato [13]) allow specification of configurations for
network devices like routers and switches.

3.1.2.3 Grouping Mechanism

To avoid replication, shared configuration specifications need a grouping mecha-
nism. In many infrastructures, some properties are shared between a subset (or
multiple overlapping subsets) of devices [12]. For example, devices need the same
DNS client configuration, authentication mechanism, shared file systems, . . .

Multiple implementations of grouping mechanisms are possible: LCFG [11] uses
a preprocessor to group shared properties, Bcfg2 [49] defines a group construct
similar to a Unix group that can have members and Cfengine2 [28, 26, 27, 29] uses
the concept of classes that can be combined with boolean logic to select common
sets of configuration specifications.

Other examples of advanced grouping mechanisms that avoid replication are
automatic definition of groups and recursive groups.

1. automatic definition of groups: In Cfengine2, a device inherits a
predefined set of classes based on environmental data like its architecture,
operating system and kernel. This predefined set of classes can be augmented
with user defined classes. Groups are defined by combining classes in
boolean expressions that apply to configuration specification chunks. The
configuration specification chunk is applied on devices that match the
boolean expression.

2. recursive groups: Bcfg2 allows devices to be a member of one or more
groups (comparable to the Unix group construct), but groups can also be a
member of other groups.
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3.1.2.4 Multi-level Specification

The automatic translation of configuration specifications into deployed configura-
tions can be complemented with user defined specifications at multiple abstraction
levels. When a software management tool’s language implements one of the
higher abstraction levels in Figure 3.1, the details of the configuration specification
are added by the tool itself. Indeed, more abstract specifications are less
detailed specifications. At first, it seems that a tool has to make an engineering
trade-off between providing an abstract specification language, close to business
requirements on one side and providing the tool’s users with a language that
allows detailed specifications on the other side. However, a tool can also support
for multi-level specifications by providing an interface to specify extra details at
each level in the translation process [141]. For example, a tool with an abstraction
level of instance distribution rules (Figure 3.1) provides automatic translation of
instance distribution rules to deployed configurations. When such a tool supports
multi-level specifications, the automated translation can be complemented with
a specification at the level of, for example, implementation dependent instances.
Such a multi-level specification can be useful when the automated translation does
not give satisfactory results.

Since many tools operate at the lower two levels of figure 3.1, they have little
need for multi-level specification. A tool at a higher-level, like LCFG [11] uses
templates for translating key-value pairs into configuration files. Since LCFG’s
templates can be modified easily, they allow for multi-level specification.

3.1.3 Consistency

In this section, we discuss three criteria that ensure consistency in a computer
infrastructure: modeling dependencies, conflict management and workflow man-
agement.

1. dependency modeling: Modeling dependencies is, like the grouping
mechanism of Section 3.1.2.3, a mechanism for minimizing replication in
the configuration specification.

2. conflict management: Because a configuration specification can contain
conflicting definitions, a software management tool should provide a
mechanism to deal with conflicts.

3. workflow management: Workflow management deals with planning and
execution of (composite) changes in a configuration specification.

As stated previously, studies show that configuration errors are the biggest
contributors to service failures (between 40% and 51%). Configuration errors also
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take the longest time to repair [120, 118, 111]. As a consequence, configuration
errors have a significant effect on the cost of managing an infrastructure. Since it
is impossible for system administrators to oversee all consequences of a change in
the configuration of an infrastructure, automated tools are needed for enforcing
consistency of the overall configuration. Support for consistency is not only a
matter of a consistent configuration for an individual system. It mainly concerns
the interactions between different systems on a network.

3.1.3.1 Dependency Modeling

Modeling dependencies is, like the grouping mechanism of Section 3.1.2.3, a
mechanism for minimizing replication in the configuration specification. When
dependencies are made explicit, a tool can automatically change configurations
that depend on each other. For example, when the location of a DNS server
changes and the dependency between the DNS server and clients is modeled in
the configuration specification, a software management tool can automatically
adapt the client configurations to use the new server. Again, dependency modeling
reduces the chance of introducing errors in the configuration specification.

In Section 3.1.1, we defined an instance as a unit of configuration specification that
can be decomposed in a set of parameters. Examples of instances are mail servers,
DNS clients, firewalls and web servers. A web server, for example, has parameters
for expressing its port, virtual hosts and supported scripting languages. Based on
this definition, we can classify dependencies in three categories: (1) dependencies
between instances, (2) dependencies between parameters and (3) dependencies
between a parameter and an instance.

1. Instance dependencies represent a coarse grained dependency between
instances. Instance dependencies can exist between instances on the same
device, or between instances on different devices. An example of the former
is the dependency between a DNS server instance and the startup system
instance on a device: if a startup system instance is not present on a device,
the DNS server instance will not work. An example of dependencies between
instances on different devices is the dependency between DNS servers and
its clients.

2. Parameter dependencies represent a dependency between parameters of
instances. An example of this is a CNAME record in the DNS system: every
CNAME record also needs an A record.

3. Parameter - instance dependencies are used to express a relation
between an individual parameter and an instance. For example a mail server
instance has a dependency that there needs to be an MX record in the DNS
server instance that refers to the mail server.
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Note that it depends on the abstraction level of a tool which dependencies it can
support. The two lowest abstraction layers in Figure 3.1, configuration files and
bit-configurations, have no knowledge of parameters and as a consequence, they
can only model instance dependencies.

Tools that support dependency modeling, typically do this by using references
(LCFG [11, 5, 10] and Puppet [86, 87]). Firmato [13] uses an Entity-Relationship
diagram for modeling dependencies. These approaches are limited to modeling
parameter dependencies. Other tools, like Bladelogic [72], only allow to model
instance dependencies instances by defining a relative order between instances.

3.1.3.2 Conflict Management

A configuration specification can contain conflicting definitions, so a software
management tool should have a mechanism to deal with conflicts. Despite
the presence of grouping mechanisms and dependency modeling, a configuration
specification can still contain errors, because it is written by a human. In case
of such an error, a conflict is generated. We distinguish two types of conflicts:
application specific conflicts and contradictions in the policy specification, also
called modality conflicts [98].

1. application specific conflicts: An example of an application specific
conflict is the specification of two Internet services that use the same TCP
port. In general, application specific conflicts can not be detected in the
policy specification. Examples of research on application specific protocols
can be found in [59] and [31], where conflict management for IPSec and QoS
policies is described.

2. modality conflicts: An example of a modality conflict is the prohibition
and obligation to enable an instance (for example a mail server) on a device.
In general, modality conflicts can be detected in the policy specifications.

When a configuration specification contains rules that cause a conflict, this conflict
should be detected and acted upon. A tool like Bcfg2 [48, 51, 49] can detect
modality conflicts but has only one associated action: signal an error. LCFG
[11, 5, 10] detects both application specific conflicts and modality conflicts. When
a conflict is detected in LCFG, it executes a set of system-administrator defined
actions in order to resolve the conflict.

3.1.3.3 Workflow Management

Workflow management deals with planning and execution of (composite) changes
in a configuration specification. Changes can affect services distributed over
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multiple machines and with dependencies on other services [12, 118]. One aspect
of workflow management is state transfer. The behavior of a service is not only
driven by its configuration specification, but also by the data it uses. In the case
of a mail server, the data are the mail spool and mailboxes, while web pages serve
as data for a web server. When upgrading a service or transferring a service to
another device, one has to take care that the state (collection of data) remains
consistent in the face of changes. Another aspect of workflow management is the
coordination of distributed changes. This has to be done very carefully as not to
disrupt operations of the computing infrastructure. A change affecting multiple
machines and services has to be executed as a single transaction. For example,
when moving a DNS server from one device to another, one has to first activate the
new server and make sure that all clients use the new server before deactivating the
old server. For some services, characteristics of the managed protocol can be taken
into account to make this process easier. For example, the SMTP protocol retries
for a finite span of time to deliver a mail when the first attempt fails. A workflow
management protocol can take advantage of this characteristic by allowing the
mail server to be unreachable during the change.

In [50] a mechanism based on a version control system is proposed for Bcfg2. [165]
discusses a more advanced algorithm and applies it to VLAN management.

3.1.4 Distributed Management

Distributed management deals with federated management and distributed
translation of configuration specifications.

1. federated management: Federated management implies the distribution
of management responsibilities.

2. distributed translation: The distributed translation criterion represents
the network model used to translate and deploy configuration specifications.

The nature of the subjects that need to be managed - an infrastructure of
computing devices - is inherently distributed, but the software management tool
itself can be distributed as well [118]. The most simple management case is where
one person is responsible for managing the whole computer infrastructure without
any connection to an external network or communication with other computer
systems. This is not likely to occur very often. In many cases, there is some form
of distributed management.
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3.1.4.1 Federated Management

Federated management implies that management responsibilities are distributed.
Management responsibilities can be distributed based on sets of machines,
functional characteristics, or a combination of both [12]. An example of such
a combination can be someone who is responsible for dealing with the web
and mail infrastructure for the sales department of an organization. When
federated management is supported, it is the task of the software management tool
to assemble different configuration specifications and resolve potential conflicts.
When supporting multiple managers, a mechanism needs to be present for
authenticating managers and an authorization mechanism is needed for limiting a
manager’s authorizations.

Netdirector [145] and Bladelogic [72] are two tools that support distributed
specification. Netdirector allows to link groups of devices and functionalities with
a system administrator while Bladelogic uses a role based approach for specifying
who is allowed to do what kind of changes.

3.1.4.2 Distributed Translation

The distributed translation criterion represents the network model used to
translate and deploy configuration specifications. A software management tool
typically consists of two agents: a translation agent and a deployment agent. A
translation agent transforms a higher level configuration specification to a lower-
level, deployable configuration specification. A deployment agent enforces a low-
level configuration specification on a device.

1. translation agent: Distributed management approaches can be classified
in three categories, based on the number of translation agents compared to
the number of managed devices: centralized management, weakly distributed
management and strongly distributed management [100].

(a) centralized management is the central server approach with only
one translation agent. This approach is used by tools like LCFG, Bcfg2
and Netdirector. When dealing with huge networks, the central server
quickly becomes a bottleneck. This is certainly the case when a software
management tool uses a high-level abstraction, as the algorithm for
computing a device’s configuration will become complex.

(b) weakly distributed management is an approach where multiple
translation agents are present in the network. This approach can
be realized for many centralized management tools by replicating the
server and providing a shared policy repository for all servers. Another
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possible realization of this approach is organizing translation agents
hierarchically.

(c) strongly distributed management systems use a separate trans-
lation agent for each managed device. Cfengine uses a strongly
distributed model. The difficulty with this approach is enforcing inter-
device dependencies because each device is responsible for translating
its own configuration specification. As a consequence, devices need to
cooperate with each other to ensure consistency.

2. deployment agent: In all approaches, each managed device contains a
deployment agent that can be push or pull based. In the case of a pull based
mechanism, the software agent needs to contact the translation agent to fetch
the translated configurations. In a push based mechanism, the translation
agent contacts the deployment agent. Deployment agents also have to be
authenticated and their capabilities for fetching policies or configurations
have to be limited. Configurations often contain sensitive information
like passwords or keys and exposing this information to all deployment
agents introduces a security risk. Cfengine uses public-key cryptography for
authentication deployment agents and allows to limit the files an agent can
fetch. Bcfg2 uses certificates or a shared key to authenticate deployment
agents. There is no explicit authorization mechanism present in Bcfg2
but the translation agent will only serve files that are part of a device’s
configuration.

3.2 Software Management Tools Comparison

In this section, we apply the taxonomy to a sample of software management tools.
The sample contains ten tools: five from the open-source or research community
and five backed by commercial companies. The open-source tools include three
production quality tools developed by academia (Bcfg2 [48, 51, 49], Cfengine2 [28,
26, 27, 29] and LCFG [11, 5, 10]), one research prototype (Firmato [13]) and one
tool developed by an independent consultant (Puppet [86, 87]). The commercial
tools include Bladelogic [72], Microsoft SMS [77], Netdirector [145], Opsware [79]
and IBM Tivoli Configuration Manager [67]. Because of space limitations, we only
provide a summary in Table 3.1 of the tool’s capabilities. More extensive reports
can be found in [47].
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3.3 Areas for improvement

To deal with increasing software management complexity, we argue that next
generation tools have to provide more abstraction, more integration and combine
this with strongly distributed management. These three areas for improvement
are based on the comparison presented in Table 3.1.

1. Towards more abstraction: The state of the art does not address the
higher levels of abstraction from Figure 3.1.

2. Towards more integration: Integrated management is crucial for ensuring
consistency in the configuration of an infrastructure.

3. Towards more distribution: Translating high-level specifications to low-
level specifications in a centralized way is not scalable.

3.3.1 Towards more abstraction

The state of the art does not address the higher levels of abstraction from
Figure 3.1. To the best of our knowledge, no software management tool exist
that deals with end-to-end requirements or instance distribution rules. When
dealing with huge infrastructures, it becomes very costly to specify all details
of a configuration specification at a low level of abstraction. Since increasing
scale is one of the evolutions that drives software management complexity, it will
be necessary to develop tools that function at higher levels of abstraction then
the current generation of software management tools. When designing tools at
a higher abstraction level, it becomes more difficult to implement features like
general domain coverage, consistency and distributed translation because one has
to reason about the semantics of the configuration. At the configuration files
abstraction level, for example, a tool requires no knowledge of the contents of
the managed configuration and it is much easier to implement general domain
coverage, consistency and distributed translation.

A related conclusion is that many existing tools provide very similar features.
When looking at the commercial space, this can be explained by the number of
players in the market. For research solutions, we notice a lot of duplicated efforts.
The latter is due to a lack of standards for representing configuration specifications.
We see a clear need for interfaces between different levels of figure 3.1 to enable
reuse.
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3.3.2 Towards more integration

Integrated management [153] is crucial for ensuring consistency in the configura-
tion of an infrastructure. For example, a change in an internal routing algorithm
will have implications on the routing devices (network equipment) and (Unix)
firewall devices. Another example is a relocation of the DNS server, which affects
Unix and Windows clients. When different software management products are
used for managing network devices, Windows and Unix systems, changes that
affect multiple types of devices need to be repeated, which has the potential of
introducing errors.

In current software management tools, the worlds of network management,
Windows systems management and Unix systems management are largely
separated. Very few products exist that allow integrated management of network
devices, Unix and Windows systems. Opsware [79] has the ability to manage a
complete infrastructure, but has only very basic file-editing functionality, while
Firmato [13] only deals with firewall configurations.

3.3.3 Towards more distribution

Translating high-level specifications to low-level specifications in a centralized
way is not scalable. A tool designed for a high abstraction level will impose a
heavy load on a centralized translation agent when managing large infrastructures.
Tools like Microsoft SMS and Netdirector support multiple translation agents.
Tools like Cfengine support strong distribution for the translation of configuration
specifications. To achieve maximum scalability, we believe that a strongly
distributed approach is required in the next generation of tools. The main problem
that arises when distributing the translation of configuration specifications to
configuration files is that of consistency. Indeed, when looking at table 3.1 we see
that tools that allow some form of distributed translation have no (Microsoft SMS
and Cfengine) or very limited (Netdirector and Puppet) capabilities for managing
consistency in an infrastructure.
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Chapter 4

PoDIM: A Language for
software management in a
business context

This chapter proposes a tool for software management: PoDIM. PoDIM addresses
the need for more abstraction and integration in software management tools. The
third gap that we identified in the previous chapter (more distribution) is left for
future work.

PoDIM addresses the need for a higher abstraction by proposing a high-level
language situated at the level of instance distribution rules from Figure 3.1.
As a consequence, PoDIM provides support for modeling constraints. To the
best of our knowledge, no research has been done in the software management
community on a language at this level. We do not aim for the highest level,
end-to-end requirements, but we will show how a language at this level can be
built on top of PoDIM. PoDIM’s language also supports dependency modeling
and conflict resolution at the level of instance distribution rules. As described
previously, the presence of dependencies between systems and services is major
driver in the complexity of software management in the business context. Indeed,
today’s infrastructures are highly connected networks where services running on
those networks make heavy use of each other. Ignoring these dependencies is a
frequent source of failure. Another complexity driver is the diversity of operating
systems and application software. To address this, configuration specifications
can be modeled independent of the underlying operating system and application
software implementation. For example, the same configuration specification can
be reused for Windows, Unix, Cisco IOS operating systems and sendmail, qmail,
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postfix mail server software. The language is generic enough to model all possible
configuration domains.

The rest of this chapter is structured as follows. We start with a description of
related work. Subsequently, we describe the language in Section 4.2. Next, we
describe the prototype that allows to enforce the language in an infrastructure.
Section 4.4 evaluates our solution through two functional case studies, an
integration case with another software management tool and an assessment of
PoDIM using our taxonomy framework. We end this chapter with a Conclusion.

4.1 Related Work

Related work of PoDIM includes other existing software management tools. We
also discuss how generic policy languages, application deployment frameworks and
approaches for in-domain constraints relate to PoDIM.

4.1.1 Software Management Tools

Bcfg2 [48, 51, 49], Cfengine [28, 26, 27, 29], LCFG [11, 5, 10] and Puppet [86, 87]
are the most cited software management tools. As discussed in the previous
chapter, these tools are at an abstraction level that is too low for contemporary
IT infrastructures. They do not provide support for modeling constraints, have
limited or no support for modeling dependencies and abstracting away from
heterogeneity. Later in this chapter, we discuss how these tools can be used as a
deployment engine for PoDIM.

Bcfg2 and Cfengine are in the first place deployment engines. LCFG and Puppet
include capabilities for modeling dependencies between configurations.

Other related work in the context of software management includes the work of
Couch on closures [39]. Closures are defined as functional units that can accept
commands from the user or other closures. Their internal mechanics are hidden.
PoDIM has a similar concept. It uses an object-oriented domain model. The
classes of that domain model can be seen as closures.

4.1.2 Policy Languages

PoDIM separates the domain model and the policy specification language. Many
other policy languages use this separation. It allows for reuse of both the policy
specification language and domain model in different contexts. The PCIM [108,
107] (Policy Core Information Model) and CIM (Common Information Model) [34]
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initiatives define a generic model for representing policy specifications on one side
and a set of domain classes on the other side. The generic model defines policy
rules in a Condition-Action format. The domain model includes definitions for
common network functionalities such as routing protocols, network configurations
and IPSec configurations. The domain model itself is object-oriented and models
relations between classes. The CIM domain model provides a valuable repository of
existing domain knowledge, modeled as object-oriented classes. The CIM model is
very similar to the PoDIM domain model. However, it has no support for specifying
fine-grained dependencies. PCIM/CIM also does not support constraint handling.

Other frequently cited policy languages such as Ponder [42] and JRules [68] also
offer an extensible domain model. The domain model of these languages is object-
oriented, as is the case with the PoDIM domain model. Policy rules are Event-
Condition-Action based in these languages. The action that can be executed is
an arbitrary operation of the domain model. Notice that this differs with our
approach. Our approach is less expressive in the sense that we do not allow the
execution of arbitrary operations. However, we do allow to model constraints on
attributes, which is something that is not supported by the current generation of
policy languages.

4.1.3 Application Deployment Frameworks

Application deployment frameworks like SmartFrog [97, 92], Spring [146] and
JBoss Microcontainer [63] manage applications directly by tuning their param-
eters. Notice the difference with PoDIM: application deployment frameworks
directly control real world things, while PoDIM represents real world things that
are later deployed. Because of this difference, application deployment frameworks
listed above do not provide constraint resolution of the kind that PoDIM uses.

4.1.4 Constraint Approaches

In [129], SmartFrog is extended to model constraints. SmartFrog represents real
world things as classes. To model constraints, the authors add “satisfy” clauses
which contain boolean expressions. This approach does not make the distinction
between a domain model and a policy language like PoDIM and policy languages
do. Existing specifications like the Object Constraint Language (OCL) [64] can
also be used to annotate an object oriented domain model with constraints.

In [112] a model finding approach is proposed for software management based on
Alloy [84, 85, 1]. This approach is based on creating a model for an infrastructure
based on first-order logic. Based on a number of inputs (such as the number
of devices and network interfaces) an outcome is constructed that satisfies the



88 PODIM: A LANGUAGE FOR SOFTWARE MANAGEMENT IN A BUSINESS CONTEXT

model. The advantage of using a tool such as Alloy is that it allows very advanced
reasoning over a configuration. The same model can be used to generate and
validate configurations. The limitations are that constraints, as we discussed them
in this paper, can not be modeled. It is also difficult to set specific attributes of
entities. For example, it is difficult to set a human readable name for every device.

Another alternative is to use generic constraint solvers [66] for modeling the desired
configuration of an infrastructure. Generic constraint solver enable a system
administrator to use the full expressive power of first order logic.

4.1.5 Summary

PoDIM combines features from the different types of related work mentioned
above:

� In analogy with existing software management tools, PoDIM’s language
is designed to be close to how system administrators reason over there
system. We conducted several interviews and asked system administrators
to explain the configuration of different services in their infrastructure. This
information was used in PoDIM’s language design.

� PoDIM reuses the separation between rule language and domain model from
policy language. The domain model contains generic functionality and is
written by experts. The domain model can be reused between different
sites. The rule language is easy to learn and is used to model site-specific
policies.

� Like in many application deployment frameworks, PoDIM uses an object-
oriented representation to model its domain model.

� PoDIM also incorporates support for constraints. It does not support the
full expressivity of first-order logic but instead contains a few constraint
constructs. We think that these constructs enable system administrators to
express most use cases.

In principle, we could reuse existing specifications like OCL and the SmartFrog
extension described in [129] for PoDIM. We opted to develop a new rule language
for PoDIM because of three reasons:

1. Separation of domain model and rule language enables reuse of configuration
specifications.

2. The full expressive power of first order implies a steep learning curve for a
tool. We opted for a simple rule language that enables system administrators
to model most of their constraint use cases.



THE LANGUAGE 89

3. Generic constraint solvers suffer from performance problems ([112]). The
number of parameters that can be set on any host and the size of
contemporary IT infrastructures result in an explosion of the parameter
space.

4.2 The Language

The state of the art in software management tools allows assigning roles to
machines and setting high-level parameters for those roles. “Configure machine X
to be a web server” and “configure machine Y to be DHCP server” are examples
of role assignments. “The web server must run on port 80” is an example of a
parameter assignment. The PoDIM language aims for a higher level of abstraction.
Instead of role assignments, we want to express things such as: “One of my servers
must be configured as a web server” and “On every subnet, there must be two
DHCP servers”. Instead of parameter assignments, we want to express things such
as: “A web server must use a port number higher than 1024”.

PoDIM’s language consists of a rule language and a domain model. The distinction
between domain model and rule language is a recurring theme in policy languages.
A domain model provides a description of the domain in which a rule language
solves problems. Since we are dealing with the domain of software management,
the domain model contains descriptions for things such as DHCP servers and web
servers. The rule language defines the kind of rules and how they interact with
the domain model. A system administrator writes rules in PoDIM’s rule language.
These rules interact with the domain model and output a configuration for each
managed device. We elaborate on the domain model in Section 4.2.1 and rule
language in Section 4.2.2.

The basic principle of PoDIM’s runtime is that each real world object is simulated
in the system. The different classes of objects are defined in the domain model.
Examples of object classes are devices, network interfaces and services such as
DHCP servers and web servers. PoDIM’s runtime takes a set of policy rules as
input and tries to satisfy these rules by creating objects and setting parameters
of objects. In doing so, it generates a configuration for each managed device.
Existing tools, such as Cfengine [28, 26, 27, 29], can then be used to deploy the
generated configuration on each real world device.

4.2.1 Configuration Descriptions

PoDIM’s domain model is object-oriented. This means that the “things” in the
domain model are coded as classes. Examples of classes are DHCP server and



90 PODIM: A LANGUAGE FOR SOFTWARE MANAGEMENT IN A BUSINESS CONTEXT

Figure 4.1: Domain model in BON [163] notation. All units of functionality such as
mail servers and DNS clients are modeled as classes. All classes have one common
ancestor: ENTITY. The arrows denote inheritance relationships.

web server. We use an existing object-oriented programming language for coding
classes, named Eiffel [102, 103].

Figure 4.1 shows a simplified graphical representation of the domain model in the
BON notation [163]. All classes, such as DHCP server and web server, have one
common ancestor: ENTITY. The ENTITY class is used for modeling common
functionalities. The arrows denote inheritance relationships. The simplified
example presented in Figure 4.1 uses only single inheritance relationships. In
real life examples, multiple inheritance is often necessary. Eiffel supports this.

Classes define the interface of a software subsystem in PoDIM. A class has
attributes that can be set, queries that can be executed and commands that can
be executed. For example, the WEB SERVER class has an attribute for setting its
port, a query to find out the administrative mail address and a command to enable
php support on the server. Attributes are set by the system administrator when
writing rules. Queries are used by the system administrator and other objects
to gather information about the runtime system. Commands are used as an
inter-object communication mechanism. An example of the latter occurs when
a webmail object commands a web server to enable php support.

In the rest of this section, we elaborate on the definition of classes. We start with
attributes and queries. Attributes are an object’s data structures. Queries define
the questions one can ask an object. Next, we discuss commands. Commands
define how objects can change each other’s state. We end this section with a
description on how dependencies are modeled between classes.
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4.2.1.1 Attributes and Queries

Attributes define the data structures for objects of a class. Queries are methods
which return a result. In Eiffel, all attributes are also queries by definition, i.e.
objects can query each other’s attributes. An object can only modify another
object’s attributes by using commands. The result of a query is computed based
on the results of other queries or the values of attributes. The example in Listing
4.1 shows a partial web server class. It defines two attributes: “php supported”
and “domain” and one query: “administrator email”. In the example, the
“administrator email” query is based on the attribute “domain”. All attributes
and queries have a type. For example, the “php supported” attribute has type
BOOLEAN. Note that the definition of WEB SERVER is used as an illustration,
not as an introduction to a real world WEB SERVER class.

1 class WEB SERVER
2

3 feature −− Attributes

4

5 php supported: BOOLEAN
6

7 domain: STRING
8

9 feature −− Queries

10

11 administrator email: STRING is
12 do
13 Result := ”webmaster@” + domain
14 end
15

16 feature −− Commands

17

18 enable php is
19 require
20 php supported = False
21 do
22 php supported := True
23 ensure
24 php supported = True
25 end
26

27 end

Listing 4.1: This partial WEB SERVER class defines two attributes:
“php supported” and “domain”, one query: “administrator email” and one
command: “enable php”.
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4.2.1.2 Commands

Commands are methods that change the state of an object (i.e. modify its
attributes), but do not return a result. The example in Listing 4.1 contains a
partial web server class with one command: “enable php”. The “enable php”
command changes the value of the “php supported” attribute. Since a command
can contain arbitrary code, its behaviour should be clearly documented. For this
documentation, we use another feature of Eiffel: preconditions and postconditions.
Preconditions express conditions that need to be true before the command is
executed while postconditions express the effects of the command’s execution.
In our web server example, the precondition of the “enable php” command is that
php support is not yet enabled. Its postcondition expresses that php support will
be enabled when the command is executed.

It is also possible to control access to commands, i.e. prohibit objects to execute
commands on other objects. In the web server example, we could only allow
objects that run on the same device to enable php support. In Section 4.2.2.3, we
elaborate on how to specify access controls for objects.

4.2.1.3 Modeling dependencies

A lot of dependencies exist between classes (and their real world software
configurations). Imagine a startup class that is responsible for generating the
/etc/init.d directory on Linux systems1. Both the web server and DHCP server
classes depend on the startup system. Indeed, if these two network services have
no hook into the startup system, they are not activated when we reboot a machine.
Another example of a dependency is the relationship between the implementation
of a service and its attributes. Imagine a web server class that supports two web
server implementations: apache and publicfile. Apache supports php, publicfile
does not. In this case, php support can never be enabled on a web server object
if it uses publicfile as its implementation.

To make these kinds of dependencies explicit in our domain model, we use two
language constructs of Eiffel: references and invariants. When declaring an
attribute in a class, it will contain a reference to another object and not to the
contents of the actual object. For example, the dependency of the web server on
the startup system is modeled as a reference in Listing 4.2 on line 9. Invariants
are arbitrary boolean expressions that are required to be true at all times during
an object’s lifetime. They provide a built in mechanism for modeling fine grained
dependencies (and other restrictions on an object’s attributes state). For example,

1Classes can be used to abstract away from details like the operating system used and different
software versions. For example, the same startup object results in other files being generated on
Linux and BSD systems.
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the relationship between php support and the chosen implementation is modeled
in Listing 4.2 on line 12.

Making dependencies that exist in an IT infrastructure explicit in the domain
model has two advantages. First, they can be used as a documentation aid.
Second, a dependency violation can be detected by the PoDIM runtime. For
example, when one rule states that the attribute “implementation” of a web
server class must be set to “publicfile” and another rule states that the attribute
“php supported” must be set to true, a dependency violation is detected. The
default behaviour is to signal an error and abort.

1 class WEB SERVER
2

3 feature −− Attributes

4

5 implementation: STRING
6

7 php supported: BOOLEAN
8

9 startup: STARTUP
10

11 invariant
12 implementation.is equal(” publicfile ”) implies not php supported
13 end

Listing 4.2: This partial web server class illustrates the invariant mechanism to
model the dependency between the implementation and php support and the
reference mechanism to model the dependency between the web server and startup
system.

4.2.2 Rules

The rule language is the user interface for the system administrator. It defines
rules for expressing how the configuration of an infrastructure must look like.
Remember that each real world object is simulated with PoDIM. For example,
there exists an object for each device in your system, each network interface and
every service that needs to be configured. The domain model presented in the
previous section is a static description of the possible classes that can exist in the
system. The rule language is used to create and manipulate objects.

A distinguishing feature of our rule language is that it allows the specification of
constraints. We demonstrate the need for constraints with two examples2.

� When configuring a web server, the port is one of the attributes that can be
set. A constraint allows expressing things such as “the port should be set

2Since this work is about software management, we use examples from this domain.
Nevertheless, the rule language is generic enough to apply to other domains.
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to 80 or a value higher than 1024”. In contrast, a regular assignment only
allows expressing things such as “the port should be set to the value 80”.

� Servers typically have roles assigned which determine the services they must
offer. For example, one can state that system X is going to be a web and mail
server. By using constraints we can express things such as: “A device should
not provide more then 4 network services“, “I want two DHCP servers on
each subnet” or “One of my servers should configure itself as a web server”.

Since the domain model is object-oriented, the rule language contains rules to
create objects and modify the attributes of objects. Remember that a class also
defines commands for its objects. Commands allow objects to change each other’s
behaviour. The rule language also allows access controls between objects to be
defined. In the rest of this section, we elaborate on the three types of rules:
creating objects, modifying objects and authorizing commands.

4.2.2.1 Creating Objects

A system administrator configures the network to offer services. This results in
assigning a set of roles to each device in the network. For example, machine
A acts as a web server and DHCP server. Machine B acts as a DNS server.
All machines act as IPv4 nodes or routers. PoDIM’s creation rules express role
assignments precisely. Since every real world object is simulated in the PoDIM
runtime, rules must exist for all real world objects to be created. In general, a
creation rule instructs a set of objects to create other objects. For example, we
instruct machine A to create a web server and a DHCP server. How do we know
that a simulated object of machine A exists in the system? We cannot assume
this, so we have to create it with a creation rule. But then again, which object
needs to create machine A? To get out this bootstrapping problem, we assume the
presence of one object of a predefined class called SYSTEM ENTITY.

Listing 4.3 shows a creation rule to create machine A. The rule contains three parts:
The first part on line 1 specifies the rule type. In this case, we want to write a
creation rule. The rule type can be extended with an optional rule identifier, in
this case “machine A”. The second part states which object needs to be created.
In this case, we want to create a DEVICE object (line 2). We also specify one
initial attribute for the device object that is going to be created on line 3. The
attribute “name” will be set to “machine A”. The third and last part on line 4,
after the “select” keyword, specifies which object(s) need to execute this rule. In
this case, we want all objects of class SYSTEM ENTITY to execute this rule.
By definition, only one SYSTEM ENTITY object exists, so this rule will only be
executed by one object. In plain English, the rule in Listing 4.3 reads as “A device
object with name machine A must be created”.
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1 creation machine A
2 DEVICE
3 name ”machine A”
4 select SYSTEM ENTITY

Listing 4.3: This creation rule reads as “A device with name machine A must be
created”.

Now that we can write rules to create objects for all managed devices, it is time
to enable some functionalities on those devices. For example, all devices need to
resolve host names to addresses. Consequently, we need to enable each machine’s
DNS configuration. To enable this, we assume the presence of a DNS CLIENT
class in the domain model. Listing 4.4 shows how to express that every machine
should configure itself as a DNS client. The rule has “dns clients” as its identifier
(line 1). In this case, the object that needs to be created is of class DNS CLIENT
(line 2). The objects that need to create a DNS CLIENT objects are all objects
of class DEVICE (line 3). Enabling functionality on a device is thus equivalent
to instructing a device to create an object that represents that functionality (in
this case, a DNS client). In plain English, the rule in Listing 4.4 reads as “All
machines must act as a DNS client”.

1 creation d n s c l i e n t s
2 DNS CLIENT
3 select DEVICE

Listing 4.4: This creation rule reads as “All machines must act as a DNS client”.

In many cases, a more fine grained mechanism is needed to describe which objects
need to execute a rule. For example, how would you say that all machines you
use as a server need to configure themselves as a web server? To enable this, the
part of a rule that selects objects on which to apply the rule can be further refined
with a boolean expression. This boolean expression filters the objects that apply
the rule. For example, in Listing 4.5 the selection clause on lines 3-4 includes all
DEVICE objects, except for those where the boolean expression on line 4 evaluates
to false. In plain English, this rule reads as “Machines with label “server” act as
WEB SERVER”. Note that we assume the presence of a “labels” attribute in
the class DEVICE. The contents of this attribute can be easily set when writing
rules that create devices. This is done in the same way as we assigned the value
“machine A” to the “name” attribute in Listing 4.3.

1 creation m a i l s e r v e r s
2 WEB SERVER
3 select DEVICE
4 where DEVICE. l a b e l s . has ( ” s e r v e r ” )

Listing 4.5: This creation rule reads as “Machines with label “server” act as
WEB SERVER”.
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The syntax of the select-clause - lines 3 and 4 of Listing 4.5 - is modeled after
SQL SELECT statements [3]. The name of a table - class name in our case -
follows the “select” keyword. The optional “where” clause excludes rows - objects
conforming to the class name - where the boolean expression evaluates to false. All
queries and attributes of a class can be used in a boolean expression. Operators are
used to compose composite expressions. Listing 4.5 uses the feature call operator.
Other examples of operators are: comparison operators, boolean operators and
arithmetic operators.

In many cases, you want to express not only what objects need to be created on
a DEVICE - or another object - but also how many need to be created. This
is where creation constraint rules come into the picture. Listing 4.6 expresses
the previously mentioned example that “a device should not provide more then 4
network services”. Creation constraint rules have an extra keyword: “constraint”.
The name of the class to be created is also prefixed with an interval. In this
case the interval expresses that a maximum of four server objects can be created.
Note that we are using the inheritance features from the domain model in this
example. We assume that all types of network services such as DHCP servers and
web servers inherit from the SERVER class.

1 creation constraint s e r v e r o b j e c t s
2 [ 0 : 4 ] SERVER
3 select DEVICE

Listing 4.6: This creation constraint rule reads as “A device should not provide
more then 4 network services”.

Often, you don’t care which DEVICE will be your web server, as long as one -
or more - devices are configured as web server. This can be expressed with the
“group by” clause of the SQL SELECT syntax. The group by clause applies a
rule to a group of objects rather than to of single objects. Listing 4.7 then reads
as “One device with label “server” must act as a web server”.

1 creation m a i l s e r v i c e
2 WEB SERVER
3 select DEVICE
4 where DEVICE. l a b e l s . has ( ” s e r v e r ” )
5 group by DEVICE. l a b e l s . has ( ” s e r v e r ” )

Listing 4.7: This creation rule reads as “One device with label “server” must act
as a web server”.

We end with an often cited example in the context of software management:
“I want two DHCP servers on each subnet”. The rule for this example
is shown in Listing 4.8. This example combines constraint rules and rules
with “group by” clauses. Before we explain the rule itself, we introduce the
NETWORK INTERFACE class. In the same way as we can create devices,
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DNS clients and web servers objects, we can create objects representing network
interfaces. It does not matter if an object represents hardware (such as device
and network interface) functionality or software functionality (such as DNS client
and web server). The basic concept is that the SYSTEM ENTITY object creates
DEVICE objects. DEVICE objects can be instructed to create other objects
such as DNS CLIENT or NETWORK INTERFACE objects. In the same way,
NETWORK INTERFACE objects can be instructed to create DHCP SERVER
objects, which is the functionality demonstrated in Listing 4.8. The interval on line
2 limits the number of DHCP SERVER objects to two. The “subnet interfaces”
query of the NETWORK INTERFACE object returns a set of all subnet interfaces
in the same subnet as the object on which the query is executed. The result of the
“select” clause on lines 3-4 will be a set of network interface sets. Each inner set
represents one subnet. On each of those inner sets, the rule to create two DHCP
servers is executed, which results in two DHCP servers on each subnet.

1 creation constraint dhcp se rve r s
2 [ 2 : 2 ] DHCP SERVER
3 select NETWORK INTERFACE
4 group by NETWORK INTERFACE. s u b n e t i n t e r f a c e s

Listing 4.8: This creation constraint rule reads as “Each subnet must have two
DHCP servers”.

4.2.2.2 Modifying Attributes

Once roles are assigned to devices, you want to tune the behavior of those roles.
Your web server needs a port to run on, your DHCP server needs to know whether
it should serve fixed addresses, your DNS client needs to know what its domain is,
and so forth. These examples can be expressed with PoDIM’s attribute assignment
rules. They change the value of an object’s attributes.

Let’s start with the simple case: how do we specify the search domain for our
DNS clients? The rule that realizes this is shown in Listing 4.9. Rules dealing with
attribute assignments are called assignment rules (hence the keyword “assignment”
on line 1 of Listing 4.9). In general, an assignment rule consists of a series of
attribute-value assignments that are applied to the objects in the select-clause.
In our example, we show one attribute-value assignment, where the attribute is
“search domain” and the value is “mydomain.com”. The objects on which this
assignment is applied are, in this case, all DNS clients.

1 assignment dns search domain
2 search domain ”mydomain . com”
3 select DNS CLIENT

Listing 4.9: This assignment rule reads as “All DNS clients have mydomain.com
as their search domain”.
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In some cases, you don’t care what value an object’s attribute has, as long as
it’s within a predefined range. For example, you might want to express that “the
port of all my web servers should be set to 80 or a value higher than 1024”. This
is where assignment constraint rules come into the picture. Listing 4.10 shows
the assignment constraint rule for our example. The attribute to be set is called
“port”. The valid values for this attribute are the union of the singleton 80 and
all values greater than 1024.

1 assignment constraint webse rve r por t s
2 port [ 80 ] + [ 1024 : ]
3 select WEB SERVER

Listing 4.10: This assignment constraint rule reads as “A web server’s port must
be within the range 80 or a value greater than 1024”.

4.2.2.3 Authorizing Commands

Many system administrators work in a team. In most teams, people have roles:
Jack is our Linux server specialist, Greg is our networking guy and Bill is our
desktop guy. In small teams, communication is easy - Jack, Greg and Bill are
located in the same office. In larger teams, however, there is a need to specify
roles more precisely and enforce those automatically.

1 f i l t e r php enabl ing
2 enable php block
3 select ENTITY, WEB SERVER
4 where not ENTITY. dev i ce . i s e q u a l (WEB SERVER. dev i ce )

Listing 4.11: This filter rule reads as “PHP support on web server can only be
enabled by objects on the same device”.

Since Bill is our desktop guy, we do not want him to configure network services
of any kind. How do we express this? Consider the SERVER class. All network
services like DHCP servers and web servers inherit from this class. The SERVER
class thus represents common functionality for network services. We want to
express that Bill cannot modify the attributes of an object if it inherits from
SERVER. To realize this, we first introduce two extra PoDIM features: a rule
type to express access controls and support for writing rules about other rules.

Recall from the discussion of commands in Section 4.2.1.2 that we wanted to limit
access to the “enable php” command on a web server to objects that run on the
same device as the web server. To allow this, we introduce a third type of rule:
filter rules. Remember that we already introduced creation and assignment rules.
Listing 4.11 shows a filter rule for the case where we want to limit access to the
“enable php” command of web servers. The filter rule blocks the execution of



THE LANGUAGE 99

the “enable php” command on a WEB SERVER for every ENTITY that is not
created on the same device as the WEB SERVER.

Filter rules allow to block the execution of a command based on the caller object
and callee. A filter rule starts with the “filter” keyword and has an optional
identifier. It contains one or more commands (with optional arguments) that
need to be blocked. The selection part on lines 3-4 is a bit different than that
of creation and assignment rules. A filter rule always selects pairs of objects to
identify a caller/callee pair. In SQL terminology: the SELECT clause contains
a join of tables named ENTITY and WEB SERVER. The resulting tuple-set is
then filtered with the “where” expression on line 4. In this case, we express that
we want to block communications when the caller is any entity and the callee a
WEB SERVER (line 3). If the caller executes the “enable php” command, it is
blocked when the caller is not created by the same device as the web server.

The other feature we need are rules about other rules. When we want to express
that Bill cannot configure network services of any kind, we need a filter rule that
prohibits the modification of objects representing network services. The only way
Bill can modify objects is to write assignment rules. So, we want to write a filter
rule that blocks assignment rules written by Bill from being applied on network
services. Remember that we defined a common class for network services in this
example, called SERVER. Since a filter rule specifies a policy for the interaction
between two objects and assignment rules are in this case part of the interaction,
assignment rules themselves must be objects.

Let’s go into more detail on how rules can be objects themselves. Take for example
the assignment rule from Listing 4.9. The assignment rule contains a rule identifier,
“dns search domain”, an attribute that needs to be modified, “search domain”,
the value for that attribute, “mydomain.com”, and the set of target objects, all
DNS CLIENT objects. Looking at this rule as an object, we have an object with
attributes “identifier”, “attribute”, “value” and “targets”. In this example, the
value of “identifier” is “dns search domain”, “attribute” is set to “search domain”
and so on.

Since rules exist as objects in our system, they must have a static definition (class)
in the domain model. An updated graphical representation of our domain model
is shown in Figure 4.2. PoDIM’s three type of rules - creation, assignment and
filter - are shown as classes in the domain model.

We have now introduced all features needed for expressing that Bill cannot config-
ure network services. This policy is represented with a filter rule shown in Listing
4.12. The filter rule deals with the interaction between ASSIGNMENT RULE
objects and SERVER objects. By definition, the “execute assignment rule”
command is used to execute an assignment rule on an object. Since we want
to forbid Bill to configure network services, we must block the execution of this
command for rules created by Bill on SERVER objects.
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Figure 4.2: Domain model in BON [163] notation. This model includes RULE
classes. RULE and ENTITY have a common parent: MANAGED OBJECT. The
arrows denote inheritance relationships.

1 f i l t e r b i l l c a n n o t c o n f i g u r e s e r v i c e s
2 exe cu t e a s s i gnment ru l e ( r u l e ) block
3 select ASSIGNMENT RULE, SERVER
4 where ASSIGNMENT RULE. c r e a t o r = ” Bi l l sPub l i cKey ”

Listing 4.12: This filter rule reads as “Bill cannot configure network services”

Note that we depend on the presence of the “creator” attribute of an ASSIGN-
MENT RULE. This attribute can be set with another assignment rule.

Notice from Figure 4.2 that rule classes have a common parent: RULE. RULE itself
is a child of the common class MANAGED OBJECT, as is the ENTITY class that
was discussed in Section 4.2.1. In the same way that you can not compare a DNS
client with a web server, it is useless to compare rules with entities. They both
have the same structure: they contain attributes, queries and commands, but they
represent very different things: rules represent intentions on the part of the system
administrators while entities represent real world objects such as devices, network
interfaces and network services.

4.2.3 Conflict Managers

We all make mistakes. Thus, policy rules as described in the previous section,
can contain errors. We’re not talking about syntax errors in the rule specification.
We’re talking about Bill writing a policy rule to create a DNS SERVER on one of
its devices, despite the fact that he is not allowed to do so. We’re talking about one
assignment rule specified by Bill and another one by Jack that assigns a different
value to the same attribute. We’re also talking about a creation rule that instructs
to create a DNS client on all devices without taking into account that embedded



THE LANGUAGE 101

network switches do not have DNS client functionality. These type of rules cause
conflicts.

We classify conflicts in three categories: rule conflicts, domain conflicts and
authorisation conflicts. Rule conflicts occur when two rules of the same type
contradict with each other - Bill and Jack assigning a different value to the same
attribute. Domain conflicts occur when a rule contradicts with the domain model -
The network switch that does not support DNS client functionality. Authorisation
conflicts occur when communication between objects is blocked - Bill creating a
DNS SERVER despite the fact that he is not allowed to do so.

1 class RULE
2

3 feature −− Attributes

4

5 id : STRING
6

7 clauses : SET[RULE CLAUSE]
8

9 selection : OBJECT SELECTION EXPRESSION
10

11 rule conflict : RULE CONFLICT MANAGER
12

13 domain conflict: DOMAIN CONFLICT MANAGER
14

15 auth conflict : AUTHORISATION CONFLICT MANAGER
16

17 end

Listing 4.13: Partial definition of a RULE class. Attributes for the rule id,
clauses and object selection expression are modeled, together with attributes for
conflict management. These attributes are “rule conflict”, “domain conflict” and
“auth conflict”.

When a conflict occurs, PoDIM signals an error and exits by default. A system
administrator then modifies the rule that causes the conflict and re-runs the
system. For example, he excludes embedded network switches from the rule that
creates DNS client objects on all devices. However, this can become a costly
operation. For example, when a new type of device is added to the network, the
system administrator first checks if it supports DNS client functionality. If this is
not the case, he modifies the creation rule. A better solution would be to express
once: “All objects need DNS client functionality. Ignore the rule for devices that
do not support DNS client functionality.” We can achieve this behavior with an
extension of the domain model.

The definition of the RULE class is extended with attributes that contain conflict
management logic. In Listing 4.13 we added three attributes to a rule class to
specify the conflict management logic. The types of these three attributes are
subtypes of a generic CONFLICT MANAGER class, which is added as a third
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Figure 4.3: Domain model in BON [163] notation. This model includes
CONFLICT MANAGER classes. The arrows denote inheritance relationships.

type of MANAGED OBJECT - The first type is the ENTITY class, the second is
the RULE class. An extended version of the domain model is shown in Figure 4.3.
Specific conflict manager classes can be created as a subtype of one of the generic
conflict manager classes - rule conflict, domain conflict and authorisation conflict.

An example of how to specify conflict management functionality is shown in Listing
4.14. We specify that all devices need DNS client functionality. The meta-rule
on lines 5-8 states that the IGNORE CONFLICT MANAGER class should be
used when a domain conflict occurs with the previous rule. The rule reads as
“All objects need DNS client functionality. Ignore the rule for devices that do not
support DNS client functionality.”

1 creation d n s c l i e n t s
2 DNS CLIENT
3 select DEVICE
4

5 assignment
6 d om a in c on f l i c t ! ! IGNORE CONFLICT MANAGER. make
7 select CREATION RULE
8 where CREATION RULE. id = ” d n s c l i e n t s ”

Listing 4.14: Regular creation rule and a meta-rule with conflict management
functionality that reads as “All objects need DNS client functionality. Ignore the
rule for devices that do not support DNS client functionality.”

4.2.3.1 Rule Conflicts

Rule conflicts occur between rules of the same type: creation rules - regular and
constraint - can conflict with each other, assignment rules - regular and constraint
- can conflict with each other and filter rules can conflict with each other.
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1. Creation conflicts occur for example if one rule states that [0− 4] objects
of type X need to be created on objects of type Y, while another rule states
that [6− 7] objects of type X need to be created on objects of type Y. Or, a
regular creation rule requires the creation of an object of type Z on an object
of type Y, while a creation constraint rule forbids the creation of objects of
type Z.

2. Assignment conflicts arise because a regular assignment rule assigns a
value out of the domain specified by an assignment constraint rule. Or, a
conflict is generated because a value is assigned multiple times to an attribute
of the same object.

3. Filter conflicts occur because one filter rule specifies a “block” policy for a
pair of objects while another filter rule specifies a “pass” policy for the same
pair of objects.

4.2.3.2 Domain Conflicts

Application conflicts occur when the contents of a policy specification rule
contradicts with the domain logic. Such a conflict can occur because a rule
violates a class invariant. An example of this is shown in Listings 4.15 and 4.16.
The domain model specifies an invariant about the supported implementations
(lines 9-12 in Listing 4.15) and the policy rules specifies an invalid value for the
“software implementation” attribute (Listing 4.16).

1 class
2 MAIL SERVER
3

4 feature −− Attributes

5

6 software implementation: STRING
7

8 invariant
9 valid implementation:

10 software implementation = Void or
11 software implementation = ’sendmail’ or
12 software implementation = ’qmail’

Listing 4.15: Partial MAIL SERVER class to illustrate application conflicts

1 assignment
2 so f tware implementat ion ’ unsupported mai l ’
3 select MAIL SERVER

Listing 4.16: Policy Specification to illustrate application conflicts
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4.2.3.3 Authorisation Conflicts

Authorisation conflicts occur when communication between objects is blocked.
The first and second rule in Listing 4.17 express that Bill creates a rule that
states: “Each device must run a DNS server”. The third rule, however, stats that
Bill is not allowed to create this kind of rules. When these rules are executed, an
authorisation conflict will be generated. Since Bill did not specify a value for the
“authorisation conflict” attribute of the creation rule, an error will be generated
and the PoDIM runtime will quit.

1 creation b i l l s r u l e
2 DNS SERVER
3 select DEVICE
4

5 assignment
6 c r e a t o r ” Bi l l sPub l i cKey ”
7 s i g n a t u r e ” B i l l sS i gna tu r eForRu l e ”
8 select CREATION RULE
9 where CREATION RULE. id = ” b i l l s r u l e ”

10

11 f i l t e r b i l l c a n n o t c r e a t e s e r v e r s
12 a d d c r e a t i o n c l a u s e ( c l a u s e ) block
13 select CREATION RULE, DEVICE
14 where CREATION RULE. c r e a t o r /= ” Bi l l sPub l i cKey ”
15 and c l a u s e . name conforms to ( ”SERVER” )

Listing 4.17: Bill tries to create a DNS server on all devices, while the filter rule
forbids him to create server objects.

4.2.4 Context Classes

How would you specify that the accounting system only needs to be accessible
during business hours? How would you express that your wireless interface needs
a static IPv4 address in your corporate network and DHCP when you’re on the
road? To allow these kind of rules, we extend the domain model with a fourth
type of classes: context classes. Remember that we first defined entity classes,
then rules and third conflict managers.

1 class TIME
2

3 feature −− Queries

4

5 hour: INTEGER
6 −− current hour

7

8 end

Listing 4.18: Partial TIME class. One function is defined to query the current
hour.
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Figure 4.4: Domain model in BON [163] notation. This model includes CONTEXT
classes. The arrows denote inheritance relationships.

Context classes express environmental data. An example of such environmental
data is time. Another example is location information. It is also possible to include
run time information like the load of a device as environmental data. Figure 4.4
shows our extended (and final) domain model. The domain model contains context
classes for modeling time and location. Listing 4.18 shows a partial description of
the TIME class.

Listing 4.19 shows an example on how the TIME class can be used in a rule. The
example shows an assignment rule which sets the value of the “active” attribute
to True for all accounting systems if the time is within regular business hours.

1 assignment
2 a c t i v e True
3 select ACCOUNTING SYSTEM
4 where TIME. hour > 9 and TIME. hour < 17

Listing 4.19: Assignment rule which reads as “The accounting system is active in
business hours.”

At runtime, one context object exist for each context class. Those objects are
created when they are first encountered in a policy rule.

4.3 Prototype

The prototype described below is available for testing from http://purl.org/
podim/devel. First we describe the rule resolution process in Section 4.3.1. Next,
we describe how a configuration is deployed on a set of machines in Section 4.3.2.

http://purl.org/podim/devel
http://purl.org/podim/devel
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4.3.1 Rule Resolution

We have seen that the basic principle of PoDIM’s runtime is that objects are
created for each real world “thing”. We have also discussed how a system
administrator uses creation rules to specify which objects need to be created. The
basic form of a creation rule is that it states that an object or objects of a particular
class must be created by other objects. For example, we can assert that all devices
must create a DNS client object. Remember that there is a bootstrapping problem
with this approach. To solve this, we assumed the presence of one object of a
predefined class, SYSTEM ENTITY.

The component responsible for creating a SYSTEM ENTITY object is the rule
engine. The rule engine contains compiled versions of all domain model classes.
At startup, it creates a SYSTEM ENTITY object and then parses one or more
policy files. Policy files contain one or more creation, assignment or filter rules.
Remember that rules themselves are also objects in the system. Thus, the rule
engine creates an object for each rule.

At this moment, there is one SYSTEM ENTITY object and an object for each rule.
The rule engine then iterates over all available objects and asks them to configure
themselves. This configuration process is different for RULE and ENTITY objects.
RULE objects check if there are new objects that conform to their selection clause.
If there are, they attach themselves to those objects.

The configuration process of an ENTITY object starts with checking all attached
creation rules. The creation rules are sorted by class name. Remember that classes
represent things such as DHCP servers and web servers. For each class name,
the intersection of all creation constraints is computed. Creation constraints are
constraints on the number of objects of each class name. If the intersection of all
creation constraints is empty, an error is generated. Else, the minimum number
of objects is created to satisfy all creation rules.

Next, all attached assignment rules are checked and sorted per attribute name.
For each attribute, the set of allowable values is computed. If this set is empty, an
error is generated. Else, the number of elements in the set is computed. If there is
only one element, the attribute’s value can be assigned. Else, one value is chosen
from the set. The algorithm that chooses one value from a set can be redefined in
each class. For example, the algorithm for choosing a valid port on a web server
will have to take into account ports chosen by other services on the same device.
The algorithm for choosing a valid IPv4 address from a set will have to take into
account the network address of its subnet and addresses already assigned to other
devices on the same subnet.

After all objects have been asked to configure themselves for the first time, the
whole process is repeated. In practice, SYSTEM ENTITY will create a number
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of DEVICE objects based on its attached creation rules. In the next run of
the configuration process, DEVICE objects will create other objects representing
services like DHCP servers and web servers.

The configuration process continues until all existing objects reach a stable state.
A stable state for an object is defined as follows: all rules attached to the object are
satisfied. A class can extend the definition of a stable state. In the RULE classes,
for example, the definition of stable state is extended with the requirement that a
rule must be attached to all objects satisfying its selection clause. For a web server
class, the definition can be extended with the requirement that the port attribute
must have a value, even if no rules exist that set the port attribute. Determining
values for attributes for which no rule exist is done by calling an extra method
after the configuration process of each object. By default this method contains
nothing, but objects can redefine it. For example, the web server class can define
this method to set the port attribute to 80 if no rules exist for this attribute.

It is possible that a stable state is never reached. First, a class definition can
be erroneous. The specification of what is a stable state can be ill-defined. The
extra method that can be defined in each class for additional configuration can
also contain errors that prevent objects from the class (or other objects) to reach
a stable state. Second, because of the complex (multiple) inheritance relationships
that can exist between classes it is possible that the creation rules are never
satisfied.

The enforcement of filter rules is done when objects execute methods on each
other. Before executing a method, the attached filter rules are checked. If a block
policy exists, the execution is not allowed.

4.3.2 Configuration Deployment

When the rule engine notices that all objects have reached a stable state, the
templating engine is started, followed by the deployment engine. The goal of
the templating and deployment engines is to generate configuration files from the
created objects and deploy these files on all managed devices.

Figure 4.5 show how the rule, templating and deployment engines are related to
each other. For every process we describe how the input looks like, the processing
actions and the output.

4.3.2.1 Rule Engine

� Input: PoDIM specification, written by system administrator.
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Figure 4.5: Graphical representation of PoDIM runtime.

� Actions: Generates an instantiated object model as described in the
previous Section.

� Output: For every machine, an XML profile is generated which is a partial
dump of the object model relevant for that machine. This is done by
asking the SYSTEM ENTITY object to output its configuration. The
SYSTEM ENTITY object asks all its children (which are DEVICE objects)
to output their configuration. The DEVICE objects in turn, ask their
children to output their configuration and so on. The result is that, for each
DEVICE, a tree-structured XML profile is created. This profile consists of
simple attribute-value assignments for all attributes and queries of an object.

4.3.2.2 Templating Engine

� Input: A set of XML profiles, one for every machine.

� Actions: Translates XML profiles to configuration files and associated
configuration instructions. Except configuration files themselves, everything
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that can be changed in a system is defined as a configuration instruction.
Examples are: settings permissions and ownerships of files, installing
packages, restarting software services and creating links.

� Output: The format of configuration instruction is XML-based and is
derived from the internal XML format that Bcfg2 [48, 51, 49] uses. The
grammar of the format can be found on http://purl.org/podim/devel.
One profile with configuration instructions is generated for every machine.

4.3.2.3 Deployment Engine

� Input: Configuration files and configuration instructions in the XML-based
format that the templating engine outputs.

� Actions: The configuration instructions are translated to the languages
used by one of the deployment backends. The prototype allows multiple
deployment backends to be used. For example, it is possible to translate
configuration instructions to Cfengine [28, 26, 27, 29], Bcfg2 [48, 51, 49] or
Lcfg [11, 5, 10] specifications. It is also possible to add additional deployment
backends. Finally, the deployment backend applies the specification on every
managed machine.

� Output: A computer infrastructure configured according to the high-level
PoDIM specifications.

4.4 Evaluation

In order to fully evaluate PoDIM, we investigate its behavior 1. in two case studies,
2. in integration with the LCFG tool and 3. in comparison with the taxonomy
framework from Chapter 3.

4.4.1 Case Studies

We conducted two case studies:

1. Our first case extends the domain model of PoDIM to support network
configuration and models the network configuration policies of the Computer
Science Department of the K.U.Leuven in PoDIM.

2. Our second case extends the domain model of PoDIM to support DNS and
mail configuration. It also provides a templating engine that translates the

http://purl.org/podim/devel
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output of the PoDIM compiler to configuration files for two mail server
implementations and two operating systems. Finally, we model and enforce
the mail configuration of the K.U.Leuven and show how a simple monitoring
system integrates with PoDIM to achieve dynamic reconfiguration.

In the Introduction, we enumerated four complexity drivers for software manage-
ment in a business context: increasing scale, increasing diversity, high number of
dependencies and the requirement to guarantee performance and availability. In
each of our cases, we discuss how PoDIM deals with these complexities.

4.4.1.1 Network Configuration

As a first validation of our language, we model the IPv4 addressing policies for
the Computer Science Department of the K.U.Leuven (CSNet). CSNet has a
total of 600 machines in about 20 subnets. The 134.58.39.0-134.58.47.255 block of
addresses is assigned to CSNet. CSNet has two connections to the university-wide
network. The main connection is a subnet that contains, besides the external
router for CSNet, switches from other departments and a router that connects to
the main K.U.Leuven backbone. One lab is connected to the private network of the
K.U.Leuven. We want to assign static addresses to all network interfaces. Some
subnets need private addresses. Private addresses are used by the lab networks
and the network of the departmental administration.

Domain Model

Besides classes for modeling devices and network interfaces, we need a class to
model a static IPv4 address configuration. This class is shown in Listing 4.20.
The class contains a reference to a network interface (line 6), the value for its
address (line 9) and its network (line 12). The class also defines a query that
returns the netmask (lines 17-20).

Templating and Deployment

As discussed previously, the translation controller reads the policy rules and tries
to find a stable state. If the latter succeeds, configuration files are generated
by the template engine. Based on the operating system of a device, a template
file is chosen. This template then generates configuration files. For example, for
OpenBSD devices, /etc/hostname.xxx files are generated. For Debian GNU/Linux
devices, /etc/network/interfaces are generated. On Cisco routers and switches, one
global configuration file is generated. Depending on the mechanics of the chosen
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1 class
2 NETWORK IPV4 STATIC ADDRESS
3

4 feature −− Attributes

5

6 interface : NETWORK INTERFACE
7 −− attached interface

8

9 address: IPV4 ADDRESS
10 −− IPv4 address

11

12 network: IPV4 NETWORK
13 −− subnet configuration

14

15 feature −− Queries

16

17 netmask: INTEGER is
18 do
19 Result := network.netmask
20 end
21

22 end

Listing 4.20: Class definition of a static IPv4 address.

deployment engine (Cfengine, Bcfg2, Lcfg, . . . ), configuration files and are then
transported to and deployed on a device.

Configuration

The IPv4 addressing policies for CSNet are described in Listing 4.21. We omitted
the creation of device and network interface objects, representing the hardware
configuration of our infrastructure. Notice that, except for a few corner cases (the
networks providing external access), all devices are managed with the first three
constraint rules: one creation constraint rule that that creates static IPv4 address
configuration and two rules for configuring the private and public address space.
In plain English, the rules in Listing 4.21 read as follows.

1. Rule on lines 3-10: All network interfaces must have one static IPv4
address configured, except for the interface of “jasje” on the external access
subnet (KULEUVENNET). “Jasje” is our network sniffer.

2. Rule on lines 12-18: All network interfaces that must be reachable
from the Internet must have an IPv4 address in the range 134.58.39.0 -
134.58.47.255.
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3. Rule on lines 20-26: All network interfaces on private subnets must have
an IPv4 address in the range 192.168.0.0 - 195.168.255.255.

4. Rule on lines 28-33: The network interfaces on the PC KLAS subnet must
have an IPv4 address on the 10.2.15.0/24 subnet.

5. Rule on lines 35-40: The access switch on the PC KLAS subnet must
have the 10.2.15.254 address.

6. Rule on lines 42-48: All interfaces in the external access subnet -
KULEUVENNET - must have an IPv4 address on the 134.58.254.64/29
subnet.

7. Rule on lines 50-57: The gateway of the external access subnet must have
the 134.58.254.70 address.

Assessment

Of the four complexity drivers for software management, only two are relevant in
this case: increasing scale and increasing diversity. Because of its low-level nature
IPv4 addressing has no dependencies on other services and has nothing to do with
performance/availability guarantees.

� increasing scale: As long as the number of devices is sufficient for the
address ranges that are assigned to the department, the configuration does
not need to be changed when new devices are added. When new devices
are added, a definition of the new device needs to be provided to PoDIM.
The configuration itself will pick up the device automatically through the
“select” clauses.

� increasing diversity: None of the rules or domain model definition from
Listings 4.20 and 4.21 depend on the operating system or network stack
implementation. The distinction between different operating systems is made
in the templating engine where operating system specific configuration files
are generated. As a consequence, adding support for a new operating systems
requires an extension of the templating engine. All the other parts of the
system can be reused.

1 −− I P v 4 A d d r e s s i n g

2

3 creation
4 −− Ea c h i n t e r f a c e h a s 1 I P v 4 a d d r e s s ,

5 −− e x c e p t ” j a s j e ”

6 [1−1] NETWORK IPV4 STATIC ADDRESS
7 select NETWORK INTERFACE
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8 where NETWORK INTERFACE. dev i ce . name
9 /= ” j a s j e ” and

10 NETWORK INTERFACE. l a b e l s . has ( ”KULEUVENNET” )
11

12 assignment constraint
13 −− P u b l i c a d d r e s s s p a c e

14 address [ ! ! IPV4 ADDRESS . make( ” 1 3 4 . 5 8 . 3 9 . 0 ” ) :
15 ! ! IPV4 ADDRESS . make( ” 1 3 4 . 5 8 . 4 7 . 2 5 5 ” ) ]
16 select NETWORK IPV4 STATIC ADDRESS
17 where NETWORK IPV4 STATIC ADDRESS. i n t e r f a c e .
18 l a b e l s . has ( ”PUBLIC SUBNET” )
19

20 assignment constraint
21 −− P r i v a t e a d d r e s s s p a c e

22 address [ ! ! IPV4 ADDRESS . make( ” 1 9 2 . 1 6 8 . 0 . 0 ” ) :
23 ! ! IPV4 ADDRESS . make( ” 192 . 168 . 255 . 255 ” ) ]
24 select NETWORK IPV4 STATIC ADDRESS
25 where NETWORK IPV4 STATIC ADDRESS. i n t e r f a c e .
26 l a b e l s . has ( ”PRIVATE SUBNET” )
27

28 assignment
29 −− PC KLAS I P v 4 A d d r e s s r a n g e

30 network ! ! IPV4 NETWORK. make( ” 1 0 . 2 . 1 5 . 0 ” ,24)
31 select NETWORK IPV4 STATIC ADDRESS
32 where NETWORK IPV4 STATIC ADDRESS. i n t e r f a c e .
33 l a b e l s . has ( ”PC KLAS” )
34

35 assignment
36 −− PC KLAS e x t e r n a l r o u t e r

37 address ! ! IPV4 ADDRESS . make( ” 1 0 . 2 . 1 5 . 2 5 4 ” )
38 select NETWORK IPV4 STATIC ADDRESS
39 where NETWORK IPV4 STATIC ADDRESS. i n t e r f a c e .
40 dev i ce . name = ” l swi tch−cw”
41

42 assignment
43 −− KULEUVENNET e x t e r n a l a c c e s s

44 subnet
45 ! ! IPV4 NETWORK. make( ” 1 3 4 . 5 8 . 2 5 4 . 6 4 ” ,29)
46 select NETWORK IPV4 STATIC ADDRESS
47 where NETWORK IPV4 STATIC ADDRESS. i n t e r f a c e .
48 l a b e l s . has ( ”KULEUVENNET” )
49

50 assignment
51 −− G a t e w a y c o n f i g u r a t i o n f o r KULEUVENNET

52 address ! ! IPV4 ADDRESS . make( ” 1 3 4 . 5 8 . 2 5 4 . 7 0 ” )
53 select NETWORK IPV4 STATIC ADDRESS
54 where NETWORK IPV4 STATIC ADDRESS. i n t e r f a c e .
55 dev i ce . name = ” de fau l t−gateway” and
56 NETWORK IPV4 STATIC ADDRESS. i n t e r f a c e .
57 l a b e l s . has ( ”KULEUVENNET” )

Listing 4.21: Policy Specification for the network configuration of K.U.Leuven’s
CS department.
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4.4.1.2 Mail Infrastructure

Our second case extends the domain model of PoDIM to support DNS and mail
configuration. It also provides a templating and deployment engine that translates
the output of the PoDIM compiler to configuration files for two mail server
implementations and two operating systems. Finally, we model and enforce the
mail configuration of the K.U.Leuven and show how a simple monitoring system
integrates with PoDIM to achieve dynamic reconfiguration.

This case study is based on work done by Verschuren and Mesotten in [54].

Domain Model

The domain model that supports DNS and mail configuration is more elaborate
than the domain model for network configurations used in the previous case. We
will not list and discuss all classes of the domain model but limit ourselves to the
most important concepts in the domain model. Appendix A contains a graphical
representation of the complete domain model. The code can be retrieved from the
PoDIM website.

� Infrastructure: Infrastructure represents the computer infrastructure as a
whole. It is used to keep infrastructure-wide configuration parameters like
the domain name.

� Device: Contains device characteristics like CPU, disk size, memory size
and a list of software roles that the devices fulfill. Examples of roles are Mail
Server, Storage Server and DNS client (all described below).

� Server: Server is an abstract class that is inherited by the Mail, DNS and
Webmail server classes. Its primary purpose is to define a name for a service.
Servers with the same name are part of the same service. This information
can be used for load balancing and failover configurations.

� DNS Server: A DNS Server object requires no configuration. All
configuration is automatically extracted from the configuration of other
objects. For example, for every device with a mail server role, the DNS
Server object generates an MX record. The only requirement is a rule that
assigns DNS server objects to machines.

� DNS Client: A DNS Client needs no configuration. The DNS Servers are
automatically determined and managed as a dependency. An object needs
to be created for every device needing DNS client functionality.

� Mail Server: Mail Server is an abstract class that is specialized in five
specific mail servers: a storage server, proxy server, mailing list server, filter
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Figure 4.6: Mail setup of K.U.Leuven.

server and gateway server. Every mail server object defines a priority (used
by DNS) a listening port and references to a transport mapping objects.
Transport mapping define the forwarding policies for a mail server.

� Storage: Storage objects determine how mails are stored: in a database or
in a user’s home directory.

� Transport Mapping: A transport mapping specifies the forwarding
policies for mails between mailservers based on the destination address of
a mail.

Templating and Deployment

The templating engine translates mail server configurations to sendmail or postfix
configurations based on the “implementation” attribute of every mail server object.
It also supports both Linux and FreeBSD as operating system. We used Cfengine
to deploy the generated configurations in our test network.

Configuration

Our test configuration is the mail infrastructure setup of the K.U.Leuven’s central
IT department. A graphical representation of this setup is shown in Figure 4.6.
The setup contains:
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� 2 inbound gateways: One gateway is accessible from the Internet and
forwards its mail to the spamfilter. The other gateway is only accessible
from the Intranet and sends its mail directly to the proxy server.

� 2 spamfilters: Spam and virus checking is the bottleneck in the mail
infrastructure. This is the reason for distributing the filtering role on two
servers.

� 1 mail storage proxy: Dispatches mail

� 2 mail storage servers: Stores mails for students and staff on different
servers.

In this Section, we limit the discussion to the PoDIM rules related to mail server
functionality. Device creation rules and DNS functionality rules are comparable
to examples discussed in Section 4.2. The full specification can be found on the
PoDIM website.

� Role Distribution: Different mail server roles have to be distributed
on different physical servers. The constraint creation rule of Listing 4.22
achieves this. It allows a maximum of one mail server object on every device.

1 creation constraint
2 [ 0 : 1 ] MAIL SERVER
3 select PC DEVICE

Listing 4.22: A device can only have one mail server role

� Inbound Gateways: First, two different inbound gateway objects are
created (lines 1-13) with different role names. We only consider machines
with a powerful enough processor capable of being an inbound gateway (lines
4 and 11). Because of security reasons, the external gateway needs to run
postfix (line 5). Both inbound gateways are configured with a transport
mapping (lines 15-16). The transport mapping of the external gateway is
configured to forward mail to the spamfilter (lines 18-22). The transport
mapping of the internal gateway is configured to forward mail to the proxy
(lines 24-28).

� Spamfilters: Every machine with enough memory can take the role of spam
filter. Lines 1-5 create two identical spam filter objects with a transport
mapping that forwards mail to the proxy server (lines 11-13). The computer
science department takes care of its own mail. Emails for this domain refer
to an external mail server (lines 14-16). On every spam filter, we install
SpamAssassin. SpamAssassin is configured to rewrite the subject of every
mail that it recognizes as spam (lines 20-24).
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� Proxy: One machine will be configured as proxy server. We do not need to
define a transport mapping on this server because a proxy is automatically
configured to search for available mail storage server and creates transport
mappings based on the information on these storage servers.

1 creation constraint [ 1 : 1 ] INBOUND GATEWAY
2 se rv ice name ” cavin ”
3 select PC DEVICE
4 where PC DEVICE. cpu speed > 1000 and
5 PC DEVICE. l a b e l s . has ( ” p o s t f i x ” )
6 group by PC DEVICE. parent
7

8 creation constraint [ 1 : 1 ] INBOUND GATEWAY
9 se rv ice name ”smtp”

10 select PC DEVICE
11 where PC DEVICE. cpu speed > 1000 and
12 PC DEVICE. l a b e l s . has ( ”exim” )
13 group by PC DEVICE. parent
14

15 creation TRANSPORT MAPPING
16 select INBOUND GATEWAY
17

18 creation INT TRANSPORT ENTRY
19 d e s t i n a t i o n f q d n ”*”
20 nex t hop se rve r ( select SPAM FILTER SERVER)
21 select TRANSPORT MAPPING
22 where TRANSPORT MAPPING. parent . se rv ice name = ” cavin ”
23

24 creation INT TRANSPORT ENTRY
25 d e s t i n a t i o n f q d n ”*”
26 nex t hop se rve r ( select MAIL STORAGE PROXY)
27 select TRANSPORT MAPPING
28 where TRANSPORT MAPPING. parent . se rv ice name = ”smtp”

Listing 4.23: Inbound gateways configuration

� Mail Storage Servers: Since PoDIM does not support the automatic
migration of data, we need to assign the storage servers to specific machines.
In our case, the role of student storage server is assigned to the machine
named “golf” (lines 1-5) and the staff storage server role is assigned to the
machine named “foxtrot” (lines 7-11). Every server also contains a list of
configured users. This list of users is used by the proxy to define transport
mappings. On Lines 13-16 an IMAP and POP service is activated on every
storage server.

Dynamic Reconfiguration

Our goal is to complement PoDIM with a simple monitoring system.
We want to detect machines that are down and changes in hardware
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configurations. Using this information, we want to reconfigure our
infrastructure.

1 creation constraint [ 2 : 2 ] SPAM FILTER SERVER
2 se rv ice name ” cavu i t ”
3 select PC DEVICE
4 where PC DEVICE. memory > 1000
5 group by PC DEVICE. parent
6

7 creation TRANSPORT MAPPING
8 select SPAM FILTER SERVER
9

10 creation
11 INT TRANSPORT ENTRY
12 d e s t i n a t i o n f q d n ”*”
13 nex t hop se rve r ( select MAIL STORAGE PROXY)
14 EXT TRANSPORT ENTRY
15 d e s t i n a t i o n f q d n ” cs . kuleuven . be”
16 next hop fqdn ” cs . kuleuven . be”
17 select TRANSPORT MAPPING
18 where TRANSPORT MAPPING. parent . se rv ice name = ” cavu i t ”
19

20 creation SPAM ASSASSIN
21 r e w r i t e s u b j e c t ”**SPAM**”
22 t r e s h o l d s c o r e 3
23 select SPAM FILTER SERVER

Listing 4.24: Spamfilter configuration

1 creation constraint [ 1 : 1 ] MAIL STORAGE PROXY
2 se rv ice name ” r e w r i t e ”
3 select PC DEVICE
4 group by PC DEVICE. parent

Listing 4.25: Proxy configuration.

1 creation MAIL STORAGE SERVER
2 se rv ice name ” students ”
3 u s e r l i s t [ ” mesotten . pe te r ” , ” sander . verschuren ” ]
4 select PC DEVICE
5 where PC DEVICE. name = ” g o l f ”
6

7 creation MAIL STORAGE SERVER
8 se rv ice name ” s t a f f ”
9 u s e r l i s t [ ”wouter . j oo sen ” , ”thomas . d e l a e t ” ]

10 select PC DEVICE
11 where PC DEVICE. name = ” f o x t r o t ”
12

13 creation
14 IMAP SERVER
15 POP SERVER
16 select MAIL STORAGE SERVER

Listing 4.26: Mail storage servers configuration
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Figure 4.7: Dynamic Reconfiguration in PoDIM.

To realize this, we periodically run a job on every managed machine that creates
a PoDIM rule which creates a DEVICE object with its own characteristics. This
rule is then uploaded to the PoDIM policy server through an SSH connection.

The PoDIM rule engine runs periodically on the policy server and takes all the
device creation rules plus the mail server configuration rules as input. Device
creation rules that are not refreshed recently are eliminated from the configuration
since these machines are considered down or unreachable. The whole process is
illustrated in Figure 4.7. Machines 1 and 2 send their configurations to the policy
server. Machine 3 is down and Machine 4 has network connectivity problems. As
a consequence, both machines are eliminated from the rule resolution process on
the policy server and will not be assigned roles.

Assessment

� increasing scale: As more servers are added, they become automatically
part of the pool of servers PoDIM uses to assign the required mail server role.
If the existing mail servers become overloaded, the system administrator has
to adapt the policy specification. He can choose to adapt the SELECT
clauses to require a more powerful server or assign a role to more servers.
In both cases, the effort to deal with increasing scale is minimal: adding
new device configurations or a small modification of the policy rules. If
the dynamic reconfiguration features are used, adding extra servers requires
no effort since a server generates its device configuration automatically and
sends it to the policy server.
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� increasing diversity: The mail server case is prototyped in PoDIM with
two supported mail server implementations: Exim and postfix and two
operating systems: (Ubuntu) Linux and FreeBSD. Adding extra operating
systems, mail server implementations requires an extension of the templating
engine. All the other parts of the system can be reused.

� high number of dependencies: The mail server case study clearly
illustrates the complex dependencies in a modern infrastructure: the
configuration of the DNS server depends on the configuration of the other
services for its DNS records. DNS clients depend on DNS servers, mail
servers have complex dependencies about who forwards what type of mail
to other mail servers. PoDIM allows to either manage these dependencies
automatically (in case of the DNS server configuration and link between DNS
client and server) or specify the required policies in the high-level language
(in case of mail server forwarding policies).

� guarantee performance and availability: Remember the different
abstraction levels for a software management language from Figure 3.1 on
page 73. Performance and availability guarantees have to be specified at
the highest level of end-to-end requirements and require tight integration
with a monitoring system. PoDIM’s language is at a lower level (instance
distribution rules), but its constraint rules together with the simple dynamic
reconfiguration system we described provide some support for performance
and availability guarantees.

– If a server becomes unavailable, the dynamic reconfiguration system
will detect this and PoDIM will use this information to migrate that
server’s roles, ensuring minimal downtime.

– The constraint creation rule that defines the creation of two spam filter
instances with the same service name implies that we want to load-
balance the spam filter service for more availability. We could extend
our dynamic reconfiguration system to monitor processing time of mail
messages on the filter servers. If processing time reaches a predefined
threshold, the filter server notifies the policy server and the policy server
adapts the constraint creation rule to create more spam filter roles.

4.4.2 Tool Integration

The previous case studies showed that the PoDIM’s domain model and templating
engine needs to be extended to support new functionality. The work required
to extend the domain model is rather limited because it is implementation and
operating system agnostic. The templating engine however requires more work:
every new implementation or operating system that needs to be supported requires
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Figure 4.8: The LCFG Architecture

an extension of the templating engine to generate the correct configuration files.
This problem is inherent in using a high-level configuration tool. By coupling
PoDIM with an existing tool, the templating and deployment engine can be reused.
This modular approach to software management is advocated by Anderson and
Smith in [142].

This section describes a practical example of the modular approach; we interface
PoDIM with the well-proven (but essentially low-level) configuration tool LCFG
[11]. This creates a configuration system which automatically generates correct
host configurations from specifications of site-wide constraints.

In this Section, we start with a general description of how LCFG works, next we
describe the integration with PoDIM, we test our integration with a simple case:
We want to enforce the rule “Configure 2 DHCP servers on every subnet” with
the PoDIM/LCFG combination. We end with a discussion of the limitations of
our approach.

4.4.2.1 LCFG

LCFG [11] is an established software management tool for managing large numbers
of Unix systems. It is particularly concerned with specifying and managing the
relationships between clients and servers in large installations. The underlying
principles are described in [7], and full documentation is available from the web
site [4]. Figure 4.8 shows a simple version of the LCFG architecture which operates
as follows:

� The configuration for an entire site is described by a set of declarative source
files, held on a master server. These source files may be managed by different
people and describe different aspects of the overall configuration, such as a
“web server”, a “student machine” or a “laptop”.
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� The LCFG compiler continuously monitors changes to these source files
and immediately recompiles the configuration for all hosts affected by any
changes.

� The result of the compilation is one XML profile for each client node.
The profile defines explicit values for all of the configuration parameters
(resources) of that host3.

� The client includes a modular set of components, each responsible for a self-
contained subsystem, such as inetd or apache. When the client receives a
new profile, it notifies all those components whose resources have changed,
and they immediately reconfigure the subsystem to correspond to the new
configuration.

A number of properties of LCFG are important to note for the discussions which
follow:

� The LCFG source descriptions are declarative. They describe the desired
state of the system configuration, rather than some process for achieving
that state. The LCFG client components automatically monitor the actual
state and take any appropriate action to synchronise the actual state with
the desired state.

� The LCFG source files contain specifications for different aspects of the
configuration. It is common for these aspects to overlap – for example, a
file specifying the security requirements for machines at a particular site
may contain parameters which are also specified in the source file for some
other aspect of a particular machine, such as “laptop”. The LCFG compiler
resolves these conflicts – either by using specific precedence rules, or by
demanding human intervention.

� LCFG supports a concept known as a spanning map. This allows
inter-machine dependencies to be collated, and presented as part of the
configuration for a particular machine. For example, the configuration for a
firewall may be automatically constructed from the configuration of all the
machines at a site which are running external services. This ensures that
the firewall state is never out of step with the running services.

� LCFG is capable of fully prescriptive configuration. This means that clients
can be completely configured (even installed from scratch) without any
manual configuration.

� The input language to LCFG has a very simple syntax and can easily be
generated by other processes.

3A typical profile may contain about 5000 resources.
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Figure 4.9: The LCFG/PoDIM Interface

� The configuration process is centralised and takes place on a single server.

Its simple syntax and the fact that it takes care of the lower level details
of configuration management make LCFG particularly suitable as a testbed
for experiments in higher-level configuration automation (see, for example [9]);
some process can inspect configuration parameters, and automatically generate
other configuration parameters (both as simple key-value pairs). The generated
parameters can be written to a simple source file and the compiler will take care
of composing them with the manually specified parameters and deploying the
reconfiguration.

4.4.2.2 Combining LCFG and PoDIM

This section describes how LCFG has been provided with an experimental interface
to PoDIM which allows PoDIM’s constraint-resolution process to be tested and
evaluated on real-world configurations. Figure 4.9 shows the architecture for the
combined system:

� One host runs the PoDIM server which is managed by a custom LCFG
component (lcfg-podim).

� The LCFG schema for the PoDIM component specifies that certain
configuration parameters should be collated from all other machines and
passed to PoDIM (using a spanning map). For example, the hostnames,
subnets and configured services of all other machines can all be easily
collected.
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� Whenever any of this information changes, the component is notified and
PoDIM runs to re-evaluate the constraints. This may result in a re-allocation
of services to hosts, for example.

� The output from PoDIM is passed back to the LCFG compiler as simple
LCFG source files. The compiler notices any changes to these files and
recompiles the configuration for any affected hosts, thus implementing the
computed configuration.

Notice that this loose coupling does have a number of side-effects which may be
undesirable in a production system; for example, the reconfiguration occurs in two
phases – the compiler actually deploys the manual changes before the constraints
can be evaluated and the computed changes can be deployed. It would clearly be
preferable to deploy all of these changes as a single atomic action. This latency
also provides a potential for oscillation if the automatic changes have consequences
for the input to the constraint process. However, these problems would be easily
solved in a production implementation, and they do not affect the validity of these
experimental results.

The custom LCFG component includes all the necessary code to convert from the
LCFG spanning map to the PoDIM input, and from the PoDIM output to the
LCFG source.

4.4.2.3 An Example Application

The current state of the art in software management supports explicit assignment
of roles to machines; for example: “Configure machine X as a DHCP server”. Our
experimental system is capable of defining looser constraint-based assignments,
such as: “Configure 2 DHCP servers on each subnet”. In this example, roles (a
DHCP server) are assigned to groups of machines (every subnet).

Specifying the desired configuration in a looser way has several advantages:

� Looser specifications allow dynamic adaption (autonomic reconfiguration)
when the network setup changes. For example: suppose machine X is a
DHCP server. A rule that states “Configure machine X as a DHCP server”
results in a non-functional network if machine X goes down. The looser rule
- “Configure 2 DHCP servers on each subnet” - allows the DHCP server role
to be automatically assigned to another machine if X goes down.

� Looser specifications are closer to the high level requirements of the system
and require less manual translation. For example “We want a redundant
DHCP setup” can be translated directly into a rule such as: “Configure 2
DHCP servers on each subnet”.
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� There is less chance of specifications conflicting because different adminis-
trators are not forced to overspecify their requirements.

Suppose we want to enforce the specification “Configure 2 DHCP servers on each
subnet”. Listing 4.27 shows this rule in PoDIM’s rule language. It specifies that
exactly two objects of the DHCP SERVER class need to be created. Since DHCP
servers are bound to a network interface, the NETWORK INTERFACE objects
are responsible for creating DHCP server objects. Finally, the group by statement
specifies that the rule should not be applied to every NETWORK INTERFACE
object, but to groups of NETWORK INTERFACE objects. The groups are defined
as the set of interfaces in the same subnet. The “layer3 network” is an attribute of
the NETWORK INTERFACE class and is populated by every network interface
object with the set of network interfaces in the same subnet.

1 creation constraint
2 [ 2 : 2 ] DHCP SERVER
3 select NETWORK INTERFACE
4 group by NETWORK INTERFACE. layer3 network

Listing 4.27: “Configure 2 DHCP servers on each subnet”.

Besides the rule shown above, rules for representing the infrastructure are also
needed; for example, rules that create representations of the real devices and
network interfaces. These are generated automatically by the LCFG podim
component from the spanning map containing the information about hosts and
IP addresses (the full rule specification can be found on the website).

The process used by PoDIM to translate these high-level rules into deployable
configurations is described in detail in Section 4.3.2. Briefly, all objects
that conform to the SELECT statement are monitored - in this case all
NETWORK INTERFACE objects. Based on the number of DHCP SERVER
objects in the GROUP BY statement, NETWORK INTERFACE objects are
asked to take the role of DHCP SERVER or give it back. Note that the algorithm
itself is not dependent on the type of service - in this case DHCP SERVER.

If all rules are satisfied, PoDIM outputs a per-device XML-representation. An
example of such a representation - containing only the relevant information for
this example - is given in Listing 4.28. Each device configuration contains a tree-
structure of objects and every object can contain a set of attribute-value pairs.
In this example, the tree starts with an object of type “PC DEVICE” and has
an attribute “name”. This device has one child - it’s Ethernet interface. The
Ethernet interface has one child, a DHCP SERVER. Based on these kind of files,
we can determine - for each host - if it is assigned the role of DHCP server.

Finally, the LCFG podim component extracts the DHCP SERVER information
from the XML and creates the necessary LCFG source statements to deploy the
DHCP server on the corresponding machine.
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<c o n f i g u r a t i o n xmlns=” h t t p : // pur l . org /podim/ cm i l ”>
<ob j e c t type=”PC DEVICE”>

<a t t r i b u t e s>
<name>chard . i n f . ed . ac . uk</name>

</ a t t r i b u t e s>
<c h i l d r e n>

<ob j e c t type=”ETHERNET INTERFACE”>
<c h i l d r e n>

<ob j e c t type=”DHCP SERVER” />
</ c h i l d r e n>

</ ob j e c t>
</ c h i l d r e n>

</ ob j e c t>
</ c o n f i g u r a t i o n>

Listing 4.28: XML representation of a device configuration.

Our prototype system has been used to implement this example using live data
for 120 devices over 14 subnets.

4.4.2.4 Limitations

The prototype system described above has been implemented with a very loose
coupling which demonstrates the feasibility of this approach. However, for a
practical system, there are a number of disadvantages; for example, different
languages are required to specify the fixed parts of the configuration (LCFG) and
the constraints (PoDIM). This is clearly undesirable, and we would like to provide
a more unified language which would be sufficiently powerful to generate both of
these underlying tool languages. The latency of the combined system in evaluating
constraints may also cause spurious transient configurations to be published during
evaluation; and it is currently possible to create specifications which produce non-
terminating behaviour (configuration oscillation). Both of these are undesirable
and require further work to eliminate.

Performance is a problem in the current prototype; the 120 node example is at
the limits of practicality for the existing implementation. However, the main
bottleneck is the PoDIM compiler,and profiling shows that Eiffel’s reflection library
is by far the largest contributor to this. The performance overhead is thus not
caused by the algorithm for resolving constraints but by implementation decisions.

The current system is capable of reconfiguring autonomically to replace failed
nodes; if a node providing a service is removed from the configuration system,
a replacement will automatically be configured to maintain the constraint
satisfaction. However the system does not currently make use of any monitoring
information to automatically remove nodes which appear to have failed.
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4.4.3 Taxonomy Framework

The last part of our evaluation assesses PoDIM using the taxonomy framework
from Chapter 3. We discuss how PoDIM supports the criteria dealing with abstrac-
tion levels, the specification language, consistency and distributed management.

4.4.3.1 Abstraction Level

PoDIM is language targeted at the level of instance distribution rules. The
instances are objects that are instantiations of classes in our domain model.
Examples of classes include DNS server, mail server and DHCP server. It is in the
space of instance distribution rules that PoDIM fills a gap in the state of the art.

4.4.3.2 Specification Language

Usability

PoDIM does not support a monitoring user interface. We did show some
experimental results on how PoDIM can integrate with a monitoring solution.

PoDIM takes a language based approach for specifying configurations. We think
a language based approach is superior to a point and click interface because of
its flexibility in what can be specified. However, the steep learning curve of a
language based approach remains a problem. We think the flexibility language
based approach can be combined with the easy of use of a GUI by developing an
IDE around PoDIM, something like an Eclipse plugin for software management.
The IDE would integrate monitoring data with a graphical representation of
the network infrastructure configuration and provide an editor with features like
syntax highlighting and auto-completion for editing configuration specifications.

Domain Coverage

Nothing in PoDIM’s design limits the functionality that can be modeled or the
supported platforms. To model new functionality, the domain model needs to be
extended with classes describing that functionality. To support more platforms,
the templating engine needs to be extended. As we discussed previously, these
are consequences of a high-level software management language and can be
circumvented by a more tight coupling between PoDIM and another tool like
LCFG.



128 PODIM: A LANGUAGE FOR SOFTWARE MANAGEMENT IN A BUSINESS CONTEXT

Grouping Mechanism

PoDIM does not define groups explicitly. Instead, devices are grouped according
to the boolean expressions in SELECT clauses of PoDIM rules. The SELECT
clauses allow a rule to be applied to a set of devices that match the specified
criteria.

Multi-level specification

PoDIM outputs specifications at different levels: an XML representation as output
of the rule engine and an XML representation as output of the templating engine.
In theory, both automatically generated specifications can be complemented with
manual edited specifications to support multi-level specifications. In practice, it is
useless to support this for the first type of specification (output of the rule engine)
since the same effect can be achieved by specifying assignment/creation rules in
the input specification of the rule engine.

The output of the templating engine can be complemented with manual
specifications, which provides the possibility of a smooth migration path between
existing usage of a low-level deployment tool and adoption of a high-level tool like
PoDIM.

4.4.3.3 Consistency

Dependency Modeling

One of PoDIM’s key features is dependency modeling. By reusing object-oriented
programming concepts in the domain model, we have an advanced dependency
specification mechanism at our disposal that allows modeling dependencies using
references and class invariants.

Conflict Management

PoDIM’s rule language and domain model supports both application-specific
conflicts and modality conflicts.

Application-specific conflicts like the requirement that no two services use the same
TCP port need to be coded in the domain model. A generic TCP Server class is
the best candidate to enforce such a requirement.

Modality conflicts are detected by the rule language and handled by the conflict
management mechanism described in Section 4.2.3.
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Workflow Management

PoDIM currently does not support coordinating configuration changes and
enforcing predefined workflows for configuration modifications. Like all tools,
PoDIM can gain partial support for workflow management by integrating it with
a version control system. A more advanced solution is to integrate PoDIM with
our work described in [160] which provides a workflow enforcement framework for
software management tools.

4.4.3.4 Distributed Management

Federated Management

PoDIM has limited support for federated management. It does allow to specify
authorization policies by using filter rules from Section 4.2.2.3 but still requires
a central policy specification repository. A more advanced solution for federated
management that integrates with workflow management is described in [160].

Distributed Translation

In its current implementation, the PoDIM rule engine needs to be centralized.
The reason for this is that we need inter-device dependency management. The
output specification of the rule engine resolves these dependencies, which enables
the templating and deployment engines to be distributed.

4.5 Conclusion

In this chapter, we described PoDIM: a high-level language for software
management. PoDIM allows modeling of cross-machine dependencies and has
abstraction mechanisms to deal with large and diverse IT systems. PoDIM
also takes a modest first step in providing guarantees about performance and
availability. PoDIM’s key characteristics are its rule language and its object-
oriented domain model that allow specifications at the instance distribution level
and its support for specifying constraints. These features are not present in state
of the art systems like LCFG [11, 5, 10], Puppet [86, 87], Cfengine [28, 26, 27, 29]
and Bcfg2 [48, 51, 49]. We implemented a prototype for the PoDIM language and
evaluated it extensively in two case studies, a tool integration scenario and an
assessment using our taxonomy framework.
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PoDIM’s primary purpose is to demonstrate how high-level specifications can
be specified and enforced in an infrastructure. One area for future research is
to improve the performance of PoDIM’s rule engine and solve the stable state
problem we described in Section 4.3.1. Additional enhancements of PoDIM deal
with integration:

1. templating tool: Deeper integration with an existing tool obliviates the
need for a PoDIM-specific templating engine. LCFG would be a good
candidate for this since it already includes a whole repository of templating
components.

2. monitoring system: Integration with a monitoring system is needed to
provide a more structural solution to guarantee performance and availability
requirements. One approach would be to model information from the
monitoring system as PoDIM rules. This is the approach we demonstrated
with an ad-hoc solution in Section 4.4.1.2. Another approach would be
to make the algorithm for resolving constraints smarter and let it decide
based on information from the monitoring environment. For example, choose
devices as web server which have a history of good web performance.

3. IDE: PoDIM’s rule language needs to be specified in text files. A hypo-
thetical IDE - not for software development, but for software management
- would lower the learning curve by providing a graphical user interface for
specifying PoDIM rules.
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Conclusion

Management of IT systems is an area which has received relatively little attention
from the research community compared to other aspects of computer science like
research on programming languages, security, operating systems and distributed
systems. In this thesis, we identified two open issues in this area: software
management in a business context and data management in a home context.
Software management in a business context is characterized by large number of
diverse computer systems with dependencies between systems. Data management
in a home context is characterized by growing data collections that are spread over
a user’s devices and that need to be synchronized, backed up, indexed for searching
and shared with friends. For both of these issues, we presented, implemented and
evaluated a solution: CIMPLE for data management in a home context and PoDIM
for software management in a business context.

CIMPLE is unique in its feature set: it integrates replica management, synchro-
nization, search, rich metadata, sharing functionality and contact management.
It does this with better performance than similar systems and by reusing existing
protocols and data formats like BitTorrent, HTTP, XMPP, SSH, RDF, SPARQL,
SMTP and POP3. To share data with friends, CIMPLE requires a minimal
interface composed entirely of existing protocols: Email, BitTorrent for transport
of respectively metadata and data and RDF as metadata representation format.
CIMPLE improves on state of the art systems like Wuala [166] and Perspective
[138] with its integration of contact management and sharing into the system, its
support for existing desktop environments and automatic replica management.

PoDIM is a high-level language for software management. PoDIM allows modeling
of cross-machine dependencies and has abstraction mechanisms to deal with large
and diverse IT systems. PoDIM also takes a modest first step in providing
guarantees about performance and availability. PoDIM’s key characteristics are
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its rule language and its object-oriented domain model that allow specifications
at the instance distribution level and its support for specifying constraints. These
features are not present in state of the art systems like LCFG [11, 5, 10], Puppet
[86, 87], Cfengine [28, 26, 27, 29] and Bcfg2 [48, 51, 49]. We implemented a
prototype for the PoDIM language and evaluated it extensively in two case studies,
a tool integration scenario and an assessment using our taxonomy framework.

We prototyped CIMPLE with a traditional filesystem as “user interface”. Adding
support for CIMPLE to existing applications is something that is considered as
future work. We expect this to further unleash the potential of CIMPLE because
applications will make more use of CIMPLE’s rich metadata management and can
integrate sharing in the application’s user interface.

Enhancements to CIMPLE itself include:

1. embedded metadata: CIMPLE assumes most data like videos, photos,
movies are written only once and only read for the rest of their lifetime. This
is true for the data itself, but many file formats contain embedded metadata.
For example, an MP3 file that uses ID3v2 for its metadata contains a
title, artist, user rating, play count and many more attributes which can
be modified frequently. Without support for these file formats, CIMPLE
creates a new data item every time the metadata is modified. To deal with
this scenario, we propose to add support for CIMPLE for the most widely
known metadata formats (ID3v2 in MP3s, EXIF in JPEG, . . . ) and extract
the metadata when a file is added to CIMPLE. The extracted metadata is
stored in CIMPLE’s metadata database, the actual data is replicated. If a
user retrieves a file, CIMPLE can re-assemble the file with its metadata.

2. optimizations for low-cost devices: We tested CIMPLE on regular
desktop machines. In practice, we envision CIMPLE’s storage component to
be used on low-cost NAS devices. Memory is often the most scarce resource
on these devices. Therefore, CIMPLE needs to be optimized for minimal
memory consumption.

3. roaming support: CIMPLE contains little support for roaming. Suppose a
user is on a family visit with his laptop. In this case, the user needs to access
devices at home for metadata synchronization or data retrieval. We already
mentioned that the use of mDNS is the limiting factor to achieve this and
proposed a proxy DNS server running on the user’s router. If a data item a
user needs on his laptop is available on his friend’s network, it is more efficient
to retrieve it from the friend’s network than to contact one of the user’s home
devices. In general, we need support for multiple “device domains”: some
may be mDNS based (the network the user is one), other DNS based (the
proxy DNS server on the user’s router). Another roaming scenario is when
a family is on a holiday and they do not have a connection to their router,
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they can not share data between the laptops they took with them because
the Tracker instance running on their router is not accessible. To cover this
case, we could extend CIMPLE to fall back to the Tracker less operation
extension of the BitTorrent protocol described in [121]. In short: instead
of advertising .torrent identifiers to the Tracker instance, .torrent identifiers
are advertised using mDNS which does not require a central component. We
did not make this the default operation mode for the home context since it
would require a lot of multicast traffic in the home network.

4. delete data: Deletion of data is simulated for the user in the metadata
database. Deletion of actual data is not yet possible in CIMPLE. The
problem here is the convergent encryption feature. Since it is possible that a
data item is shared between multiple users, every user would have to agree
to delete a data item. One possible solution is to extend the custom HTTP
server with a DELETE operation and include ownership information in a
.torrent file. In this case, different users create different .torrent files for the
same data item. A user can delete its own .torrent file. The data item is
deleted when all the .torrent files are deleted that refer to the data item.

5. remote backup integration: CIMPLE replicates data on a user’s devices
at home. However, a good backup policy requires backup on different
physical locations. Remote backup can be integrated in CIMPLE by running
an extra storage process with an alternative implementation: accepted data
items are not stored on the local disk but uploaded to a remote storage
service like Amazon’s S3 [69] storage service.

PoDIM’s primary purpose is to demonstrate how high-level specifications can
be specified and enforced in an infrastructure. One area for future research is
to improve the performance of PoDIM’s rule engine and solve the stable state
problem we described in Section 4.3.1. Additional enhancements of PoDIM deal
with integration:

1. templating tool: Deeper integration with an existing tool obliviates the
need for a PoDIM-specific templating engine. LCFG would be a good
candidate for this since it already includes a whole repository of templating
components.

2. monitoring system: Integration with a monitoring system is needed to
provide a more structural solution to guarantee performance and availability
requirements. One approach would be to model information from the
monitoring system as PoDIM rules. This is the approach we demonstrated
with an ad-hoc solution in Section 4.4.1.2. Another approach would be
to make the algorithm for resolving constraints smarter and let it decide
based on information from the monitoring environment. For example, choose
devices as web server which have a history of good web performance.
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3. IDE: PoDIM’s rule language needs to be specified in text files. A hypo-
thetical IDE - not for software development, but for software management
- would lower the learning curve by providing a graphical user interface for
specifying PoDIM rules.

To turn CIMPLE and PoDIM from prototypes into solutions, an interdisciplinary
approach is needed.

In the first place, CIMPLE needs interaction with the field of usability: what kind
of user interfaces built on top of CIMPLE is most productive and enjoyable? What
metaphors are needed to represent information? How do we search and browse
information? Second, CIMPLE would benefit from custom hardware designs:
cheap storage devices, low-powered media centers and smartphones capable of
running CIMPLE. Third, we think CIMPLE can provide added value in the world
of home automation. CIMPLE provides a uniform platform for a user’s data.
Home automation solutions that can access a user’s calendar, his news feeds,
shopping lists, etc. can become much “smarter” without requiring extra input
from the user.

For PoDIM, we see added value in behavioral studies of system administrators
and integration with the process side of IT management in businesses. Behavioral
studies of how system administrators do their jobs would enable us to adapt
PoDIM for their workflow. Related to this is integration with the process side
of IT management. In addition to business-specific processes, many businesses use
standard frameworks like CoBIT [83] and ITIL [116] for their IT processes. Our
idea here is to integrate PoDIM with these processes by connecting it to the tools
used for other processes like bug reporting, compliance checking, etc.
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Mail Infrastructure Domain
Model

Figure A.1: Mail Infrastructure Domain Model
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