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Beknopte Samenvatting

Reinforcement Learning ofte ‘leren uit beloningen’ is de tak van kunstmatige in-
telligentie die bestudeert hoe agenten optimaal gedrag kunnen leren in sequentiële
beslissingsproblemen, waar het soms pas na enkele acties duidelijk wordt wat de
waarde van een vorige beslissing was. Dit leren gebeurt door exploratie in de
omgeving. In de meeste klassieke beloningsleertechnieken wordt de omgeving als
een zwarte doos bekeken waarvan niets bekend is over het mogelijke gedrag, en
kan het enkel door voldoende exploratie duidelijk worden welke beslissingen welke
gevolgen hebben. In veel domeinen is er echter allerhande expertkennis over de
achterliggende processen beschikbaar. Het is aannemelijk dat het gebruik van deze
informatie de leertaak drastisch kan vereenvoudigen.

Het eerste deel van deze thesis onderzoekt enkele manieren waarop dergelijke
kennis kan gebruikt worden om het leerproces te versnellen. Dit omvat onder an-
dere het geval waarin er een volledig en correct model van de omgeving gegeven is
en een manier om verschillende toestanden en acties te behandelen alsof ze iden-
tiek zijn. We introduceren twee nieuwe algoritmes, het eerste lost op een efficiënte
manier een gegeven sequentieel beslissingsprobleem op, het tweede gebruikt een
afstandsmaat tussen toestand-beslissingsparen om een opdeling van de omgeving
te maken, wat leidt tot een grote reductie in de grootte van het probleem zonder
een grote fout te introduceren.

In het tweede deel van dit werk concentreren we ons op problemen waarbij ex-
tra informatie over het domein enkel voorhanden is met een kost. Meer informatie
kan tot een beter gedrag leiden, maar zal een hogere kost met zich meebren-
gen. In dit deel van de thesis zal de balans tussen kost en waarde van informatie
bestudeerd worden, zowel voor gewone numerieke voorspellingstaken als voor se-
quentiële beslissingsproblemen. Drie nieuwe algoritmes worden gëıntroduceerd die
gebruik maken van, respectievelijk, lineaire regressie, regressiebomen en lineaire
model-bomen. Van al deze algoritmes wordt aangetoond dat er geen informatie
aangeschaft wordt die zijn kost niet waard is.
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Abstract

Reinforcement Learning is the branch of Artificial Intelligence concerned with an
agent learning optimal behavior in sequential decision problems where it is only
after a number of decisions that it becomes clear how good a choice of action was. In
most of the classical Reinforcement Learning techniques the environment is treated
like a black box where it is completely unknown which states of the environment
performing different actions in a given state can lead to. For many environments,
however, there is plenty of information available from domain experts.

The first part of this thesis investigates numerous ways in which existing do-
main knowledge could be used to speed up the Reinforcement Learning process.
This includes: having a complete and accurate model of the environment, having
a way to compare different states and treat similar states as if they were equal,
and using a restricted set of possible policies or strategies that is constructed using
expert knowledge about the environment. We introduce two new algorithms, one
which solves a completely and accurately known sequential decision problem effi-
ciently, and one which uses a measure of difference between different state-action
pairs to construct a partitioning of the total state-action space. We prove that
treating all state-action pairs within one partition as if they were the same will
still entail a limited error.

In the second part of this work we look into the problem setting where obtaining
information about the sequential decision problem or about the current state of
the environment entails a cost. Having more information can be expected to give
a higher expected reward, but at a higher price. This part will concern itself
with the balance between the cost and the value of information, both in standard
prediction tasks as in sequential decision problems. Three algorithms for cost-
sensitive prediction are introduced using resp. linear regression, regression trees
and linear model trees. Of all these algorithms it is shown that no information is
used which is not worth its cost.
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Chapter 1

Introduction

Please allow me to introduce myself . . .

The Rolling Stones – Sympathy for the Devil

In this chapter we will informally introduce the problem settings we will deal
with in this thesis, with the help of some example domains. We will then formalize
the kind of problems we are dealing with in the Markov decision process frame-
work. The important concepts and notations which will be used throughout this
dissertation will be introduced. We will conclude the chapter with a summary of
the author’s key contributions in the field, including a list of selected publications.

1.1 Artificial Intelligence and Machine Learning

Artificial Intelligence (Luger, 2004; Russell and Norvig, 1995; Winston, 1992) is
the research domain concerned with the study and development of computer pro-
grams or machines that have the ability to behave in an ‘intelligent’ manner. This
is a vaguely defined and vast research domain, with links to many other scientific
disciplines, such as biology, psychology, robotics, computer science, economics, and
many others. Applications of Artificial Intelligence include automatic spam filters,
translation software, speech recognition, route planning tools, user modeling, au-
tomated opponents in computer games, and many others.

Machine Learning (Mitchell, 1997) is the sub-domain of Artificial Intelligence
that deals with programs with the ability to adapt their behavior according to their
experience, in other words algorithms which ‘learn’ from the past. Examples of this
are intelligent spam filters that can be trained by labeling example mails as spam
or genuine, commercial websites which suggest items based on previous purchases,
and any other computer program which can learn from its own experience of from
given examples.

1
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1.2 Sequential Decision Problems

This dissertation will discuss methods to find solutions for sequential decision
problems (SDPs) (Howard, 1966a). This is a class of problems where decisions
need to be made which can have both immediate and long-term effects. The agent
receives a description of the current state of the environment and chooses an
action which influences this state. At every such time step the agent gets a reward
signal, a real number indicating the value of the current state – positive numbers
denote rewards, negative numbers punishments. The agent has to decide on a
policy maximizing the utility of a state, which is the expected total sum of rewards
of all future time steps.

It is important to note the difference with two other typical Machine Learning
settings: classification and regression. In classification the agent perceives a new
example and gives a class label to it, getting a punishment for every wrong label.
In regression, the agent estimates a value by attributing a real number to every
example, getting punishments according to some error measurement. In sequential
decision making, the agent needs to attribute an action to every state, or learn
the value of an action in a state, but the main difference is that in classification
and regression every example can be treated separately: making a wrong decision
on one example does not influence the possibilities of future rewards. In sequential
decision making, taking an action that gives a small reward in the current time
step might lead to a larger punishment later on. This makes sequential decision
making problems essentially harder.

There are many examples of SDP settings in our world: in financial domains,
an investment means you spend money to get a higher expected amount of money
back later, in games a wrong move at the start can decide the final outcome,
in logistic settings plans need to be made to deal with the current task, keep-
ing in mind possible future developments and difficulties. In this dissertation we
will consistently use two example domains to explain the different settings and
approaches:

I A first domain, the factory domain, consists of a manufacturing plant. Dif-
ferent machine lines can be purchased, machines can break down and be
repaired and upgraded, the machines produce units from parts which have
to be obtained, there is limited storage for extra parts and finished units,
the prices of finished units, parts, repairs and machine lines can change due
to the effects of supply and demand. The strategic decisions include when to
buy new machine lines, which machines to repair, how much to sell at which
price, how many parts to keep in stock and, if different outlets are available,
the strategy should also keep track of all logistic decisions of which resources
to transport where. All these decisions have direct consequences, but the
effect on the final reward, the amount of money made, is not directly clear
from a current decision.
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A second example domain is the ever-popular arcade game Pac-Man (1980).
The player controls a yellow critter named ‘Pac-Man’ through a maze. Pac-
Man has to go through the maze, eating dots. When all dots are eaten,
Pac-Man has accomplished his goal and goes to the next level. There are
however four ghosts who have to be avoided – touching a ghost costs Pac-
Man one of his lives. When Pac-Man loses all his lives, the game ends. In the
original game the ghosts followed completely deterministic strategies. For
our purposes, they can follow stochastic strategies, as long as they are fixed
(i.e. the probabilities of taking an action in a certain state do not change
over time).

Figure 1.1: Screenshot of the Pac-Man arcade game

It should be noted that these example domains are simply meant to illustrate
the different concepts used in this dissertations. We did not perform experiments
in the Pac-Man domain, and only one experiment in a simplification of the factory
domain.

Standard algorithms for finding solutions to SDPs treat the environment as a
“black box” where anything might be possible. With enough exploration, a good
strategy can be found for the problem domain. This is the basic setting of Rein-
forcement Learning, the Machine Learning approach to solving sequential decision
problems (Sutton and Barto, 1998). Standard Reinforcement Learning algorithms
will be introduced in Chapter 3. This approach is, however, time-consuming and
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ignores any available information we might have about the domains.
This is the main topic of this thesis:

How can existing, domain-specific information be used to solve

sequential decision making problems more efficiently ?

What is the value of such information ?

Part I of this dissertation will deal with the question how existing domain
knowledge could be useful for speeding up the process of finding the solution to
the SDP. There are many forms of information we might have about a SDP. For
example, in many cases we might know the entire model very accurately. Another
case might be that we have a good model but only have confidence intervals on
the probabilities that certain stochastic effects take place. Another frequently oc-
curring setting is that we have full knowledge about only a part of the domain.
We might also have structural information, such as symmetry of the domain, or
the fact that the domain consists of several separate problems which can be solved
individually. In some cases, there might be only a limited set of possible strategies
which need to be considered.

To be more specific, in this dissertation we consider the following settings:

• If the full model of the environment and all possible effects of actions are
known to the agent, a perfect plan can be constructed from this information
without any exploration. A standard approach for this is Dynamic Program-
ming. In Chapter 2 we discuss some newer and more efficient variations of
Dynamic Programming.

• If there are known bounds on the difference in expected total returns if a
certain policy is followed from two different states, the problem domain can
be partitioned in such a way that different states are treated as if they were
the same. This limits the number of times these states need to be visited
to get accurate information on the behavior of the environment, without
leading to a policy which is much worse than an optimal one. We present an
algorithm which constructs such a partitioning in Chapter 4.

In many settings not all information can be gathered free of cost: a robot has
to use power for its sensors, people pay consultants fees for advice, computations
take valuable time. The trade-off between the value and the cost of information is
becoming ever more critical. Part II of this dissertation will give examples of such
settings and elaborate on the subject of the trade-off of the value and the cost of
information. In Chapter 5 we present algorithms we developed to deal with this
trade-off explicitly for predicting a real-valued target function for given examples.
In Chapter 6 we discuss how this approach can be used in a SDP setting.
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1.3 Markov Decision Processes

A Markov Decision Process (Howard, 1966a; Puterman, 1994) (MDP) is a formal-
ization of a type of sequential decision making problem. It is defined by a tuple
〈S, A, r, t, γ〉:

• S is a set of states of the environment containing the agent. The state should
give all relevant information about the current status of the agent and his
environment.

• A is the set of possible actions the agent can take.

• The reward function r : S × A × S → R denotes the immediate reward the
agent gets for performing an action in a state, leading to a new state of the
environment.

• The transition function t : S×A×S → [0, 1] indicates the effect of an action
on the environment, with t(s, a, s′) indicating how likely it is that performing
an action a in a current state s will lead to a next state s′. If there is only
one state s′ for each state-action pair (s, a) with t(s, a, s′) > 0, we call the
MDP a deterministic MDP.

• Finally, the parameter γ, with 0 < γ ≤ 1 is the discount factor indicating
the relative value of future rewards compared to immediate rewards, e.g., a
reward of 3 to be given 5 steps in the future, counts for γ5 × 3.

In most settings in this thesis, we will use a discount factor γ < 1. This means
that future rewards are worth relatively less than similar rewards the agent receives
sooner. There are various settings where this is relevant. For example, it implies
that reaching the same goal through a shorter path is better. In financial domains
the discount factor is a function of the interest rate: money received immediately
will be worth more, due to interest. If the interest rate per step is i, the discount
factor will be 1

1+i
. Another setting where a discount factor is implied implicitly

is where episodes can be prematurely ended at every step with a probability of
(1− γ). Waiting for n steps to attain a reward of r gives only an expected return
of γnr.

To clarify, we will try to express our two example domains in MDPs.

I For the factory domain, the state must include all relevant information of
the company: how many machines are there, how much storage space is
in use, what are the current prices, where are the company trucks at this
time, . . . The actions are the set of all possible decisions which can be made:
purchase parts, purchase new machines, transfer goods from one location to
another, and so on. The reward function is the amount of money made in
each step. The discount factor will naturally be computed from the interest
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rate (we will assume a fixed interest rate). In this domain it is easy to go for
the largest short-term reward: sell the entire factory for maximal monetary
gain. This will probably not be the best decision as we can safely assume
that investing money in future production will give better long-term results.

In the Pac-Man domain, the state reflects the current score, the number of
remaining Pac-Man-lives, the position of Pac-Man, the position of each of
the ghosts, the location of all the dots, . . . The reward function indicates the
increments of the score, the actions are the four controls used to navigate
Pac-Man. Transitions will be partially deterministic (the movement of Pac-
Man) and partially stochastic (the behavior of the ghosts)1. In this case
there is no clear choice for a good discount factor, but discounting slightly
will make Pac-Man actively choose for shorter paths to finish the maze,
instead of simply avoiding the ghosts.

Terms and Definitions

A policy is a mapping from states to actions. The task for the agent is to learn an
optimal policy for the given MDP. There is a non-empty set of optimal policies, for
which it holds that any other policy must have a lower expected sum of rewards
for at least one of the states.

In an MDP, the transition function and reward function do not change. This
means that an MDP behaves according to the Markov assumption, which states
that the probabilities of going to a state s′ after performing an action a in state
s only depend on s and a, not on the history of the environment before the agent
encountered s – there is no hidden information.

Not every environment falls under the Markov assumption. An important ex-
ample is the concept of a partially observable MDP (POMDP) (Kaelbling et al.,
1998), where the agent does not get the true state, but has an observation function
obs : S → O with O a set of possible observations2. In this kind of setting, the
policies become mappings from observations to actions, unless the agent has a
belief state (a probability distribution over possible states) or some form of mem-
ory. Many domains can not be modeled as an MDP but must be modeled as a
POMDP, however these are much harder to solve – in fact, for many POMDPs
there does not exist an optimal deterministic policy without using belief states or
memory, and stochastic policies must be used (where actions are chosen according
to a probability distribution).

In this dissertation, we will use the following notations:

s will denote a state, s ∈ S.

1We use stochastic ghosts to make things more interesting, however, in the original game, the
ghosts behaved according to a deterministic pattern.

2This function can be stochastic, for example if the sensors of the agent are susceptible to
noise.
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a will denote an action, a ∈ A.

s′ denotes the next state occurring after state s; s′′, s(3), s(4) denote the follow-
ing states.

〈s, a〉 In some domains it will be useful to use the concept of afterstates. An af-
terstate 〈s, a〉 of a state-action pair (s, a) gives the predictable effects of
performing the action in the state. If two state-action pairs (s1, a1) and
(s2, a2) have the same afterstate (〈s1, a1〉 = 〈s2, a2〉), it means that they
have the same effect modulo any stochastic effects. In the Pac-Man do-
main, this would be useful because we can predict the effect of a move on
the position of Pac-Man but not on the position of the ghosts. Formally,
∀s1, s2 ∈ S, a1, a2 ∈ A, if 〈s1, a1〉 = 〈s2, a2〉, then t(s1, a1, s

′) = t(s2, a2, s
′)

and r(s1, a1, s
′) = r(s2, a2, s

′). This means that the transition functions are
identically distributed for both state-action pairs, and the same for the re-
ward functions.

π denotes a policy, a mapping from states to actions: π : S → A. The space of
all possible policies will be written as Π. π∗ denotes an optimal policy.

r(s′) will sometimes be used instead of the function r(s, a, s′). This means that
the reward is associated with reaching a certain state, regardless of which
state and action led to this.

r(s, a) In some other cases we will use r(s, a) instead, where the reward is associated
with performing a certain action in a given state, regardless of where it leads
to3.

γ will be used to denote the discount factor.

V π(s) is the value function or utility of a state s, indicating the expected sum of
rewards starting from state s, following policy π. For a given sequence of
states, we have V (s) = r(s′)+ γr(s′′)+ γ2r(s(3))+ . . . If an optimal policy is
followed we write V ∗(s). For notational convenience, we will sometimes use

the notation ~V to denote the set of values (V (s1), V (s2), . . . , V (sn)) with
n = #S, or for the full set of values if the state space is infinite.

Q(s, a) is the quality function or Q-function, which gives the expected sum of rewards
if an action a is taken in a state s. Similar to the value function, we also
use the notation Qπ(s, a) if after performing a the policy π is followed, and
Q∗(s, a) for the optimal values.

V̂ , Q̂ will be used to indicate approximations of the value function and Q-function.

3Any MDP can be transformed into each of these two settings.
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α For algorithms which require a learning rate, we will use the symbol α.
The learning rate indicates how much the agent will change his model, his
behavior or his estimates over time. In most cases, α will decrease over time
as the agent has gotten more evidence to support his current estimates.

Elementary Properties

It will be useful to specify some essential properties of MDPs.
First, the relationship between Q-values and value function:

∀s ∈ S : V π(s) = Qπ(s, π(s)) (1.1)

∀(s, a) ∈ (S ×A) : Qπ(s, a) =
∑

s′∈S

t(s, a, s′) [r(s, a, s′) + γV π(s′)] (1.2)

Putting these two equations together gives the Bellman Equation (Bellman, 1957):

∀s ∈ S : V π(s) =
∑

s′∈S

t(s, π(s), s′) [r(s, π(s), s′) + γV π(s′)] (1.3)

These equations can be used to recursively define an optimal solution to an MDP:

∀s ∈ S : π∗(s) = argmax
a∈A

Q∗(s, a)

∀(s, a) ∈ (S ×A) : Q∗(s, a) =
∑

s′∈S

t(s, a, s′) [r(s, a, s′) + γV ∗(s′)] (1.4)

∀s ∈ S : V ∗(s) = Q∗(s, π∗(s))

These functions uniquely define the optimal Q-values and value function, but there
can be multiple optimal policies (Bellman, 1957). A simple example of such a case is
a completely symmetrical domain where every policy has a symmetrical equivalent
with corresponding values.

1.4 Key Contributions and Selected Publications

In the dissertation, key contributions will be indicated in a box like this one.

A brief summary of key contributions4:

4For joint work with other people the contributions of the authors are specified. Unless spec-
ified differently, most of the work was done by this thesis’ author under supervision of the
co-authors.
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⋆ We introduce the Bayesian Real-Time Dynamic Programming algorithm
which solves a given MDP efficiently by concentrating effort on states where
most information can be gained from spending extra effort. This is discussed
in Chapter 2.

S. Sanner, R. Goetschalckx, K. Driessens and G. Shani, Bayesian Real-
Time Dynamic Programming, International Joint Conference on Arti-
ficial Intelligence 2009 (IJCAI 2009), 2009.

For this work the theory was developed mostly by Scott Sanner, partly by the

author. Scott Sanner implemented and tested the algorithm. Guy Shani contributed

by noticing how some adaptation would increase efficiency of the algorithm. All

contributors helped writing the paper.

⋆ We study how constraints on the policy space – given by e.g. extra informa-
tion about the structure of the optimal policy – can be used to learn a good
policy faster. This literature study is presented in Section 3.4.

R. Goetschalckx, J. Ramon, On Policy Learning in Restricted Policy
Spaces, AAAI 2007 Student Abstract and Poster Program, Vancouver,
Canada, 2007.

⋆ In Chapter 4 we prove the convergence of Q-learning where there is a par-
titioning of the state-action space and all state-action pairs in one partition
are treated as if they were exactly the same (state-action pair aggregation).

R. Goetschalckx, J. Ramon, M. Bruynooghe, H. Blockeel, Using Expert
Knowledge to Construct State-Action Aggregations for Reinforcement
Learning, Technical Report CW-445, Department of Computer Science,
Katholieke Universiteit Leuven, 2006.
http://www.cs.kuleuven.be/publicaties/rapporten/CW/2006/

⋆ In Chapter 4 we describe an algorithm which constructs a partitioning of the
state-action space such that state-action pairs in the same partition have Q-
values closer to each other than a given bound. This results in a reduction
of the state-action space without introducing an error larger than a provable
bound.

R. Goetschalckx, J. Ramon, Using Expert Knowledge to Construct Er-
ror Bound State-Action Aggregations for Reinforcement Learning, 19th
Belgian-Dutch Conference on Artificial Intelligence (BNAIC), Utrecht,
The Netherlands, 2007.

⋆ Part II Deals with the field of cost-sensitive learning, where we introduce a
number of efficient algorithms for cost-sensitive regression: cost-sensitive re-
gression trees, cost-sensitive linear regression and finally cost-sensitive model
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trees. These algorithms can be found in Chapter 5. A discussion about how
this approach can be used in a Reinforcement Learning framework, is pre-
sented in Chapter 6.

R. Goetschalckx, K. Driessens, Cost-Sensitive Reinforcement Learning,
ICAPS Workshop on AI Planning and Learning, Providence, Rhode
Island, USA, 2007

R. Goetschalckx, S. Sanner, K. Driessens, Cost-Sensitive Parsimonious
Linear Regression, Proceedings of the 8th IEEE International Confer-
ence on Data Mining (ICDM), Pisa, Italy, pp. 809-814, 2008.

For this work Scott Sanner and the author worked out the algorithm. Implementa-

tion and testing were done by the author. The writing was done by all three authors.

R. Goetschalckx, S. Sanner, K. Driessens, Reinforcement Learning with
the Use of Costly Features, Lecture notes in computer science vol:5323,
pp. 124-135, 8th European Workshop on Reinforcement Learning, Vil-
leneuve D’Ascq, France, 2008..

For this work Scott Sanner and the author worked out the algorithm. Implementa-

tion and testing were done by the author. The writing was done by all three authors.

A full list of publications can be found on page 133 of this thesis.
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Chapter 2

Efficiently Solving an MDP
with Dynamic Programming

He’s racing and pacing and plotting the course,

He’s fighting and biting and riding on his horse.

The sun has gone down and the moon has come up,

And long ago somebody left with the cup.

Cake – The Distance

When confronted with a Markov Decision Process of which all parameters are
known it is possible to compute the solution (the optimal action in any state) with-
out trial and error, without any exploration of the process. The most well-studied
collection of algorithms for solving an MDP with given transition and reward func-
tion is Dynamic Programming (DP). These are elegant and well-studied algorithms
with strong theoretical results. The original DP algorithms are slow (in general
the time complexity is exponential in the number of states (Puterman, 1994)), but
recently more efficient variations have been presented with comparable theoreti-
cal properties (the guarantee of convergence to the optimal policy, for example).
In this chapter we will introduce a new, efficient algorithm and experimentally
compare its performance with a number of other state-of-the-art algorithms.

We will illustrate the idea behind this kind of approach with our two example
domains.

I In the company of our factory, if we know the probabilities that certain ma-
chine lines break down etc., in short, if we know the exact probabilities of all
future events given the current state and the actions taken and have accurate
predictions of market values of parts and products as well, then we have a
full model and can compute an optimal policy without any experimentation.

13
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For simplicity, assume there is a fixed number of terms after which we want
to maximize our outcome. For every possible state one term before the end,
we can compute the optimal action – the one leading to the highest expected
return. If we know this, we compute the value of all these states and we can
find the optimal actions for one step back in time – and so on, until we reach
the start state. At this time, we have a full strategy for any possible situation
at any given time step.

If the behavior of the ghosts in Pac-Man is completely known, we could plan
ahead (constructing a game tree up to a certain depth) and find the optimal
action in every state. This means that for a given position, say the start-
state, for any action of the player the result can be accurately predicted.
For all these possible next states, the process can be repeated. After many
iterations the optimal strategy for the current level can be found in this way.
If the game is stochastic, this requires much work as any move in any state
could lead to a number of different effects with varying probabilities, but
in theory it is possible. In the actual Pac-Man game, the ghosts behaved
deterministically and top players really did plan ahead in such a way.

This procedure of using the value of all possible next states to update the value
of a current state, is what Dynamic Programming is all about.

In Section 2.1 we discuss some standard DP algorithms. In Section 2.2 we
will introduce more efficient paradigms for solving an MDP. Our new approach,
Bayesian Real-Time Dynamic Programming, will be presented in Section 2.3.

2.1 Dynamic Programming

The basic notion behind DP is using current estimates of the values of states or
state-action pairs to obtain a better set of estimates. Iteration will, in the end,
lead to provably optimal behavior. There are two important algorithms to do this:
Value Iteration and Policy Iteration. In the former we obtain better estimates of
the value function at every iteration, in the latter every iteration will give a better
policy.

2.1.1 Iterated Value Estimation

Iterative estimates of the value of states can be used for two different purposes:
to find a close approximation of the values for a given policy, or to find a close
approximation of the optimal values.
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Policy Evaluation

Suppose we have a given MDP with known transition function and reward function.
We will assume that both the state space and the set of possible actions are finite.
We want to find ~V π for some given policy π.

Problem Statement (Policy Evaluation).
Given an MDP 〈S, A, t, r, γ〉 and policy π, and a value ǫ
Find V̂ for which ∀s ∈ S : |V̂ (s)− V π(s)| < ǫ.

In the Policy Evaluation algorithm (Algorithm 2.1) (Bellman, 1965) we will
keep a current set of values, V̂i with i denoting the number of the current iteration.

Consider a specific state s, with value estimate V̂i(s). We can get a new estimate
of V π(s) using the following formula:

V̂i+1(s) =
∑

s′∈S

t(s, π(s), s′)
[

r(s, π(s), s′) + γV̂i(s
′)
]

(2.1)

Algorithm 2.1 Policy Evaluation

1: ǫ← some small value
2: repeat

3: for s ∈ S do

4: V (s)←
∑

s′ t(s, π(s), s′) [r(s, π(s), s′) + γV (s′)]
5: end for

6: until maximal update smaller than ǫ

If the values of other states are good approximations of the actual values ~V π,
we can expect formula (2.1) to give us a better approximation of the value of s.
Of course, if the other values are highly inaccurate, V̂i+1(s) might be worse than
V̂i(s). However, if we would repeat the same process for all states, it can be shown
that the maximal update of the estimates will always decrease exponentially:

Theorem 2.1.1 (Convergence of Policy Evaluation). Define the Bellman residual

E of a current set of estimates V̂i to be E(V̂i) = maxs∈S

∣

∣

∣
V̂i+1(s)− V̂i(s)

∣

∣

∣
, with

V̂i+1 the set of estimates we get by applying the Bellman update function to all
states. Then E(V̂i+1) ≤ γE(V̂i). Under the assumption that γ < 1, this implies
that the sequence V̂i, V̂i+1, V̂i+2, . . . will converge to a fix-point of the update. This

fix-point is equal to the true value function ~V π, as there can be no other fix-point
of the Bellman update function.

This was proven by Bellman (1965). Generally, an infinite number of iterations
might be needed to get the true value function. However, for any given precision ǫ,
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and any starting estimate V̂0, we can find an approximation with Bellman residual

lower than ǫ in logγ
E(V̂0)

ǫ
iterations.

In the case where γ = 1, convergence can still be proven if we assume that there
is a single absorbing state s0 with r(s0) = 0, which the agent can never escape
from, if all other possible rewards are negative, and if the policy π leads to s0 with
non-zero probability starting from any other state (possibly in a large number of
time steps). MDPs in this setting are called stochastic shortest path problems : for
every state, the least-cost path to the absorbing state must be found. Basically,
the proof of convergence comes down to this: let n be the minimal number such
that for every state s0 can be reached with non-zero probability in at most n
steps. If p is the minimal probability that s0 will be reached from any state in n
steps, then performing n updates will reduce the residual to a proportion of at
most (1− p). Basically, the probability of terminating the process by entering the
absorbing state is used instead of discounting.

Value Iteration

For finding the optimal value function, a similar approach can be used (see Algo-
rithm 2.2). In this case we use the following Bellman update function:

V̂i+1(s) = max
a∈A

∑

s′∈S

t(s, a, s′)
[

r(s, a, s′) + γV̂i(s
′)
]

(2.2)

This formula is known as the ‘Bellman update function’ for state s.

Algorithm 2.2 Value Iteration

1: ǫ← some small value
2: repeat

3: for s ∈ S do

4: V (s)← maxa

∑

s′ t(s, a, s′) [r(s, a, s′) + γV (s′)]
5: end for

6: until maximal update smaller than ǫ

This can be proven (in a very similar way to the proof of Theorem 2.1.1) to

converge to ~V ∗ (Bellman, 1965). The number of steps needed is the same as for
Policy Evaluation. To show this, it is easier to think in terms of Q-values as defined
in formula (1.4). The Bellman residual as the error on the Q-values will decrease
with a factor γ at each iteration, so the same number of steps is necessary to find
ǫ-accurate Q-values that lead to a ǫ-accurate value function.

2.1.2 Policy Iteration

A problem with Value Iteration is that generally the values will come very close
to the optimal ones, but will never be exactly optimal. However, the policy which
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will be induced by the current value estimates might already be the optimal one
after only a finite number of steps. Policy Iteration is an algorithm which starts
with a initial policy π1, evaluates it, creates a new and improved policy π2 based
on an evaluation function V1, which gives a new evaluation function V2, leading
to a policy π3, and so on, until no improvement is possible anymore. When this is
the case we know that the final policy must be the optimal one.

The Policy Evaluation algorithm can be used to obtain Q-values for all pos-
sible state-action pairs. The algorithm can be stopped when the changes in val-
ues become so small that for every state s it is clear which action is best (a =
arg maxa∈A Qπi(s, a)). Let ∆ be the highest change in Q-value at the last iteration.
Theorem 2.1.1 shows that at every future iteration, the values will only change by
a factor γ of the last update, so in total it can still change by (γ+γ2+γ3+ . . .)∆ =
γ∆
1−γ

. If the second-highest Q-value in every state differs from the highest one by

more than 2γ∆
1−γ

, we are sure that the action with highest Q-value is indeed optimal
given the current estimates for the next state.

We can find an improved policy using:

∀s ∈ S : πi+1 = arg max
a∈A

Qπi(s, a)

Algorithm 2.3 Policy Iteration

1: π1 ← initial policy
2: i← 1
3: repeat

4: find V π using Algorithm 2.1 % Policy evaluation
5: for s ∈ S do

6: % Policy improvement
7: πi+1(s)← arg maxa∈A

∑

s′ t(s, a, s′) [r(s, a, s′) + γV πi(s′)]
8: i← i + 1
9: end for

10: until πi = πi−1 % convergence

With every policy update, the value of at least one state will increase, and
none will decrease. As there are only a finite number of possible policies (the sets
of states and actions are limited), convergence in a finite number of steps follows.

2.1.3 Conclusions

The theoretical convergence of both Value Iteration and Policy Iteration are very
nice properties, but the fact that every state (or state-action pairs) needs to be
considered in every iteration makes the algorithms impractical for non-trivial ap-
plications of considerable size. An important disadvantage is that in some domains,
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a large number of states in the state space can not be reached from the start posi-
tion under any policy, but DP would still spend a lot of computation time finding
the optimal values or policy for these states.

2.2 Real-Time Dynamic Programming

Real-Time DP tries to tackle the most important disadvantage of standard DP
(the necessity of considering every action in every state a large number of times)
without losing the convergence property. The key idea is not to consider all states
in every step, but take a single state which is guaranteed to be reachable from the
start position and do a single update there. If the states are chosen randomly ac-
cording to a distribution which takes all reachable states with non-zero probability,
provable convergence will not be lost.

Problem Statement (Real-Time Dynamic Programming).
Given an MDP 〈S, A, t, r, γ〉
find π∗ using a limited amount of time.

2.2.1 Asynchronous Dynamic Programming and Real-Time
Dynamic Programming

In Asynchronous Dynamic Programming (Bertsekas, 1982), some states are up-
dated more frequently than others. This could be used to focus on more important
or more interesting states, or to limit updates to states which are actually reachable
from the start state. If all states which can be reached have non-zero probability
of being selected for an update, convergence to an optimal solution can still be
proven (Bertsekas, 1982). The proof can be summarized as follows: show that all
reachable states will be updated at some point (the probability that they are not
updated after increasing numbers of steps will monotonously decrease to 0), then
show that for a large enough number of updates, every relevant state has a high
probability of being updated (higher than 1− ǫ). Taking this number of updates
as one ‘meta-update’, every meta-update will reduce the residuals by a factor of
(at worst) 1

1−ǫ

√
γ.

The key idea behind Real-Time DP (RTDP) (Barto et al., 1993) is to keep
an envelope of reachable states (see Algorithm 2.4). At every step one state is
randomly selected from the envelope (line 11 of Algorithm 2.4) and the Bellman
operation function applied to it (line 9). A random run is generated by looking
at one of the possible actions from the selected state (line 10), which generates a
next-state randomly, until the goal is reached, after which a new run starts.

The optimization (the while-loop starting at line 16) updates all states visited
in the trial when the end is reached, working backward from the end. This way,
when a trial ends in n steps, all n states are updated. Without this technique, n
iterations would be necessary to get the same effect.
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Algorithm 2.4 RTDP

1: V̂0 ← V̂h % Initialize V̂0 with an admissible value function
2: while convergence not detected and not out of time do

3: depth← 0
4: visited.Clear() % Clear visited states stack
5: s← s0 % Pick initial state
6: while (¬goal(s)) ∧ (depth < max-depth) do

7: depth ← depth + 1
8: visited .Push(s)
9: V̂ (s)← Update(V̂ , s) % See formula (2.1)

10: a← argmaxa t(s, a, s′)
[

r(s, a, s′) + γV̂ (s′)
]

11: s′ ← ChooseNextState(s, a) % According to t(s, a, s′)
12: s← s′

13: end while

14: % The following end-of-trial update is an optimization
15: % not appearing in the original RTDP
16: while ¬visited.Empty() do

17: s← visited.Pop()
18: V̂ (s)← Update(V̂ , s)
19: end while

20: end while

21: return V̂

The restriction to a reachable envelope makes RTDP in practice much faster
than regular Dynamic Programming in environments where a large part of the state
space is not reachable. Another advantage of RTDP is its anytime performance: at
any time the algorithm can be interrupted to yield a solution, generally yielding
a better solution the longer it is allowed to run.

The random selection procedure, deciding which state in the envelope gets up-
dated next, can be improved upon. Some possible improvements will be discussed
in the remainder of this section.

2.2.2 Bounded RTDP: Reducing Uncertainty of Value

From now on, we will focus on stochastic shortest path problems, where there are
no positive rewards and there are goal states, absorbing states with reward 0, but
the approaches can be generalized to any MDP.

Important to note is that at every time in a Dynamic Programming approach,
upper and lower bounds on the value function can be kept and updated, which
eventually will converge to the optimal value. Starting with an upper bound as ini-
tial value function in standard RTDP is common. In the case of stochastic shortest
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Algorithm 2.5 ChooseNextState-BRTDP(s, a, τ)

1: % Compute bound gap of reachable states s′, use to select
2: ∀s′, b(s′) := T (s, a, s′)(V̂h(s′)− V̂l(s

′))
3: B :=

∑

s′ b(s′)

4: if B < V̂h(s)−V̂l(s)
τ

then

5: return null
6: else

7: return s′ ∼ b(·)
B

8: end if

path problems where all rewards are negative, a trivial starting upper bound could
be 0 (reaching a goal state immediately), a lower bound could be rmin × L where
rmin is the highest cost and L is an upper bound on the maximal length of a path
to an absorbing state. If an estimate is a lower bound for every state, performing
the Bellman operator again results in a lower bound, and the same thing holds for
upper bounds. At every step we update the lower and upper bounds, and these
will converge to the optimal values. Bounded RTDP (BRTDP) (McMahan et al.,
2005) is an approach where states with higher uncertainty of the values (a larger
gap between the lower and upper bound) are more likely to be updated. The state
selection algorithm is shown in Algorithm 2.5. The intuition behind this is that
obtaining better bounds for these states will reduce the total uncertainty about
the values of the states the most, reducing the number of steps necessary. Trials
terminate when the sum of these gaps is below a threshold, indicating that the
values are close to optimal. McMahan et al. have shown empirically that indeed
in many domains the number of updates can be greatly reduced by this approach.

The parameter τ is used to decide when the gaps are small enough, high values
of τ imply that higher precision will be obtained at the cost of more iterations.

Another variation of RTDP, dubbed Focused RTDP (FRTDP) (Smith and
Simmons, 2006), also keeps both lower and upper bounds and provides a similarly
motivated uncertainty-based state selection and trial termination criteria. When
stopped at any time, the algorithm will output a policy based on the lower bounds.
This reduces the risk that the policy will prefer untested “get rich quick” schemes to
safer strategies. Another difference with BRTDP is that FRTDP prioritizes states
with higher occupancy probability (the chance that the states will be visited by
the algorithm). This improves the amount of information gained at every step at
a higher computational cost.

Both BRTDP and FRTDP have been proven to converge to the optimal policy
(or a policy close to optimal) when given enough time, and both have been shown
to work well empirically in some domains. However, reducing uncertainty on the
value function is only one thing – what should be reduced is the uncertainty on
the selection of the optimal action. In the next section, we will introduce Bayesian
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RTDP, an algorithm which will try to reduce this more important uncertainty.

2.3 Bayesian RTDP: Reducing Uncertainty of Pol-

icy

BRTDP and FRTDP both select states according to the uncertainty of their values.
States where the gaps between upper and lower bounds are larger will be selected
more frequently. However, consider the next example, a case where we have to
choose between two states, s1 and s2, with two actions a1 and a2. Our current
estimates of the Q-values are shown in Figure 2.1.

Q

21

a2 a1 a2a1

ss

Figure 2.1: An example with clear difference between uncertainty of value and
uncertainty of policy

The gaps between the bounds are clearly much larger for s2, but if we look
closely we actually can already say with certainty that the optimal action in s2 is
a2. In s1, there is much more uncertainty on which action is the best. We expect
to gain more information about the optimal policy when updating s1 than when
updating s2. This is the intuition behind the approach we name Bayesian Real
Time Dynamic Programming.

We take a Bayesian perspective on the upper and lower bounds in order to
express a belief distribution over the true value functions (see Section 2.3.1). We
then use this distribution in a myopic value of perfect information (VPI) (Howard,
1966b) framework (explained in Section 2.3.2) to approximate the expected im-
provement in decision quality resulting from the update of a state’s value. This
leads us to the development of a novel algorithm called vpi-rtdp that directs
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exploration according to this VPI analysis. This algorithm will be introduced in
Section 2.3.3. Empirically, vpi-rtdp results in an improvement over state-of-the-
art RTDP methods, yielding up to a three-fold reduction in the amount of time
and unique states visited to achieve comparable policy performance, as shown in
Section 2.3.4.

2.3.1 Bounds and Belief Distributions

In order to take an expectation in a Bayesian framework, we need to assign prob-
abilities to possible value functions.

Let ~VL and ~VU represent vectors of lower and upper bounds respectively, and
~θ = 〈~VL, ~VU 〉. The bounds VU (s) and VL(s) for state s may be correlated with the
bounds VU (s′) and VL(s′) for any state s′ reachable from s under some policy π.
Determining these exact correlations is tantamount to performing DP backups,
which is precisely the operation that we are trying to optimize: to find the corre-
lation between two state values, one needs to know how likely it is to get to one
state from the other.

Given that we have no additional immediate knowledge about possible belief
values V (s) ∈ [VU (s), VL(s)] for state s, we can only reasonably assume that V (s)
is uniformly distributed between these lower and upper bounds. This assumption
is not simply for convenience. Without knowing how values were updated or being
able to determine correlations between them, we have no more reason to believe
that the true value V ∗(s) is at the mean [VU (s) + VL(s)] /2 rather than at one
of the boundaries VU (s) or VL(s), or anywhere in between. For model-based DP,
the value updates are not sampled in a statistical sense and thus the central limit
theorem and associated normality assumptions do not apply. This is in contrast
with the analysis in Bayesian Q-learning (Dearden et al., 1998) where Q-values
are sampled, giving an approximation of a normal distribution, which is then used
in a Bayesian approach to guide exploration, where less exploration is performed
in states where there is little uncertainty about the optimality of an action, much
as in Bayesian RTDP.

We use ~θ to parameterize a multivariate uniform distribution P (~V |~θ) for ~V ∈
R

|S| that is consistent with the upper and lower bounds ~θ. P (~V |~θ) can be conve-
niently factorized as

P (~V |~θ) =
∏

s∈S

P (V (s)|~θ)

P (V (s)|~θ) =

{

1
VU (s)−VL(s) if VU (s) > VL(s)

δVL(s)(V (s)) if VU (s) = VL(s)

where δVL(s)(vs) is a Dirac delta function1. This means that for every state, every

1A Dirac delta function is a degenerate probability density function with if y 6= x, δx(Y =
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value between the lower and upper bounds is equally probable, and in the case
where the bounds coincide the value is exactly equal to the bounds.

This gives a total value belief distribution which is a uniform #S-dimensional
hyper-rectangle between upper and lower value bounds for all states.

Given this belief distribution, we can now write out the integral for the expected
value of Q(s, a) under the current beliefs:

E
[

Q(s, a)|~θ
]

= r(s, a) + γ

∫

~V

[

∏

s′

P
(

V (s′)|~θ
)

][

∑

s′

t(s, a, s′)V (s′)

]

d ~V

Due to the uniform distribution of V (s), this integral can be easily computed as:

E
[

Q(s, a)|~θ
]

= r(s, a) + γ
∑

s′

t(s, a, s′)
Vu(s′) + Vl(s

′)

2
(2.3)

indicating that the expected Q-value of a state-action pair is the expected value

in the center point
~VU+~VL

2 of the belief interval .

2.3.2 (Myopic) Value of Perfect Information

In (Howard, 1966a) the concept of value of perfect information is introduced.
Intuitively, this value indicates how much could be expected to be gained if full
information was provided. In other words, given the action we would choose now,
if we actually would know the real values of all states, how much could we expect
to regret our choice ?

Equation (2.3) gives us the expected value of a state-action pair (s, a), given

a belief probability density function P (~V |~θ). Given the current uncertainty, we
would choose an action according to a policy π~θ

which maximizes this expected
value:

π~θ
(s) = argmax

a
E
[

Q(s, a)|~θ
]

(2.4)

If we had perfect information about the value function ~V ∗, we would actually
choose an action which might differ from π~θ

:

π ~V ∗(s) = argmax
a

[

r(s, a) + γ
∑

s′

t(s, a, s′)V ∗(s′)

]

(2.5)

The value of perfect information (VPI) for state s is the expected difference of the
Q-values of these two actions:

VPI

(

s, ~θ
)

=

∫

~V

P
(

~V |~θ
) [

Q
(

s, π ~V ∗(s)
)

−Q
(

s, π
(

~θ(s)
))]

d ~V (2.6)

y) = 0, and δx(Y = x) = ∞.
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The myopic value of perfect information is a more limited view. Consider a
state x which might follow after taking some action a in a state s. Given the
uncertainty about the values of all other possible next-states, we can consider the
value of having perfect information of the value of state x on the choice of action
in s, instead of perfect information of the value of all next-states.

We first look at the expected value of the state-action pair (s, a) given a specific
value for state x:

E
[

Q(s, a)|~θ, V ∗(x)
]

=

r(s, a) + γ

∫

~V



δV ∗(x)(V (x))
∏

s′ 6=s

P
(

V (s′)|~θ
)





[

∑

s′

t(s, a, s′)V (s′)

]

d ~V (2.7)

This can be rewritten (by integration) as:

E
[

Q(s, a)|~θ, V ∗(x)
]

= r(s, a)

+γ
∑

s′ 6=x

t(s, a, s′)
VU (s′) + VL(s′)

2

+γt(s, a, x)V ∗(x) (2.8)

= E
[

Q(s, a)|~θ
]

−t(s, a, x)

(

VU (x) + VL(x)

2

)

+t(s, a, x)V ∗(x) (2.9)

Examining Equation (2.9) reveals that this function is linear in V ∗(x).
To evaluate how much we can expect to gain by knowing the exact value of

V ∗(x), we take the analytical framework of Dearden et al. (1998) used for analyzing
the value of action selection (in the setting where the model of the MDP is not
known) and adapt it for analyzing the value of state exploration in the RTDP.

Let a∗ = GreedyAction

(

~Vh, s
)

(since convergence of RTDP requires exploring

states reachable from the best upper bound action). We could evaluate the gain
in Q-value for state s by using a rather than a∗ if we knew the exact value of
successor state x is v∗(x):

Gain(s, x, a, a∗, V ∗(x)) = (2.10)

max
(

0, E[Q(s, a)|~θ, V ∗(x)]− E[Q(s, a∗)|~θ, V ∗(x)]
)

Gain(s, x, a, a∗, V ∗(x)) is only non-zero when knowledge of V ∗(x) indicates that
a∗ is better than a in s and the gain is then the difference in utility. We note that
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V (t)
h
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vV (t)

Figure 2.2: A graphical representation of the VPI s(t) calculation

the gain must always be non-negative because more information can never reduce
policy quality – more information cannot hurt.

In reality, we do not know V ∗(x). However, we can still write out the expected
myopic VPI of being in state s with current best policy a∗ and knowing the value
of x is V ∗(x) by integrating over it w.r.t. our beliefs P (V ∗(x)|~θ):

VPI myopic(s, a
∗, x) = max

a6=a∗

∫ ∞

V ∗(x)=−∞

P
(

V ∗(x)|~θ
)

Gain (s, x, a, a∗, V ∗(x)) dV ∗(x)

=
1

VU (x) − VL(x)
max
a6=a∗

∫ VU (t)

V ∗(x)=VL(t)

Gain (s, x, a, a∗, V ∗(x)) dV ∗(x)

(2.11)

Since we are looking at the gain over multiple actions and only one of them can
be optimal, we take the maximum expected gain possible. VPI myopic(s, a

∗, x) pro-
vides us with an approximate estimate of the myopic VPI of the impact that an
update of the value of state x’ will have on the policy quality at s.

VPI myopic(s, a
∗, x) might seem difficult to evaluate. But in Figure 2.2 we show

that the calculation intuitively only requires a maximization over the expected
gains of taking each a 6= a∗ instead of a∗. Note that a∗ is the current greedy op-
timal action. Gain(s, x, ·, a∗, V ∗(x)) is non-zero for a1 in the union of the hatched
and crosshatched areas and non-zero for a2 in the crosshatched area. Thus, the
action yielding maximal gain is a1 and the VPI myopic(s, a

∗, x) is then the com-
bined hatched and crosshatched area multiplied by 1/(VU (x) − VL(x)). This can
be computed efficiently with the same O(|S| · |A|) computational complexity as
the Bellman backup at a single state — for every next state x, VPI myopic(s, a

∗, x)
is the maximizing Gain(s, x, a, a∗, V ∗(x)) over all actions a 6= a∗, which is a con-
stant time calculation consisting of (a) computing the line equations (2.9 for a
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and a∗ used by Gain(s, x, a, a∗, V ∗(x)), (b) determining the intersection point of
these two lines and (c) calculating the triangular area between the lines and value
bounds where a dominates. As the Bellman backup must already be computed
four times at each state visited during a trial, this does not change the complexity
of the algorithm.

2.3.3 vpi-rtdp

We use the VPI myopic(s, a
∗, x) calculation to decide which states get priority for

being explored. Using bound updates for both upper- and lower bounds and Al-
gorithm 2.6 instead of ChooseNextState(s, a) in RTDP (Algorithm 2.4) yields
the vpi-rtdp algorithm. This approach has roughly the same structure as BRTDP
and FRTDP except that VPI myopic(s, a

,x∗) is used in conjunction with bound gap
Vh(s)− Vl(s) heuristics.

The VPI myopic(s, a
,x∗) calculation is not very informative when bounds are

close to their maximal uncertainty. We thus revert to the BRTDP heuristic in this
case; in practice we use BRTP if the uncertainty gap is larger than β = 95% of the
maximum possible gap. With probability α we avoid termination when VPI s,a∗(t)
is zero for all states t, because having no uncertainty about the optimal action in
this state, but still having uncertainty about the value might influence the action
choice in a predecessor state.

vpi-rtdp has the same theoretical guarantees as BRTDP (McMahan et al.,
2005) when α > 0 quite trivially since all states with non-zero probability of an
update by BRTDP must then also have a non-zero probability of update under
vpi-rtdp. However, this is mainly of theoretical concern since we have found it
advantageous to use very small α in practice, e.g., α = 0.001 as used in our
experiments.

2.3.4 Empirical Results

We evaluated RTDP, BRTDP (τ = 10), FRTDP (ǫ = .001) and vpi-rtdp on
the racetrack benchmark domain (Barto et al., 1993). In this domain, the agent
controls a race car in a simple grid representing a race-track. The state of the
environment consist of the position and velocity of the car and actions correspond
to accelerations in the four major directions. The example racetracks that we use
are provided in Figure 2.3. We borrowed some topologies from the work by Smith
and Simmons (2006) as well as variations of their slippage and wind enhancements
to the original racetrack problem.

The state in this problem is a combination of a car’s coordinate position 〈x, y〉
and velocity 〈x′, y′〉. A car begins at one of the initial start states (chosen uniformly
randomly) with velocity 〈x′, y′〉 = 〈0, 0〉 and receives −1 for every action taken,
except for 0 in the absorbing goal states. Actions 〈x′′, y′′〉 available to the car are
integer accelerations {−1, 0, 1} in each coordinate direction. If the car hits a wall
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Algorithm 2.6 ChooseNextState-VPI(s, a)

1: % Check for large bound gap
2: ∀x, b(x)← t(s, a, x)(V̂U (x)− V̂L(x)) B :=

∑

x b(x)
3: if maxx b(x) > β then

4: return x ∼ b(·)
B

5: end if

6: % If VPI non-zero, focus on value of information
7: ∀x, V (x)← VPI myopic(s, a, x)
8: V ←∑

x V (x)
9: if V > 0 then

10: return x ∼ v(·)
V

11: end if

12: % VPI is zero, continue with probability α
13: r ∼ Uniform(0,1)
14: if r < α ∧B 6= 0 then

15: return x ∼ b(·)
B

16: end if

17: return null

its velocity 〈x′, y′〉 is reset to 〈0, 0〉. Nominally, the car accelerates according to
the intended action. However, a car may skid with probability .1, thus resulting
in 0 acceleration in each direction. With probability .8 the wind may perturb
the commanded acceleration by a uniform choice of {〈−1, 0〉, 〈0,−1〉, 〈1, 0〉, 〈0, 1〉}.
This is a stochastic shortest path MDP (if γ = 1). We set max-depth = 200 for these
problems and thus use −max-depth to initialize the lower bounds. For informed
upper bound initialization we used the negative of the Manhattan distance to
the closest goal divided by twice the maximum velocity (clearly an optimistic
estimate).

In Figures 2.4, 2.5 and 2.6 we show the average policy reward for the lower
bound greedy policy vs. the execution time (top) and the number of unique states
visited (bottom) for each algorithm on three Racetrack problems. 95% confidence
intervals are shown on all average return estimates. While vpi-rtdp clearly outper-
forms all competing algorithms on each of these problems, on the largest problem
(Block-80) with many irrelevant states, vpi-rtdp shows roughly a three-fold re-
duction in the amount of time and number of unique states visited required to
achieve performance comparable to the best competitor (BRTDP). In all prob-
lems, vpi-rtdp reaches optimality visiting a smaller fraction of the state space
(i.e. number of unique states) than the competing algorithms. This indicates that
vpi-rtdp has avoided states that do not impact the optimal policy while the ex-
ploration heuristics in the competing algorithms visited many such states. This
reduction occurs naturally in vpi-rtdp as, when a path to the goal of length l has
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been found, states which can only be reached in more than l steps will never be
explored. BRTDP would explore these states if the uncertainty on their values is
still large, even if they will never be part of the optimal path from start to goal.

In Figure 2.7, we analyze the scaling behavior of each algorithm as a function of
the problem size. Shown are the time and number of unique visited states required
to achieve average policy return of at least -100 vs. the length parameter in the
Block problem (results averaged over 120 runs of each algorithm). The number of
states in the Block problem grows slightly more than linearly with length as higher
velocities can be achieved on longer tracks. We chose -100 as a policy performance
comparison point since it is roughly the point of inflection in performance for all
algorithms shown in Figures 2.4, 2.5 and 2.6 — after -100 is reached, the quality of
the policy rapidly improves with future trials. The figure shows that as problem size
increases, the time and space performance gap between vpi-rtdp and competing
algorithms significantly widens.

2.3.5 Related Work

Other extensions of RTDP and other efficient algorithms that focus Dynamic
Programming on reachable states were suggested in the past. Labeled RTDP
(LRTDP) (Bonet and Geffner, 2003b) improves on basic RTDP by labeling solved
states when their values (and the values of their successors) have converged, thus
not requiring future updates. Heuristic Dynamic Programming (HDP) (Bonet and
Geffner, 2003a) combines an even stronger version of this labeling approach with
a heuristic search algorithm. LAO* and Improved LAO* (Hansen and Zilberstein,
2001) are Policy Iteration approaches for solving MDPs that limit themselves
to relevant states for the current greedy policy. As BRTDP and FRTDP were
shown to outperform LRTDP and HDP (McMahan et al., 2005; Smith and Sim-
mons, 2006) and LRTDP was shown to outperform (Improved) LAO* (Bonet and
Geffner, 2003b), we focused our experimental comparison on BRTDP and FRTDP
as the current state-of-the-art RTDP algorithms.

There are other MDP search control strategies that attempt to exploit value of
information in some manner. Bayesian Q-learning (Dearden et al., 1998) presents
a technique to balance exploration and exploitation in a model-free Q-learning
approach. Bayesian Q-learning is concerned with the expected information gain of
action selection and not with the information gain of exploring individual states as
required here by the RTDP framework. Furthermore, Bayesian Q-learning models
its beliefs using a normal-gamma distribution leading to a VPI integral that cannot
be computed in closed-form thus requiring sampling methods for evaluation. Our
model-based framework and uniform hyper-rectangle Bayesian belief distribution
allows us to derive a closed-form computation for the VPI of the same complexity
as the Bellman backup — a novel contribution for Bayesian model-based MDP
solutions and RTDP state exploration heuristics.

DRIPS (Haddawy et al., 1995) is an abstract hierarchical planning approach.
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Figure 2.3: Various Racetrack domains which were evaluated.
For Large-B and Large-Ring the agent starts at the left and needs to get to the
right. Black squares delineate walls and whitespace indicate legal car coordinates.
There are 8 Block domains ranging in length from 10 to 80 with a fixed width of
30, where the bottom right corner needs to be reached starting from the center.
For our evaluation, the Block domains have the important property that a large
fraction of the states are irrelevant to the optimal policy.

While quite different in intent than the Bayesian RTDP algorithm introduced here,
the sensitivity analysis used in DRIPS is the closest approximation we have found
in the literature of the VPI analysis we derived here. However, the DRIPS heuristic
focuses on a worst-case analysis rather than the Bayesian VPI analysis used here
that evaluates expected gain over a value belief distribution.
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2.3.6 Conclusions

We have introduced Bayesian Real-Time Dynamic Programming, an RTDP
approach which concentrates effort on states where a state to update is se-
lected according to its value of perfect information, being the expected regret
we might have about selecting the action which currently looks best.

We contributed a novel, efficiently computable, and closed-form Bayesian value
of information analysis that can be used as a state exploration and trial termina-
tion heuristic in a new Bayesian RTDP algorithm: vpi-rtdp. vpi-rtdp attempts
to avoid the pitfalls of BRTDP and FRTDP by focusing search on those states
with the greatest potential impact on policy quality, not just value uncertainty
as done previously. Empirically, vpi-rtdp leads to an improvement over state-of-
the-art RTDP methods, yielding up to a three-fold reduction in the amount of
time and fraction of state space visited to achieve comparable policy performance.
These encouraging results indicate that there are novel computationally efficient
heuristics that can improve on state-of-the-art RTDP approaches to deliver the
next generation of improved RTDP algorithms.
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Figure 2.4: Policy quality versus time and number of states visited for the ‘Large
B’ Racetrack
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Figure 2.5: Policy quality versus time and number of states visited for the ‘Large
Ring’ Racetrack
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Chapter 3

Reinforcement Learning

. . . and punish me with kisses every night

The Glove – Punish Me with Kisses

In Chapter 2 we have discussed how the solution to an MDP can be found in
the case where the entire model is known. However, in many domains this is not the
case: many domains are only partially known, if at all. In such domains exploration
of the environment is necessary to compensate for the lacking knowledge. With
the results of the exploration, Machine Learning techniques can be used to model
and/or solve the MDP. This is the field of Reinforcement Learning (RL): from
observations and actions and occasional rewards, learn the optimal behavior for
the environment.

Our two familiar example domains are cases where knowledge is naturally
limited:

I In the beginning of Chapter 2 we postulated that Dynamic Programming
techniques could be used in the factory domain if an accurate model of
market prices was given. It is clear that in reality such an assumption is
overly optimistic. Another aspect of this domain where exploration is needed
is the selection of which brand to purchase machines and parts from: different
brands may have different prices and different life expectancies. Testing a
number of different brands first seems advisable.

In the Pac-Man game, if the ghosts follow an unknown but fixed (possibly
stochastic) policy, it might be a good idea to try to figure out their strategy.
This will cost some time in exploration, but will yield a better strategy for
the player.

In the existing work in RL, there are two main directions. One approach,
called model-based RL, is first to learn the model and then use algorithms such as

35
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Dynamic Programming to find a solution. The other, model-free RL, tries to learn
the optimal policy directly without building a model of the environment. Both
have their merits; which one is preferred depends on the application.

For many domains (such as our two examples), the dynamics of the MDP are
not completely known; however, there is plenty of knowledge available about parts
of the domain. Using this extra knowledge can be expected to speed up the process
of RL drastically if used well. This will be the main topic of the following chapters.

In Section 3.1 we will give a formal definition of the Reinforcement Learning
problem statement, together with a discussion of some important concepts. In Sec-
tion 3.2 some basic RL algorithms will be introduced and discussed. Finally, in
Section 3.3 various kinds of knowledge which could be available about an MDP
(without having its entire specification) will be given. One specific kind of knowl-
edge, knowledge of a limited set of policies in which to look, will be discussed in
Section 3.4.

3.1 Solving an Unknown MDP

When an agent has to learn how to behave in an unknown MDP, where either
transition function, reward function or both are not known, it will be necessary
to explore the domain. This is the problem setting for the field of Reinforcement
Learning.

3.1.1 Problem Statement

Definition 3.1.1 (Reinforcement Learning). Assume there is an MDP M, of
which the reward function and transition probabilities are unknown. A Reinforce-
ment Learning agent receives knowledge of start state s (the initial state of the
environment). The agent chooses one of the actions, a, and observes the next
state s′ (drawn according to the transition probabilities from (s, a)) and the re-
ward (if any). From s′ he again chooses an action, and so on. The goal of the
agent is, from the received information, to infer a policy maximizing his expected
accumulated reward.

One of the most important concepts in RL is the trade-off between exploration
and exploitation. The agent wants to use the information he has gathered to get
the highest possible rewards. However, it could be the case that there is still a
better strategy available, leading to a yet undiscovered, higher reward. To avoid
this, exploration is necessary, but this means the agent is not following the actual
optimal policy, which implies a loss.

Many of the existing RL algorithms have ways of dealing with this trade-off,
either explicitly or implicitly. We’ll give a short list of explicit ways of dealing with
exploration:
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• One way of dealing with the problem is to have distinct learning and exploita-
tion phases. During learning the agent can perform random exploration, one
of the more advanced exploration strategies, or even concentrate on parts of
the space where knowledge is still limited. In the exploitation phase, there
is no more exploration. An example where this kind of approach could be
useful is in games (such as Pac-Man) where a player can train for a while
before he has to compete in a tournament. Many players of games such as
chess or Go do train by playing moves they would normally not consider –
thereby exploring parts of the game they do not know.

• If there are no separate phases of exploration and exploitation, a good strat-
egy might be to choose moves thought to be sub-optimal with some probabil-
ity ǫ, otherwise choosing the optimal move (according to current knowledge).
This is called an ǫ-greedy policy. Typically the value of ǫ decreases over time.

• A slightly more complicated strategy is to choose actions according to a prob-
ability distribution which depends on the current estimates of their value,
with better actions having a higher probability. The most well-known ex-
ample of this approach uses a Boltzmann distribution, choosing action a in
state s with probability proportional to

e
Q(s,a)

τ

∑

a′∈A e
Q(s,a′)

τ

where τ is the temperature: if the temperature is high, sub-optimal actions
have a high probability of being explored; as temperature decreases the op-
timal actions will be selected more and more often.

In Section 3.1.2 we will discuss some basic concepts for both model-based and
model-free RL.

3.1.2 Learning the Model

In model-based approaches, the unknown parameters of the environment have to
be estimated from exploration. The unknown parameters are:

• Rewards: estimating the reward for each state or state-action pair, if the
reward function is stochastic, means every state has to be visited enough
times to get accurate estimates.

• Transition probabilities: unless the MDP is known to be deterministic, tran-
sition probabilities from every state-action pair need to be estimated accu-
rately which implies every state-action pair needs to be tried many times.
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When enough exploration has been performed and the model parameters are
accurate, any DP algorithm can be used to find a solution. This provides a nice
way of combining planning and learning.

Examples of model-based approaches are Dyna (Sutton, 1991) and R-max (Braf-
man and Tennenholtz, 2003). In Dyna, at every step where an action is performed,
the model the agent keeps is updated given the new information. After the model
has been updated, a number of steps are performed in a simulation of the learned
model, where the Q-values of state-action pairs are updated. This leads to drastic
speed-ups compared with model-free approaches. In R-max, the agent also keeps
an estimated model, where there is a new, fictional state s0 which denotes “the
unknown”. Every untried state-action pair is assumed to give the maximal possible
reward and lead with probability 1 to s0. The agent creates an n-step plan (using
DP using his estimated model) from the current state and performs all n steps.
After this the model is updated, states visited enough times are marked as known,
and so on. This guarantees that the agent will choose to explore unless he already
has a perfect plan from the current state.

Model-based approaches have drastically improved performance compared to
model-free approaches. However, for many domains it might not be feasible to keep
track of the model and learn the policy at the same time – it would be better to
just learn the policy. Indeed, to represent a general transition probability table,
one needs to store #S ×#A×#S values.

3.1.3 Learning a Policy Without Learning a Model

To overcome the problem of having to learn for each state-action pair the transition
probabilities and rewards, luckily, there are approaches which are able to learn the
value of actions in each state or the best action for each state directly. This implies
that only #S ×#A values need to be stored and approximated accurately.

For the value of state-action pairs, an adaptation of the Bellman update func-
tion (1.3) can be used during learning. It updates the current estimate of the
Q-value of a state-action pair slightly, resulting in a Q-value which is the average
of possible rewards and values of possible next-states.

For policy learning an adaptation of Policy Iteration can be used, where the
evaluation of a policy uses values estimated from experience.

Both these approaches will be discussed in more detail in Section 3.2.

3.2 Classical Reinforcement Learning Techniques

In the work of Sutton and Barto (1998) and van Otterlo (2009) many classical
algorithms and approaches for RL are discussed. Many of them fall in the cate-
gory of ‘QV-learning’; an elaborate empirical comparison of these techniques was
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performed by Wiering and van Hasselt (2009). Here we limit ourselves to two
important algorithms which will be referred to in the next chapters.

3.2.1 Q-Learning

In the Q-learning algorithm (Watkins and Dayan, 1992), a Q-value is stored for
every possible state-action pair. These can be initialized at 0 or any other value
(having accurate estimates as initial values speeds up the learning process). An
exploration policy is followed1 to gather learning examples.

If, after performing action a in state s (at time-step i) the agent observes state
s′ and receives reward r, he will adapt his Q-value2 for (s, a):

Q(s, a)← (1 − αi)Q(s, a) + αi

(

r + γ max
a′∈A

Q(s′, a′)

)

(3.1)

Here αi is the learning rate: if this value is high, new experience counts for a lot
compared to things observed before. If we have that

∑∞
i=0 αi =∞ and

∑∞
i=0 α2

i <
∞, and if the exploration policy performs every action in every state an infinite
number of times if followed indefinitely, then it has been proven that Q-learning
will converge to the true optimal Q-values (Watkins and Dayan, 1992).

Algorithm 3.1 Q-Learning

1: s← s0 % start state
2: i← 0
3: Q(·, ·)← initial values
4: loop

5: a← πexplore(s) % choose action
6: s′ ← t(s, a, ·) % from environment
7: r← r(s, a, s′) % from environment
8: Q(s, a)← (1− αi)Q(s, a) + αi [r + γ maxa′∈A Q(s′, a′)] % update
9: i← i + 1

10: s← s′

11: end loop

3.2.2 Policy Iteration with Learning

Recall the Policy Iteration algorithm (Algorithm 2.3) as presented in Section 2.1.2,
where a given policy πk was evaluated with DP techniques, leading to an improved
policy πk+1 and so on.

1in the case of Boltzman or ǫ-greedy exploration this policy is not fixed but changes over time.
2In the case where there are after-states, it makes sense to define a Q-value for each after-state

〈s, a〉 (the after-state of (s, a)) instead, as experience with one state-action pair will be useful for
other state-action pairs with the same after-state.
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If we replace the policy evaluation using DP (step 4 in Algorithm 2.3) by
a learning process, for example a variation of Q-learning where the values are
updated by the Q-update rule:

Q(s, a)← (1 − αi)Q(s, a) + αi (r + γQ(s′, πk(s′))) (3.2)

we get, after enough examples, accurate estimates of the Q-values of state-action
pairs given that afterwards policy πk would be followed. With these values we can
get an improved policy πk+1 using:

πk+1(s)← maxa∈AQ(s, a)

Similar to the convergence proof of Q-learning, using rule (3.2) is also guaran-
teed to converge. This implies that, if enough experience is gathered before each
policy update, this algorithm should converge to a true optimal policy.

3.2.3 Limitations of Traditional Approaches

The algorithms presented in the previous section have strong guarantees (if certain
conditions are met) but require a huge amount of exploration for many non-trivial
domains. Indeed, any state-action pair has to be visited enough times to get accu-
rate estimates on the values of states which can be reached and to get convergence
of the values.

For many domains, treating the environment as a black box as is the case with
Q-learning is uncalled for. This is the case where a lot is known about the MDP
(but not enough to be able to use DP to solve it). Various kinds of such information
will be discussed in the next section.

3.3 Using Domain Knowledge in Reinforcement

Learning

This section will introduce a number of ways in which knowledge of the MDP can
be used to speed up the RL process.

There can be various aspects of the MDP which are already known without
any exploration: either about the parameters of the MDP or about the solution
itself. We give a (non-exhaustive) list:

• The reward for each state might be known. This is the case, for example,
for many board games. The actual transition probabilities may depend on
the actions of the opponent, but the rewards (i.e. the immediate changes in
score3) are completely known for every possible state of the game.

3The outcome of the game might be decided by a thresholded function of the difference in
score between players, e.g. the player with the highest score wins. The setting of learning to get
the best outcome has also been studied (McMillen and Veloso, 2007).
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• On the other hand, it could be the opposite case: maybe the transition prob-
abilities are known but rewards are unknown. This would be the case if a
new task has to be learned in a known environment. Exploration would be
needed to learn which states are wanted or should be avoided.

• Part of the MDP might be completely known, i.e. for a subset of the state
space all rewards and transition probabilities are known. Consider as an
example a robot who knows the room he is in perfectly, but suddenly a
previously closed door opens. This does not change the effects of his actions
within the room, but what happens outside of the room is unknown. In this
kind of setting a combination of Dynamic Programming and Reinforcement
Learning could be useful; using Dynamic Programming techniques in the
parts of the state space for which there is an accurate model available and
learning in the other parts.

• It might be the case that actions can only lead to a specific subset of the
state space. In a navigational task it is normal to assume that an action can
only lead to a position within a limited distance from the original location.

• Frequently a rough estimate of the value function can be used as initial
values to start with. In a board game for example, this could be a simple
heuristic function reflecting the advantage a player has (such as number of
pieces and mobility, the number of different moves a player can choose from
in the current board position). In the case of Policy Iteration a reasonable but
suboptimal starting policy could be used as an initial policy. In the example
of a board game such as checkers, chess or Go, this could be the very simple
strategy to try to capture as many of the opponent’s pieces as possible. Even
if this initial information is not very correct, it can still give a big speed-up
to the learning process.

• Another (frequently occurring) setting deserves some extra attention. This
is the case where states could be described by a set of attributes, e.g. for
navigational tasks the states can be described by n-dimensional vectors re-
flecting position and velocity of the agent. If the value function could be
estimated as a function of these attribute values – a function with a lim-
ited set of parameters – then a lot less exploration would be needed to find
the optimal policy: instead of having to find all values of all state-action
pairs, only the values of the parameters need to be found. This also implies
that decisions could be made about previously unencountered situations, a
very useful kind of generalization. We call this value approximation. Many
approaches with various types of approximation functions have been used:
artificial neural networks (Tesauro, 1995), regression trees (Driessens et al.,
2001), kernels (Ormoneit and Sen, 2002), etc. A discussion of the dangers
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and advantages of function approximation can be found in the work of Boyan
and Moore (1995).

• A specific way of using value approximation for speeding up learning is by
treating states which have the same (or similar) parameters as if they were
one state. This way, the MDP is actually deliberately turned into a partially
observable MDP (Jaakkola et al., 1994; Kaelbling et al., 1998) where the
distinction between the original states is not observed. This can be useful
to reduce the size of an MDP where there is symmetry, making anything
learned in one half applicable to the other half as well. In Chapter 4 we will
examine this application of domain knowledge in more detail.

• An interesting item of knowledge would be if it was known that the optimal
policy (or one which is acceptably good) is in a known (small) subset of the
entire space of possible policies. For example, if there is a known symmetry in
the MDP, we can limit ourselves to policies which are similarly symmetrical.
Another example is the knowledge that the problem domain is a navigational
task in a building consisting of multiple rooms; here the policy should consist
of episodes of either taking the shortest path to a door or performing a sub-
task in the current room. A discussion of possible approaches to use this kind
of information will be presented in the next section.

3.4 Policy Hypothesis Spaces

In this section we will examine how knowledge about policies could be used to
speed up the search for an optimal policy and discuss various lines of related work
from the viewpoint of a policy hypothesis space, a restricted set of policies to be
examined.

We will illustrate some such policy hypothesis spaces for our familiar example
domains:

The Pac-Man game has various degrees of symmetry, most levels have at
least 1 symmetry axis, many even 2. Because of this symmetry, is is clear to
see that we only need to consider policies which are equally symmetrical: if a
state s̄ is the symmetrical equivalent of a state s, and in state s we know that
action a is optimal, then we can conclude that in state s̄ we need to perform ā,
the symmetrical equivalent of a. Another way to reduce the space of policies
is by not considering policies which lead to trivial loops (moving right, then
left again, etc.) or policies where in some states clearly suboptimal actions
are taken. In Pac-Man, there are two sub-tasks that make up the game:
eating dots and avoiding ghosts. If we limit policies to performing in every
possible state at least one of these sub-tasks, the total size of the policy space
is greatly reduced.
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I In the factory domain, there is much business knowledge which can be used
to shrink the space of policies which need to be considered. For example,
we should not buy a machine and replace it in the next term, but rather we
should use the machine for a number of terms so it can pay back its purchase
cost. If we are not willing to do so, purchasing the machine must have been
sub-optimal to start with. By removing any policy in which such a situation
could occur, we need to consider only those policies that agree with common
sense in business. Similar situations occur in the logistics part of the domain,
where moving cargo to and fro needlessly should be avoided, and in many
other sub-tasks which together define the entire factory problem domain.

In Section 3.4.1 we will discuss the complexity of the policy learning task. Sec-
tion 3.4.2 explains which approaches exist that use knowledge about the problem
domain to reduce the size of the policy space and/or the complexity of the search.

For some applications only a limited class of policies can be used, which might
not contain the optimal policy. This could be the case for many autonomous robots
which need a small, simple program representing the policy, as limited memory
and processing power is available and complicated policies cannot be dealt with.
In such setting we need to find the best policy which can still be represented. The
setting where constraints on policies need to be considered will be discussed in
Section 3.4.3.

3.4.1 The Complexity of Policy Learning

For a given MDP with state space S and set of actions A, the number of possible
policies which can be defined is equal to (#A)#S . For non-trivial problems this
number becomes overly large, which implies that finding an optimal policy in this
set becomes a hard task.

People have investigated theoretical bounds on the number of iterations an
algorithm such as Policy Iteration would need to converge to an optimal policy.
The argument goes that in every iteration, the policy improves the value of at
least one state and does not decrease the value of any other state. This seems to
imply that the number of iterations should be fairly limited. However, research
has shown that the only bound which can be proven on the number of iterations
is exponential (Madani, 1998, 2000; Mansour et al., 1999), while a trivial lower
bound is O(#S) (visiting every state at least once).

Peshkin and Mukherjee (2001) have looked into the sample size, the number
of visits to every state, needed to evaluate a policy. Their conclusion is that, for a
metric space of policies (a specifically structured policy hypothesis space) where
a partitioning of this space can be constructed with a limited number of covering
spheres (much as the partitioning of the state-action space we used in Chapter 4),
a PAC-style bound4 can be constructed: with a probability of at least (1− δ) an

4Probably approximately correct learning (Haussler, 1990; Jain and Varaiya, 2004).
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error of at most ǫ can be obtained using N = O
(

1
ǫ2

log( 1
ǫδ

)
)

samples.

For a specific type of MDPs called MDP(2)’s, Madani (2002) has shown that
the number of iterations needed by policy iteration (Algorithm 2.3) is bound by
O
(

#A(#S)2 log(#A) log(W )
)

; Madani assumes the problem is described using
rational numbers, W is the absolute value of the highest integer (numerator or
denominator) in this description. An MDP(2) is an MDP where every action
can have two possible next-states, one of which is an absorbing terminal state.
In the same work, Madani has shown that for deterministic MDPs one needs
only O

(

#A(#S)2 log(#A)
)

iterations. This result limits the number of iterations
needed for policy iteration in the case where all parameters of the MDP are known,
but a similar reduction in complexity can be expected for policy iteration with
learning as introduced in Section 3.2.2.

These last results show that for specific MDP classes and specific classes of
policies, a significant speed-up can be obtained. We will examine more possible
classes in Section 3.4.2.

3.4.2 Using Domain Knowledge to Speed Up Policy Learn-
ing

In Section 3.4.1 we have argued that policy evaluation and policy iteration are
generally hard tasks but that certain classes of MDPs are much easier to solve due
to specific properties of the MDP, such as determinism or having a metric policy
space.

In this section we will examine a number of properties of MDPs and argue in
what way these properties influence the complexity of policy learning.

Knowledge about the MDP

Properties of Markov Chains Induced by Policies If a policy is fixed, the
MDP behaves like a Markov chain (Norris, 1998), where the transition matrix fol-
lows directly from the transition probabilities of the MDP. A Markov chain which
is fully ergodic (i.e. visits every state an infinite number of times starting from
any given state) has a stationary probability distribution over states (MacCluer,
2000). An important characteristic of a Markov chain is its mixing time, the min-
imal number M of steps such that, for any given state s the probability of ending
up in a state s′ after M steps is close to the stationary probability (closer than
some value ǫ). The mixing time influences the number of samples needed to be able
to safely evaluate a policy (Jerrum and Sinclair, 1988). After taking a sample, we
have to wait N steps to get a sample which is truly uncorrelated to it. This implies
that, if we have bounds on the mixing time of Markov chains defined by policies
in our hypothesis space, we have more information about the minimal number of
iterations we need.
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Properties of MDPs Ratitch and Precup (2002) have defined a number of
characteristics of MDPs, giving more information than just the mixing time of its
policies. An overview of relevant characteristics:

• State transition entropy of a state-action pair gives the entropy of the
probability distribution over next-states. Having a high state transition en-
tropy entails a more chaotic behavior, taking more time to learn.

• Controlability of a state measures the difference in entropy over next-states
when the action taken is known or not, i.e. how the choice of action controls
the accuracy of predicting the next-state. High controlability implies that
the effects of actions are easier to estimate.

• Variance of immediate rewards is only relevant in domains where re-
wards are distributed stochastically. In domains where the rewards are al-
most deterministic (the variance is small or equal to 0), learning is easier as
every state or state-action pair needs to be visited only a few times to get
accurate estimates.

• Transition distance is relevant if there is a distance function on the state
space, such as the ones used in Chapter 4. The transition distance is the
average distance between a state and a next-state. If this distance is small,
learning could be easier as taking a wrong action will not take you far from
the current position.

• Transition variability is the average distance between different next-states
which can result from the same state-action pair. MDPs with a low transition
variability have a more general type of controlability, where there is high
certainty of moving to a small region of the state-space instead of just a
specific state.

Having high controlability and low transition variability in an MDP could be very
valuable to an approach such as E3 (Kearns and Singh, 2002) or R-max (Brafman
and Tennenholtz, 2003), where an approximate model is learned for states which
have been visited enough times, and exploration is guided towards regions which
are still unknown, using planning in the approximate model. If controlability is
high the success rate of such a plan increases. On a similar note, if it is known
that the value function is smooth, a more efficient policy iteration approach can
be used (Farahmand et al., 2008).

Other research concentrates on MDPs which can be represented using a dy-
namic Bayesian network. These are called factored MDPs (Boutilier et al., 2000;
Degris et al., 2006; Sallans, 1995). It has been shown that under specific conditions
(which are all direct characteristics of the MDP, similar to the characteristics of
Ratitch and Precup) the policies induced by a factored value function can be com-
pactly represented, while they still have provable error bounds (Koller and Parr,
2000).
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Important to note is that all these properties do not have to hold for the
entire MDP in the case where we are considering a limited hypothesis space of
policies. It is sufficient that all the characteristics hold only under these policies.
This becomes useful if the set of policies we consider all have high controlability,
are rapidly mixing, etc. Characteristics of the policies in the hypothesis space
themselves (rather than characteristics of the Markov chains they define) will be
discussed in Section 3.4.2.

Knowledge about Optimal Policies

Except for the structure and properties of the MDP, there might be knowledge
about classes of policies which certainly contain (or will certainly not contain) an
optimal policy. In maze-type domains, for example, policies which would lead to
loops should not be considered. In symmetrical domains, only policies which be-
have according to this symmetry have to be explored (other policies might also be
optimal, but there should exist at least one optimal policy which is symmetrical).

We will consider some specific cases which have been investigated in the liter-
ature.

• Consider the case where there is a small set of policies, one of which is
optimal. If we consider the policies to be the strategies of experts, several
algorithms exist to find the best expert (Herbster and Warmuth, 1995). For
this task multi-armed bandit approaches can be used (see e.g. Chapter 2 of
(Sutton and Barto, 1998)). Strens and Moore (2002) have shown that, if
a stochastic MDP is turned into a deterministic simulation policies can be
compared efficiently.

• Many policy spaces can be parametrized in such a way that a gradient of
the policy value function can be formulated (Kakade, 2002; Sutton et al.,
2000). If the policy value function is convex for the policy class we consider,
a gradient ascent method could be used to find the optimal policy. In fact,
the actual policy iteration algorithm (Algorithm 2.3) can be seen as such a
policy gradient algorithm. Limiting the set of policies to a convex subset that
contains at least one optimal policy would still guarantee convergence to an
optimal solution, but if the restricted set has much smaller size convergence
can be expected to be faster.

• Many domains can be formulated as consisting of several sub-tasks, or even
an entire hierarchy of tasks (Parr, 1998). This is also the focus of the research
concerning options (Croonenborghs et al., 2007; Perkins and Precup, 1999).
Basically, an option is a sequence of actions, with a precondition stating when
the option can start, and a stop-condition which tells us when the option is
finished. A typical example is the ‘taxi-domain’, where a taxi can pick up a
client, transport the client to a destination, or drive to a place where a client
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is likely to be waiting for a taxi. Options for this task consist of driving
along the shortest path from one location to another, or the sequence {pick
up client, transport client, drop of client}. If we know that such a hierarchy
exists in the problem domain, we can limit our search to policies which
behave accordingly, and should not consider policies that, in the middle of a
sub-task, start doing something else entirely.

• If our policy can be represented in a structured way, it might be possible to
use an evolutionary approach (Moriarty et al., 1999). Here we use a popula-
tion of policies we evaluate, and those who perform better can be combined
(using a cross-over operator) or changed slightly (a mutation) and be put
back in the population, while worse performing policies are removed. Genetic
algorithms and evolutionary computing are well-studied and form a branch
of Artificial Intelligence by themselves (Goldberg, 1989).

• If we have already learned policies for similar MDPs one could try to see
which of these policies works best in the given MDP (Fernández and Veloso,
2006). It is also possible to obtain a weighted combination where each policy
is used with a certain probability. This gives a limited parameter space on
which gradient ascent methods could be used, as was explained before.

3.4.3 Finding the Best Policy in a Restricted Set

In Section 3.4.2 we considered the use of domain knowledge to make policy learning
and evaluation more efficient, giving a concise overview of work in this field.

However, limited policy hypothesis spaces do not always imply that the learning
task becomes easier. It might be the case that there is a limited set of policies
which could be used by an agent, but there is no guarantee that this set contains
an optimal policy (or even one which is close to optimal).

We illustrate this problem setting with an example. Consider a small, light-
weight unmanned helicopter. To control this vehicle a fast policy is needed, which
does not take much computation power or memory (Grzonka et al., 2009). There
exist small program languages which can be used to describe policies for such
situations, for example GOLOG (Levesque et al., 1997), but other approaches
could be used, for example a small neural network (with a limited number of
nodes and layers) or a decision tree of given maximal depth.

For many of the possible approaches, the size of the representation of the policy
has to be limited. The concept of minimum description length (Barron et al., 1998)
is relevant here: find the shortest representation of the best policy. This leads to a
trade-off, as more complex and high-resolution policies can be expected to perform
better than overly simplistic ones.

This trade-off can be modeled using a preference function over the policy space,
where complex policies have a lower preference. The policy search is then a search
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using a soft constraint. The size of a policy also occurs in partially observable
MDPs in the case where a policy can be based on the entire history of the envi-
ronment. Small policies only take a limited history into account. Some results on
optimal small policies were found by Mundhenk (2000).

Another aspect where the policies for the example domain of navigating a small
helicopter are limited is the use of the sensors available. Each of the sensors uses
power, and only a limited amount of battery power is available. The use of the
sensors could be included in the policy, and there is a hard constraint on how much
power can be used per time unit.



Chapter 4

Bounds on Value Differences
between State-Action Pairs

So close, no matter how far . . .

Metallica – Nothing Else Matters

In many domains it is not necessary or beneficial to distinguish between all
possible situations. For example, in many domains small differences between two
measurements might be insignificant compared to the noise on the measurements
themselves. It might also be known that two situations are completely equivalent,
for example two symmetric positions in a board game can be treated as if they
were exactly the same.

This concept is the basis for the paradigm of state aggregation, where several
states are put in one partition. The learning then occurs on the level of the parti-
tions instead of the actual states, experience in one state contributing to the value
of the entire partition.

To illustrate how this could be useful, we have a look at our usual example
domains:

I In our factory domain, it is probably not important to differentiate between
situations where item prices are only marginally different – a difference of a
few cents on the price of a machine part costing hundreds of euros is very
probably irrelevant. However, distinguishing between situations where the
prices are very different is certainly important. A trivial approach is to divide
the possible prices in a limited number of bins, each bin corresponding to a
price range. A similar approach can be taken for any real-valued attribute,
e.g. the distance to travel for the company trucks. In this case it is necessary
to divide the state space in a limited number of partitions, to make the state

49
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space finitely large.

In the Pac-Man game, states which are equal except for a difference in already
accumulated points could be treated as if they were the same. We can deduce
that, indeed, the future score does not depend on the number of points
gathered in previous levels, only on the future policy. Another way to reduce
the size of the state space is by considering various symmetrical positions as
if they were the same (this only works if the strategies the ghosts follow are
symmetrical, too).

These examples are representative of many domains where there are good rea-
sons to introduce state aggregation:

• Discretization of continuous or many-valued attributes, in cases where small
differences in attribute values do not imply large differences in future behav-
ior.

• Reduction through symmetry of the MDP, allowing the search for a policy
to be limited to only a part of the full space.

• Differences in attribute values which can not influence the effects of future
actions, such as a score kept up to the current time step. The only influence
of this intermediate score should only be a direct effect on the final reward,
without having any effect on the optimal policy. Note that this does not
include situations where there is a form of risk aversity when having a high
score, which occurs in many luck-based games.

4.1 State Aggregation

Formally, state aggregation (Li et al., 2006) is the use of a set X of partitions
and a function agg : S → X , mapping the states to the partitions. This function
can then be treated as the observation function for partially observable MDPs —
we actually choose not to be able to distinguish between states which map to the
same partition.

Using this method allows us to apply an algorithm such as Q-learning using
the partitions instead of the real states. An important result is that in this setting,
Q-learning will still converge to a relatively optimal solution (a policy which is
optimal given the fact that states belonging to the same aggregate cannot be
distinguished) which, however, depends on the policy used while exploring. The
solution is the optimal one given the aggregation if every state is as likely to
occur using the learned policy as it was during exploration. If this is not the case,
arbitrarily large errors can occur, as shown by Singh et al. (1994b). For many
reasonable aggregations one can expect the errors to be relatively small, though.
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Given that the state-space (and thus the number of parameters needed for Q-
learning) decreases in size, the learning process should go faster given a reasonable
partitioning. This leads to a clear trade-off: using larger aggregated states speeds
up the learning process but decreases the value of the learned policy.

4.2 State-Action Pair Aggregation

A generalization of state aggregation is treating several state-action pairs as if
they were the same by constructing a partitioning of the state-action pair set:
a partitioning X and a function agg : S × A → X . This is useful if we are
interested in state-action pairs which have the same effects: the same (or very
similar) reward and next-state distributions. A special case is environments where
after-states exist, i.e. the direct result of an action in a state before unpredictable
effects from the environment such as noise, an opponent action or stochastic effects
occur. Indeed, if such effects do not exist, state-action pairs leading to the same
next-state could be easily treated as if they were the same.

An example of a domain where after-states exist is given by one of our running
examples:

Consider, in the game of Pac-Man, a maze which contains a specific T-
junction, with corridors to the left, to the right and down. Here it does not
depend whether the Pac-Man actually moves from the left to the junction
or from the right, only his location after the move. Putting different state-
action pairs which lead to the same state in one aggregated state-action pair
reduces the total problem size. It is reduced even more if one notes that
the score gathered up to a certain point in the game does not influence the
optimal strategy for the future. This means that only the current location of
the Pac-Man, the ghosts and the Pac-dots matters, not the score or number
of lives left, and many more state-action pairs can be treated as if they were
the same.

Important to note is that all RL techniques which use value approximations to
express an approximate Q-value in a limited number of parameters imply such a
partitioning: two state-action pairs which are described by the same parameters
will be treated exactly as if they were one and the same.

It is useful to know that Q-learning, with a Q-value for each aggregate state-
action pair, will also converge. This will be proven in Section 4.4.

For both state aggregation and state-action aggregation, there is a distinction
between two major classes of approaches: static and dynamic aggregations. In
static aggregation, the partitioning is given to the agent beforehand (e.g. a dis-
cretization of a continuous dimension of the state space); in dynamic aggregation,
the construction of a partitioning is done during learning. The latter has the abil-
ity to have adaptive resolution, to learn a finer partitioning in regions of the state
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space where small changes in state parameters have immense consequences, while
having a very coarse partitioning in smoother regions.

In the next session we will give a summary of previous work, separated accord-
ing to these two classes of aggregation. In section 4.6 we will present an algorithm
which constructs a partitioning of the state-action space dynamically using a dis-
tance measure based on domain knowledge, called the saga algorithm, together
with some of its theoretical properties and empirical results.

4.3 Related Work

State aggregation as a solution for Reinforcement Learning in large state spaces
has been widely studied. Li et al. (2006) presented a summary of a large part of
this work, however they concentrate on exact methods, while our approach is an
approximate method. They divide the different approaches, amongst other criteria,
according to whether the algorithm needs to have full knowledge of the MDP. The
saga algorithm uses partial knowledge about the MDP.

Using knowledge about domain topology and dynamics (the knowledge saga

uses in the form of a distance measure) is not a new concept. In various work it
is argued that assumptions about the topology of the state space can be useful
(or even necessary) for Reinforcement Learning to work in a reasonable way for
many navigational tasks and other domains (Glaubius and Smart, 2005; Lane and
Smart, 2005; Lane and Wilson, 2005).

Kakade et al. (2003) discuss how a near-optimal algorithm can be constructed
for Reinforcement Learning in MDPs with a natural metric on the state space.
This algorithm requires the ability to construct local models for the reward and
transition functions, and finds a near optimal policy in an amount of time which is
a function of the covering number of the state space (the number of local models
needed to cover the entire space). The saga approach also works in an amount of
time dependent on the covering number of the state space instead of the actual
size (cardinality) of the state space; however it does not require complete local or
global models.

Hougen et al. (1997) discuss a method which learns a partitioning of an n-
dimensional state space on-line, using a method closely related to self-organizing
maps. Our approach will construct the partitioning on line, but using knowl-
edge from domain experts instead of experiment results (which might be noisy
in stochastic domains). The advantage of our approach is that it is proven to find
an approximately good solution (leading to Q-values arbitrarily close to the ac-
tual optimal values), and that it can also be used in other types of worlds than
n-dimensional state spaces.

Driessens and Ramon (2003) introduce an instance based relational Reinforce-
ment Learning approach (RIB), where new examples are stored if they are different
enough from already stored examples. The stored examples are state-action pairs
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like as with our approach, however they use a more ad hoc strategy for deciding
which examples to store (based on an arbitrary metric and the variation of the
Q-value of the examples), while our approach uses the knowledge of experts in
the domain, and has a provable error bound. If no accurate domain information is
given, our approach is not the appropriate solution and an algorithm such as RIB
will probably outperform it.

4.4 Convergence of Q-Learning Using State-Action

Pair Aggregation

It was shown by Singh et al. (1994b) that Q-learning in an MDP turned into a
POMDP with the use of state aggregation converges to the solution of the following
set of recursive equations:

∀s, a : Q̂(s, a) =
∑

s∈S

P (s|x, πl)
∑

s′∈S

t(s, a, s′)
[

r(s′) + γQ̂ (agg(s′), π̂(agg(s′)))
]

∀x : π̂(x) = argmax
a

Q̂(x, a)

Here P (s|x, πl) is the probability that state s is the actual ground state, if aggregate
state x is observed. This probability depends on the learning policy πl that was
used while training. If the ground states which belong to one aggregate are very
different (in reward or transition probabilities), this result can have arbitrarily
large errors (Singh et al., 1994a). For reasonable aggregations where states which
are projected to the same aggregate state are similar in both reward and transition
probabilities, this error will be limited.

Now consider the case where the mapping goes from state-action pairs (s, a)
to X . We will prove that Q-learning using such an aggregation will converge to a
solution similar to the one of Singh et al. (1994a).

Theorem 4.4.1 (Convergence of Q-learning using state-action aggregation). Q-
learning using a fixed exploration policy πl and state-action pair aggregation func-
tion agg will converge to a solution of the following recursive definition:

∀x : Q̂(x) =
∑

s,a

P (s, a|x, πl)
∑

s′∈S

t(s, a, s′)
[

r(s′) + γQ̂(agg(s′, π̂(s′)))
]

∀x : π̂(x) = argmax
a

Q̂(x, a)) (4.1)

Proof. Consider a variation on Q-learning called semi-batch Q-learning, where the
updates to the Q-values are stored for batches of size M , where M is large enough
so the average number of occurrences that state s and a are actually encountered
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when the aggregate agg(s, a) is observed, is close enough (closer than some ε)
to the real P (s, a|agg(s, a), πl) with probability 1− ε. This version of semi-batch
Q-learning will behave analogous to the version used by Singh et al. (1994a).

Let Mk(x) be the number of times the aggregate state-action pair x was exe-
cuted within the kth batch of size M , nk(s, a|x) the number of times the actual
underlying state-action pair was (s, a) when the aggregate x was executed, and
nk(s′|x) the number of times the next-state after executing x was s′. The Q-value
of x after the kth batch is given by:

Qk+1(x) = (1−Mk(x)αk(x)) Qk(x)

+Mk(x)αk(x)
∑

s′

nk(s′|x)

Mk(x)

[

r(s′) + γ max
a′

Qk(agg(s′, a′))
]

Denote Q̂(x) the solution of (4.1). Let

Fk(x) =
∑

s′

nk(s′|x)

Mk(x)

[

r(s′) + γ max
a′

Qk(agg(s′, a′))
]

− Q̂(x)

then

Fk(x) =
∑

s′

r(s′)×
[

nk(s′|x)

Mk(x)
−
∑

s,a

P (s, a|x, πl)t(s, a, s′)

]

+γ

[

nk(s′|x)

Mk(x)
max

a′

Qk(agg(s′, a′))

]

−γ

[

∑

s,a

P (s, a|x, πl)t(s, a, s′)max
a′

Q̂(agg(s′, a′))

]

As the sample probabilities converge to P (s, a|agg(s, a), πl) with an error of
maximally ε with probability (1 − ε), the same must hold for the probabilities
P (s′|x) = P (s, a|x, πl)t(s, a, s′), and the first part of this formula can be bounded
by

∑

s′

r(s′)×
[

nk(s′|x)

Mk(x)
−
∑

s,a

P (s, a|x, πl)t(s, a, s′)

]

≤
∑

s′

r(s′)× ε

with probability (1 − ε). For the second part of the formula, using an analogous
reasoning, we can see that it is bounded by

γ
∑

s′

[

nk(s′|x)

Mk(x)
max

a′

Qk(agg(s′, a′))

−
∑

s,a

P (s, a|x, πl)t(s, a, s′)max
a′

Q̂(agg(s′, a′))

]

≤ γ × ε×max
x′

|Qk(x′)− Q̂(x′)|
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with probability (1 − ε). We have that ∀ε : ∃M such that the probabilities have
converged to within ε with probability (1− ε), because of Perron’s theorem (Mac-
Cluer, 2000).

This implies that Fk(x), the average error using values Q̂, is bound by:

Fk(x) ≤ ǫ×
[

∑

s′

r(s′) + γ max
x′

|Qk(x′)− Q̂(x′)|
]

As this holds for every x, it must also hold for the x′ in the maximization,
which gives:

Fk(x)× (1− ǫγ) ≤ ǫ×
∑

s′

r(s′)

Fk(x) ≤ ǫ
∑

s′ r(s′)

1− γǫ

This implies that for small enough values of ǫ (implying large enough batches)
this will converge to the solution of (4.1). Following the analysis of Jaakkola et al.
(1994), this can be extended to the online case; the reasoning being that performing
updates after every visit will not deviate largely from the effect of postponing the
updates until an entire batch has passed.

This result shows that Q-learning will always converge if a fixed exploration
policy (πl) is followed. However, according to this policy and to the aggregation
function agg, the values of state-action aggregates when following the induced pol-
icy π(s) = maxa Q̂(agg(s, a)) might be very different; indeed, as argued by Singh
et al. (1994a), this error can be arbitrarily large.

If the aggregation function is reasonable, never treating essentially different
state-action pairs as if they were the same, bounds on this error can be constructed.
This will be shown in section 4.5.

4.5 Aggregation with Upper Bounds on Value Dif-

ferences

We assume that there is a metric D which overestimates the difference in expected
cumulative discounted rewards of two state-action pairs, if after performing these,
the same policy is followed indefinitely:

• Consider a policy π, with corresponding Qπ(s, a).
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• For every possible pair of two state-action pairs, we have:
∀π, ∀(s1, a1), (s2, a2) : D((s1, a1), (s2, a2)) ≥ |Qπ(s1, a1)−Qπ(s2, a2)|.

Note that this metric can be any overestimating function. If there is no infor-
mation on the similarity of a couple of state-action pairs, the distance between
them could be chosen to be infinity (which indicates that they are too dissimilar).
We do not require a very strict metric, but extra information can be used to con-
struct a good metric for a lot of domains. In appendix A we will give a possible
method for finding such a metric.

From this assumption, we can prove that the difference between the optimal
Q-values (as they would be learned by the Q-learning algorithm) is also bound by
this metric (just replace the policy π by the true optimal policy in the assumption).

Assume that there is, for each aggregate state-action pair, a center c(x), with
c(x) ∈ (S ×A) and ∀(s, a) : agg(s, a) = x : D((s, a), c(x)) ≤ ǫ for some bound ǫ.

If we would store the average optimal Q-value of all the state-action pairs
belonging to the corresponding aggregate (weighted according to the probability
of their occurrence using the learning policy πl), for each state-action pair this
average would be maximally 2ǫ different from the optimal value; indeed, for any
two state-action pairs (s1, a1) and (s2, a2) belonging to the same aggregate state
with center c, we have that D((s1, a1), c) + D((s2, a2), c) ≤ ǫ + ǫ, and due to
the triangle inequality this implies D((s1, a1), (s2, a2)) ≤ 2ǫ. Denote the average
Q-values per center x as Q1(x).

We can iterate this: Q(n+1)(x) is the average over all state-action pairs in the
aggregate, of

∑

s′∈S t(s, a, s′) (r(s′) + γmaxa′Qn(agg(s′, a′))). This means that
the average over aggregates of the average . . . (for n steps) of the optimal Q-values
would be used. At every iteration i, the error of the Qi-values can be maximally
increased by 2ǫγ(i−1). This converges to a total error of 2ǫ

1−γ
.

4.5.1 State-Action Aggregation with Error Bound

Using an upper bound on value differences as a metric, we can now consider a
partitioning of the state-action space using a limited number of center state-action
pairs, for which for any possible state-action pair there is a center within distance ǫ,
where ǫ is a parameter indicating the coarseness of the partitioning; higher values
give a larger error but a smaller set of centers.

Problem Statement (Constructing State-Action Aggregation with Limited Er-
ror).
Given A metric D, an error bound ǫ
Find A set C ⊂ (S ×A) of centers such that: ∀s ∈ S, ∀a ∈ A : D(c, (s, a)) ≤ ǫ.

In Section 4.6 we will present the saga algorithm which is an adaptation of
Q-learning using a state-action aggregation which is constructed on-line, solving
the above problem.



4.6 The saga Algorithm 57

4.6 The saga Algorithm

The saga algorithm (see Algorithm 4.1) is an adaption of the Q-learning algo-
rithm. A list C of centers is kept, and for each of these centers a Q-value is stored.
The list C is initially empty. Whenever a state-action pair is encountered which is
not closer than ǫ to a center (according to a given distance function D), this pair
is added to C as a new center. If, on the other hand, a center is nearby, the value
of this center is updated using the standard Q-update rule.

Algorithm 4.1 saga(Distance function D, error bound ǫ)

1: C ← φ
2: s← initial state
3: i← 0
4: loop

5: observe state s
6: choose action a
7: s′ ∼ t(s, a, s′) % from environment
8: r← r(s′) % from environment
9: if ∃c ∈ C : D(c, (s, a)) ≤ ǫ then

10: Q(c)← (1− αi)Q(c) + αsi [r + γ maxa′∈A Q(c(s′, a′))]
11: i← i + 1
12: else

13: c← 〈s, a〉
14: C = C ∪ {c}
15: update Q(c)
16: end if

17: s← s′

18: end loop

4.6.1 Properties of the saga Algorithm

If the distance function D is indeed an overestimate of the difference in optimal
Q-values between two state-action pairs, theorem 4.4.1 shows that Q-learning will
converge to values which are, according to the reasoning of section 4.5, not more
than 2ǫ

1−γ
different from the optimal values.

4.6.2 Experiments

Experiments were conducted in three different domains: a simple one-dimensional
domain, a variation of the blocks-world and a simplification of our factory example
domain.
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One-Dimensional Experiment Domain

A first, simple, experiment domain is illustrated in Figure 4.1. The state space is
R, the actions are +0.01,−0.01 and +0.00. The reward the agent receives in a state
x is e−|x−t|, with t in the interval [0, 10]. The value of t was chosen randomly at
the start of every experiment (Figure 4.1 has t ≈ 8.1). The value of γ is 0.9. The
learning rate αi was chosen to be 1

i+1 . We ran our algorithm with three different
error bounds (0.2, 1, and 5). In the distance function, we included knowledge of the
(absolute value) of the gradient at the states, how much this gradient can change
at each time step, and the absolute difference between the two states (we did not
aggregate actions, only states).

In particular, we used the following functions for θ, ∆r and β, (r′(x) denotes
the gradient of the reward function at position x):

θ((s1, a1), (s2, a2)) = 〈|s1 − s2|, max(|r′(s1)|, |r′(s2)|)〉 if a1 = a2

= 〈∞,∞〉 otherwise (we use only state-aggregation)

∆r(〈D, G〉) = D ×G

β(〈D, G〉) = 〈D, G× e0.01〉

We computed the function B from this knowledge as a closed-form formula in D
and G: B(G, D) = G×D

1−γe0.01 .
Together with saga with three different settings, we also tested a classical

aggregation using no extra domain knowledge, which partitions the state space
in equal-sized intervals, with a number of intervals comparable to the number of
stored state-action pairs using saga with error bound 1. The shown results are
averages over ten runs. The average accumulated rewards after increasing numbers
of episodes are shown in Figure 4.2. Here the horizontal line at 27.4 represents the
average expected accumulated reward if the optimal policy would be used. We see
from the graph that both saga-1 and saga-0.2 outperform the classical approach,
but saga-5 performs worse. We can assume that saga-0.2 will improve even more
after a larger number of episodes. The classic algorithm converges faster to a
solution which is worse than the solution found by saga-1, with the same number
of stored state-action pairs. This is what we expected, as this approach does not
use extra knowledge and will not use a higher resolution in the more interesting
parts. The stored states of saga-1 are marked in Figure 4.1 as stars. From this
graph, it is clear that the resolution of stored states for saga is concentrated at the
most interesting region. More results can be seen in Figure 4.3. Here is shown the
average computing time in seconds, and the average number of stored states. From
this table we can see that saga-0.2 performs slower and needs more state-action
pairs than saga-1. The classic algorithm performs somewhat faster than saga-1,
but uses slightly more memory and has worse performance. For saga-5, we see
that the number of stored states is very low, but still convergence is slow. This can
be explained by the higher variance in rewards due to the aggregation of dissimilar
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states: it will take longer before accurate averages are found as approximations of
the Q-values.

0 1 2 3 4 5 6 7 8 9 10
0.0
0.2
0.4
0.6
0.8
1.0
1.2

Figure 4.1: One-dimensional problem
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Figure 4.2: Average score for the one-dimensional environment

The Color-Stack Experiment Domain

A second experiment was performed on a problem which we named color-stacks.
It is roughly based on the blocks-world. Consider a table on which are a set Σ of
stacks of colored blocks. A subset N of the colors of those blocks are considered
needed. This is illustrated in Figure 4.4(a). The possible actions are removing the
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algorithm time stored

Classic 11260 s 21.8

saga 5 7948 s 5.2

saga 1 15347 s 20.4

saga 0.2 61159 s 89.0

Figure 4.3: Time and memory needs for the one-dimensional environment

top block of one of the stacks. If this block’s color is in N , that color is removed
from N (the color is no longer needed). When there are no more colors needed, the
goal is reached and a reward of 1 is received. The problem is to find the solution
requiring the smallest number of moves. This problem subsumes the set-cover
problem, which implies it is an NP-complete problem. The knowledge we used
incorporates both an upper bound u and a lower bound l on the number of moves
required, both of which can be computed in time linear in the number of blocks
times the number of needed colors: u(s) =

∑

c∈N mint∈Σ:color(t)=c depth(t, s),
l(s) = maxc∈N mint∈Σ:color(t)=c depth(t, s).

The upper bounds make the worst-case assumption that all blocks of colors
which are still needed are in different stacks, requiring the unstacking of #N
stacks up to the required depth. The lower bounds are optimistic and assume that
the shortest solution requires only one stack to be unstacked.

The distance between two state-action pairs (s1, a1) and (s2, a2), giving next-
states s′1 and s′2, is then defined as the maximal difference in discount factor
between the number of steps needed from both positions. The largest possible
difference is max(u(s′1) − l(s′2),u(s′2) − l(s′1)), so the distance is max(γl(s′

1) −
γu(s′

2), γl(s′

2)−γu(s′

1)). We compared the performance of the saga-algorithm, using
an error bound of 0.01, with a purely table-based approach (every state-action
pair is stored). To make the comparison more fair towards the table-based version,
we used some simplifications (which are implicitly also used in the saga distance
measure). Unneeded colors of blocks were just labeled blank, to reduce the number
of essentially equivalent states which would have to be stored. States which were
equivalent up to a bijective mapping of the needed colors were also considered
equal. This would, however, still give approximately 2.5 × 1029 different state-
action pairs if we put #N = 3, #Σ = 5, stack-height = 10. This number
is exponential in #Σ × stack-height, which represents the number of blocks
in an initial state. saga only kept about 30 state-action pairs in memory. The
performance is shown in Figure 4.4(b). From this figure, it is clear that saga can
reduce the number of steps needed to reach the goal with only a limited number
of stored state-action pairs. The table-based approach is guaranteed to find the
optimal solution for every situation, but it will take too much time and memory
to be of real use.
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Figure 4.4: The color-stacks environment

The Machine experiment domain

I Another experiment we conducted was in a simplified version of our familiar
factory domain. The problem setting is as follows. The agent has 1.000 $, which
he can use to buy machines. A new machine costs 300 $. Every machine produces
50 $ worth per term. There is a probability of 0.1 that a machine breaks down
during a term (a broken machine does not produce anything). The agent can try
to repair broken machines, which takes one term and costs 200 $, but this has
only a probability of 0.9 to succeed (turning the broken machine into a ‘new’ one).
Both new and broken machines can be sold, for 300 $ and 50 $, respectively. The
money which is not used for buying machines or repairing them grows every term
with an interest rate of 1 %. The agent has 50 terms, and has to maximize the
amount of money he has at the end. At every term, he can buy any number of new
machines he can afford, he can repair any number of broken machines, and sell
any number of machines, broken and new, so an action can be represented by a
4-tuple of positive integers. The state consists of the current capital of the agent,
the numbers of new and broken machines and the number of terms left.

saga was used on this problem to find a state-action pair aggregation for each
term specifically (this gives a higher level state aggregation, which speeds up the al-
gorithm considerably). As a distance function for this problem domain we used the
following. Given probabilities r of repair success and b of a machine break-down,
one can calculate the expected worth of a machine as the expected production
until breakdown or end of the terms, plus the sell price of a broken machine, plus
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the expected interest. The implied worth of a state-action pair w(s, a|b, r) is the
expected amount of money the agent would get if he let all unbroken machines run
and always sold all defect machines. This distance function reflects the difference
in reward when a fixed (sub-optimal) behavior is used afterwards, so this does not
require having the actual solution to be able to compute the distance.

We consider the case where the agent only has bounds on the probabilities
of break-down or successful repair: bl and bu, and rl and ru, respectively. The
distance between two state-action pairs (s1, a1) and (s2, a2) is then the maximum
of: |w(s1, a1|bl, rl)− w(s2, a2|bl, rl)|, |w(s1, a1|bl, ru)− w(s2, a2|bl, ru)|,
|w(s1, a1|bu, rl)− w(s2, a2|bu, rl)| and |w(s1, a1|bu, ru)− w(s2, a2|bu, ru)|).
For the different experiments we used three different settings: one where the exact
probabilities were in fact known, one where the probabilities were a bit uncertain
(0.05 ≤ b ≤ 0.2 ; 0.8 ≤ r ≤ 0.95) and one where there was much more uncertainty
(0.01 ≤ b ≤ 0.5 ; 0.5 ≤ r ≤ 0.99). We ran saga with these distance functions and a
value of ǫ equal to 1000 $. The results can be seen in Fig 4.5. (Here ‘none’, ‘medium’
and ‘high’ indicate the three settings with no, medium and high uncertainty.) We
ran saga for 1000 episodes, and at every 100th episode we tested the learned policy
for 100 test runs. The reported values are averages over 10 experiments. At the left
the number of stored state-action pairs is shown. One can see that this number is
clearly different for the three settings. If there is higher uncertainty, the distance
between two state-action pairs increases, so saga will store more examples than
are actually needed. On the right we see the average score attained after exploring
for a number of episodes. For all three settings we get a similar result, however,
for the setting where the exact probabilities were given, the algorithm does in
fact learn slower. This can be explained by the fact that the other settings lead
to a higher resolution of stored state-action pairs. A better performance would
be obtained in the no-uncertainty setting if we would have taken a lower value
for ǫ, as the number of state-action pairs would increase, cfr. the results for the
one-dimensional experiment domain.

4.7 Conclusions

In this chapter, we presented two key contributions to the field of partitioning the
state-action space to improve efficiency of Reinforcement Learning.

We have shown that Q-learning, operating in a partitioning of the state-
action space, will converge to values which depend on the aggregation and
the exploration policy.

We introduced how expert knowledge can be used to construct a state-action
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pair aggregation with proven error bound. The advantage of this approach is that
the number of stored state-action pairs can be greatly reduced while still ap-
proximating the optimal solution up to an arbitrarily small error. With a smaller
state-action space, the number of episodes needed to reach a reasonable solution
can be expected to be much smaller. Compared to other classic approaches to
reduce the number of states, the use of expert knowledge should give a denser
resolution in the more difficult regions of the state space, and because of this, the
error should be smaller.

We introduced the saga algorithm which constructs a state-action pair ag-
gregation with arbitrarily small error on-line. This gives the opportunity to
decrease the size of the table of Q-values without introducing an overly large
error and without the need of manual construction of a partitioning.

With the experiments of the previous section we verified these suppositions.
The algorithm decreases the number of needed state-action pairs and the number
of episodes needed for convergence, even though the variance on obtained rewards
per state-action aggregate is higher with the saga-approach (the amount of vari-
ance depends on the value of the allowed error). Compared to classic approaches
which use an equal number of stored state-action pairs, we obtain a solution with
smaller error. We also demonstrated how having more accurate information can
influence the result, by repeating the same experiment with three different levels
of knowledge about the domain.

There are also some disadvantages to our approach. As with all instance based
learning approaches, saga’s complexity grows with the number of stored examples.
Therefore, depending on the possibilities of the domain at hand, efficient lookup
methods should be used.

Another disadvantage is that the error bounds which follow from the theory are
mostly large overestimates of the true difference in Q-values. In practice one could
use a very large error bound and the algorithm would, in most cases, converge to
a solution which has a much smaller error.

There are several directions for further work. First, we think it is important to
use dynamic error bounds, i.e. first learning a rough Q-function and then gradually
decreasing the error bound ǫ. This could possibly solve the problem of the overes-
timated errors: start with a large overestimate and then decrease if necessary. The
advantage of such a strategy is that while the number of states is low, the system
will converge more quickly to a roughly good policy, such that the more refined
(and more resource-consuming) aggregation is only introduced when it is needed to
further improve the policy. It is non-trivial however to decide how fast to decrease
the error bound. Secondly, a weighted version of saga might be considered, where
predictions are not based on the closest stored state-action pairs, but a weighted
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average of all stored state-action pairs is used, where closer instances have higher
weights. As long as all the used state-action pairs are closer than a threshold ǫ,
the guaranteed error bound will still hold.
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Figure 4.5: Results for the machine environment
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Balancing the Value and the
Cost of Information
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Chapter 5

Cost-Sensitive Value
Prediction

The best things in life are free

But you can give them to the birds and bees

I want money

The Flying Lizards – Money

In Part I we discussed different ways how extra information can be used to
make Reinforcement Learning algorithms more efficient. This makes sense: if there
is more knowledge of the problem domain, solving the problem should become
easier. However, for many domains information does not come for free. In our
society, knowledge and information have even become a currency of their own.
This is what we will discuss in this chapter and in Chapter 6.

5.1 The Value and Cost of Information

For many tasks for which Reinforcement Learning algorithms – or Machine Learn-
ing algorithms in general – could be applied more efficiently with the use of the
knowledge of domain experts, this incurs a cost. There are many examples of such
costly information:

• In medical or biochemical domains some measurements might require ex-
pensive experiments to be performed. Only those measurements which are
necessary to make a correct decision (or make a mistake with a probability
lower than a given threshold) should be made. Another cost of such experi-
ments is the potential discomfort for the patient.

69
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• If some measurements on a given state in a sequential decision problem
require a lot of time to compute, we would only like to compute those which
are necessary to find the optimal action, and not spend time on attributes
which are irrelevant.

• If for certain attributes of a sample human expertise is needed to get the
appropriate value, this is a cost: the fewer times we need to bother the
expert, the better.

• Many companies offer access to databases full of relevant information for
many domains but will not give this access without payment.

We illustrate a case where cost-sensitive prediction would be useful in one of
our recurring example domains:

I For our factory it would be useful to predict how many customers would be
willing to pay how much for a certain new product. To estimate this, we
could call them and ask them, but this would require time (and might make
the customer annoyed, making the probability of future purchases smaller).
Sending inquiries to a limited set of potential buyers which would still give
representative results would be optimal. We could also hire a marketing
consultant and pay him to investigate market potential for our new product.
This will require time and money, and both might vary largely for different
consultants, as well as the value of their advice.

The examples given here make it clear that we need to balance the cost and
the value of information. This is what we will discuss in this part of the thesis.

In this chapter we will introduce a number of algorithms we developed which
explicitly try to find a trade-off between value and cost of information for regres-
sion, the task of predicting a real-valued target function of a given data sample.
For all algorithms it can be proven that they are parsimonious1, paying only for
information which is worth more than its cost.

If we have cost-sensitive value prediction algorithms, we can use them for value
approximation in Reinforcement Learning tasks. This will be discussed in Chap-
ter 6.

5.2 Cost-Sensitive Regression

5.2.1 Problem Statement

We adapt the normal problem statement of least squares regression to a cost-
sensitive problem statement:
Given:

1Parsimony : extreme care in spending money; reluctance to spend money unnecessarily.



5.2 Cost-Sensitive Regression 71

1. observables x drawn from a probability distribution P (x) over a set X , de-
scribed by attributes fi ∈ F : X → Φi. These can be numerical or nominal
attributes, so Φi can be R or any discrete set.

2. the observation cost-function c : F ×X → R
+ that specifies the evaluation

cost of an attribute for a given example

3. a target function y : X → R

4. a class A of approximation functions appr : 2F → (X → R), using a subset
of all attributes to give a value to an example from X .

Find:

A subset F ⊂ F and a function ŷ ∈ A(F) such that, the approximation
cost

AC =
∑

x∈X

P (x)





(

y(x)− ŷ(x)
)2

+
∑

fi∈F

c(fi, x)





is minimized over F ∈ 2F and ŷ ∈ A(F).

Although the same approach is used in other work (Brown et al., 1999), one
might object that it is unusual to consider squared error and cost in the same units.
For example, if non-squared error and cost are both measured in the same units,
then squared error cannot be directly traded off against non-squared cost. But this
is not a problem; if the non-squared error and cost are in the same units then the
squared cost may be used as the attribute cost c(·, ·) so that the trade-off can be
expressed in the same units. Because this is just a trivial change of functions c(·, ·),
it requires no change to the algorithms which will be presented in this chapter.

5.2.2 Related Work

Turney (2000) provides an overview of ways that cost-sensitivity may be introduced
into Machine Learning as well as a comprehensive bibliographical reference to
historical work in this area. With respect to the published literature, there are two
main categories in which this work is concentrated:

• Prediction error costs: Here it is assumed that different prediction er-
rors incur different penalties (see (Domingos, 1999; Elkan, 2001; Torgo and
Ribeiro, 2007) for a sampling of recent work).

• Attribute evaluation costs: This is the fundamental problem that we
address. Historically, there has been work on the classification side of this
problem (Turney, 1995). More recently there was some work (Sheng and Ling,
2007) where the training set is considered to be costly, limiting the number
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of examples and the number of attributes measured per data sample. They
construct a decision tree (for classification) using a subset of the attributes.
This is similar to the approach presented in Section 5.4, the major differences
being that we assume the training set to be completely given when train-
ing starts and that we learn a regression tree, which predicts real-numbered
targets instead of a class label.

We will examine three different classes of approximation functions: in Sec-
tion 5.3 we will use linear regression, in Section 5.4 we will use regression trees.
Finally, both these approaches will be combined in Section 5.5, giving cost-sensitive
linear model trees.

5.3 Linear Regression

In the case where all attributes are numerical, linear regression is one of the most
well-studied regression functions. In recent years the aspect of sparsity in linear
regression, using as few attributes as possible without getting an overly large ap-
proximation error, has been widely studied.

We begin with the problem formulation for parsimonious linear regression and
then proceed to specify the ParLiR algorithm that efficiently approximates its
solution.

5.3.1 Problem Formulation

We reformulate the problem statement of Section 5.2.1:
Given samples of:

1. observables x drawn from a probability distribution P (x) over a set X , de-
scribed by attributes fi ∈ F : X → R.

2. the observation cost-function c : F ×X → R
+ that specifies the evaluation

cost of an attribute for a given example

3. a target function y : X → R

4. the class A of linear functions appr : 2F → (X → R), mapping a subset of
all attributes of an example from X to a target value.

5. a set of m data samples D = {〈X , y〉} where we write the particular assign-
ment for data sample j (1 ≤ j ≤ m) in expanded form 〈f1j , . . . , fnj, yj〉.

Find: a linear regressor ŷ(X , ~w) and weight vector ~w = 〈w0, . . . , wn〉 (~w ∈
R

n+1) in the following linear form:

ŷ(X , ~w) = w0 +
∑

fi∈X

wifi (5.1)
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If a weight wi = 0, then we say that the attribute fi has not been selected.
Formally, we define the subset F of selected attributes for our regressor ŷ with
weights ~w as F~w ⊂ X such that F~w = {fi ∈ X|wi 6= 0}. Then we can easily define
the cost C(~w) of a particular selection of linear regression weights ~w using the
following weighted L0 norm:

C(~w) =
∑

fi∈F~w

ci. (5.2)

We also define the usual average squared error function E(~w,D) for weights ~w as
the following

E(~w,D) =
1

m

∑

〈X ,y〉∈D

(

ŷ(X , ~w)− y
)2

. (5.3)

Assuming that prediction error and attribute costs can be measured in com-
mensurable units, we now reformulate our linear regression problem w.r.t. a par-
simonious objective criterion — one that jointly minimizes both prediction error
and attribute cost.

Definition 5.3.1 (Parsimonious Linear Regression). Given input attribute vari-
ables X , target response variable y, and a target linear form ŷ(X , ~w) using weight
variables ~w, we define the parsimonious linear regression solution ~w to be a global
optimum of the following unconstrained optimization problem:

Variables: ~w

Minimize: C(~w) + E(~w,D)

Unfortunately, in this form, the above optimization objective is not convex
in ~w – while the sum of squared error E(~w,D) is well-known to be a convex
function in ~w (i.e. it is the same error function used for ordinary least squares
regression), C(~w,D) has step discontinuities where any wi = 0 and is therefore
non-convex in ~w, making the overall objective non-convex. Thus, in contrast to
the case of ordinary least squares linear regression, we cannot apply unconstrained
convex optimization techniques to directly solve this parsimonious linear regression
problem. To find an optimal solution, one has to check the full power-set of the
set of attributes, making the problem NP-complete.

5.3.2 Efficient Approximation

Due to their sparsity properties, which are useful for performing implicit attribute
selection, we focus on a class of linear regression techniques collectively referred
to as least-angle regression (LAR) methods, such as lasso and forward stage-wise
regression (Efron et al., 2004).
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One of the key ideas behind least angle regression is that one may perform
regression by incremental line search in single attribute dimensions, specifically
ordering attribute dimensions by the amount they correlate with the prediction
error of the current solution. Furthermore, doing so often yields sparse solutions
when there is a restrictive L1 constraint on the total sum of the weights. Least
angle regression methods manage to closely approximate the optimal regression
solutions to their respective problems formulated as quadratic programs (Efron
et al., 2004).

For parsimonious linear regression, this single dimensional line search is an
attractive approach because we can re-prioritize the order in which attributes
are selected for updating according to their correlation with the error and their
associated attribute cost.

We note that while we do make use of least angle regression methods related to
sparse linear regression methods such as lasso (Tibshirani, 2009), these algorithms
by themselves do not guarantee parsimony w.r.t. attribute costs. Furthermore,
while the original least angle regression approaches solve a constrained quadratic
programming problem, the corresponding parsimonious linear regression problem
results in a constrained mixed 0-1 integer quadratic program formulation. As such,
it is not clear that modified least angle regression techniques necessarily produce
a low-cost solution to the parsimonious linear regression problem, nor one that
closely approximates the global optimum. Thus, it is crucial to prove such proper-
ties for these modified algorithms in the parsimonious linear regression setting as
we will do in this chapter. Our approach gives an approximation to a weighted ver-
sion of L0-norm regularized linear regression2. Regularization for linear regression
using different norms has been extensively studied. If the L2 norm (the Euclidean
length of the weight vector) is used, we have ridge regression, with the L1-norm
we get the lasso method. These two methods have both been well-studied (Hastie
et al., 2001). Basically, the L2-norm is a smooth, differentiable function, allowing
for efficient solutions. The L1-norm induces higher sparsity. Using an Lq-“norm”3

with q < 1 has also been studied (Kabán and Durrant, 2008), but is known to be
a hard problem as the regularizer is a non-convex function of the weights. Huang
et al. (2008) have presented an approach to find the L0-norm solution as the limit
of the solutions of a sequence of Quadratic Programming problems. We adapt
an algorithm which approximates L1-norm regularized linear regression into an
algorithm which approximates weighted L0-norm regularized linear regression.

Even though the parsimonious linear regression optimization problem is quite
different from the lasso objective, algorithmically, only minor modifications are
required to approximate the solution to parsimonious linear regression. In fact, all
that is needed is the adjustment of the score used to select the next appropriate at-

2An x-norm of a vector ~v is the function
P

i
(|yi|

x)
1
x . The L0 norm of a vector is the number

of non-zero coefficients of the vector.
3This is not strictly a norm, as the triangle inequality is not always satisfied if q < 1.



5.3 Linear Regression 75

tribute with respect to the costs of the attributes (See step 17 of Algorithm 5.1). We
present a modified least angle regression algorithm called ParLiR (Algorithm 5.1)
to approximate the solution of parsimonious linear regression.

The algorithm works as follows: in step 4 the attribute vectors are normalized,
having an average value of 0 and a standard deviation of 1. This is a standard
step in many linear regression algorithms to ensure that scaling the values of an
attribute does not influence the importance the attribute gets in the model.

The constant offset of the model, w0, is given the value of the average of the
targets (in absence of any other information, predict the mean value). From this
step on, we will work with the residuals (the prediction errors) instead of the
actual targets.

For every attribute we compute the score as the absolute correlation with the
residual. This value gives how much the attribute can reduce the mean square
residual, as will be shown in Section 5.3.4. If the attribute was not paid for yet,
we need to reduce this score. Subtracting the square root of the cost makes sure
that only features which reduce our approximation cost AC will be added to the
set F . Proof of this can also be found in Section 5.3.4.

When we have found the attribute fi which has the best score, we update its
weight by a small step η (in that direction which reduces the residuals), unless
it was not introduced before. In the latter case, we can update the weight by
the square root of its cost. This is just an optimization which saves a number of
iterations.

After this update, the process repeats until there is no attribute with a score
which is high enough to guarantee an improvement.

This algorithm varies from forward stage-wise regression (Efron et al., 2004) in
the score function (step 17), and the optimization in step 27. Also, the basic algo-
rithm did not have the explicit stop criterion of step 35. This ensures that, when
all unselected attributes are too expensive, ParLiR will not include them. For-
ward stage-wise regression would instead be stopped after a number of iterations,
increasing the number of iterations would imply higher weights and a smaller ap-
proximation error. Stopping the algorithm sooner would induce sparsity in a way
which approximates different solutions to the lasso regularizer (Efron et al., 2004;
Hastie et al., 2001).

It is not immediately clear that modified least angle regression techniques will
still produce a low-cost solution to the parsimonious linear regression problem.
Therefore, we prove formal theoretical guarantees on parsimony and a special case
of optimality in Section 5.3.4 and experimentally evaluate efficiency, approximation
error and parsimony in Section 5.3.5.

5.3.3 Time Complexity of ParLiR

Finding the optimal cost-sensitive linear function for the given data requires ex-
amining every subset of attributes, as the possible inclusion of an attribute has
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Algorithm 5.1 ParLiR(data D, costs ~c, step-size η)

1: % D is a m× (n + 1) matrix, the n + 1th column contains the target
values

2: % To simplify we give the costs as being constant per attribute, in
general one would take the average of the attribute costs over the data set

3: for 1 ≤ i ≤ n do

4: ~fi ← normalize(D(·, i)) % Normalize all attributes
5: wi ← 0 % All initial weights are equal to 0
6: end for

7: F ← φ % Initially, the set of selected attributes is empty
8: w0 ← 1

m

∑m
i=1D(i, n + 1) % The average target

9: for 1 ≤ i ≤ m do

10: ri ← D(i, n + 1)− w0 % The initial residual vector
11: end for

12: repeat

13: bestscore← 0
14: for 1 ≤ i ≤ n do

15: scorei ← 1
m

∣

∣

∣

~fi · ~r
∣

∣

∣

16: if fi /∈ F then

17: scorei ← scorei −
√

ci % If the attribute is not selected yet,
we need to pay for it

18: end if

19: if scorei > bestscore then

20: bestscore← scorei

21: bestindex← i
22: sign← sign(~fi · ~r)
23: end if

24: end for

25: if bestscore ≥ η then

26: if fbestindex /∈ F then

27: wbestindex ← wbestindex −
√

ci · sign % Adapt weight of new
selected attribute

28: ~r← ~r −√ci · ~fbestindex % Recompute residuals
29: else

30: wbestindex ← wbestindex − η · sign % Adapt weight of best at-
tribute

31: ~r← ~r − η · ~fbestindex % Recompute residuals
32: end if

33: F ← F ∪ {fbestindex} % Add best attribute to the selected set
34: end if

35: until bestscore < η
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a non-monotonic, non-convex influence on the total score. This implies that find-
ing the exact solution is NP-complete, and a straightforward algorithm to find it
(considering every subset and calculating its score on the training data) has time
complexity O(m#F2#F ). If we look at the time complexity of ParLiR, it can be
seen that all data has to be checked for every update. Each such a check takes
time of the order of O(m#F ). This is repeated for every selected attribute and
every weight update. The number of weight updates for a given attribute is of the
order of O( 1

η
), and the number of selected attributes is equal to #F . The total

time complexity of ParLiR is then O(#Fm#F
η

).

5.3.4 Theoretical Results

In this section we will show some theoretical properties of ParLiR. We will show
that ParLiR will not pay for information whose value is lower than its cost, and
that in a specific case ParLiR is guaranteed to find a close approximation of the
optimal solution.

Proof of Parsimony

Theorem 5.3.1 (Parsimony of ParLiR). Every attribute which is introduced in
step 27 of the ParLiR algorithm immediately reduces the mean squared error of the
prediction by the value of its cost. Furthermore, at every weight update in step 30,
the mean squared error is reduced by η2.

Figure 5.1: Geometric representation for clarification of the proof of parsimony of
ParLiR



78 Cost-Sensitive Value Prediction

Proof. For the proof we refer to Figure 5.1 for clarification. Important to note
is that the correlation between two vectors, ~fi · ~r (when ‖~fi‖ = 1) is equal to

the length of the orthogonal projection of ~r on ~fi. In the figure we use ~r, ~r′ and
~rm to respectively indicate the current residual at the moment the attribute fi is
selected, the residual after wi has been updated by

√
ci and the minimal residual

we can obtain by only changing the weight of attribute fi, which we get for wi

equal to the correlation: the minimal distance from the target to the attribute
vector is equal to the orthogonal distance. We give the proof for ~fi ·~r > 0, the case
where ~fi · ~r < 0 is completely analogous up to some changes in sign.

We divide the residuals by the number of samples in the batch, to indicate how
much the error per sample relates to the cost spent on each sample.

In the theorem we will use the average correlation of all data samples,
~fi·~r
m

,
instead of the normal correlation, as this gives an indication how the average error
over all samples will decrease.

We will first prove the statement about step 27. Note that, as the attribute is

added, steps 16, 17 and 25 of the algorithm tell us that |~fi·~r|
m

>
√

ci must hold.
Using the theorem of Pythagoras, we get:

∥

∥

∥

∥

~r

m

∥

∥

∥

∥

2

=
∥

∥

∥

rm

m

∥

∥

∥

2

+

(

~fi · ~r
m

)2

∥

∥

∥

∥

∥

~r′

m

∥

∥

∥

∥

∥

2

=
∥

∥

∥

rm

m

∥

∥

∥
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+
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~fi · ~r
m
−√ci

)2

Subtracting the two formulas above gives:
∥

∥

∥

∥

~r

m

∥

∥

∥

∥

2

−
∥

∥

∥

∥

∥

~r′

m

∥

∥

∥

∥

∥

2

=

(

~fi · ~r
m

)2

−
(

~fi · ~r
m

)2

+ 2
√

ci

~fi · ~r
m
− ci

> 2
√

ci

√
ci − ci

(

because
~fi · ~r
m

>
√

ci

)

= ci

For the case where step 30 is performed, the proof is analogous: we only need
to substitute η for

√
ci.

Approximation Error Bound in the Case of Orthogonal Attributes

In this part we consider the case where all attributes are mutually independent.
We prove that in this case, the ParLiR algorithm will closely approximate the
exact solution.
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Theorem 5.3.2 (Error bound on ParLiR in the case where attributes are mutu-
ally orthogonal). In the case where attribute vectors are mutually orthogonal, i.e.,
~fi · ~fj = 0 if i 6= j, the ParLiR algorithm gives an approximation closer than kη2

to the optimal solution to the parsimonious linear regression problem, with k the
number of attributes which has a non-zero weight in the optimal solution.

The proof is intuitive and based on the fact that in the case of orthogonality,
updating the weight of one attribute does not influence the score of another. This
implies that all included attributes have weights closer than η to the optimal
weights. Applying the generalized theorem of Pythagoras gives the required result.

5.3.5 Experiments

We performed experiments on several different data-sets from the UCI repository
(Asuncion and Newman, 2007) (also available on Weka (Weka, 2004)). We report
the results obtained for the ‘Pima-Indians Diabetes’, ‘Boston Housing’ and ‘Body-
fat’ data-sets. Results for the other datasets were comparable but less illustrative.
The first of these is a classification data-set, the other are regression tasks. For the
regression data sets, there are no attribute costs given but we decided to use arti-
ficial costs based on our own intuition, i.e., medical experiments are more costly
than information such as age and gender for example.

To show the behavior of the different algorithms for varying relative costs, we
multiplied the basic cost vectors by a varying factor. This factor acts as a Lagrange
multiplier, indicating the relative importance of the cost of information relative to
approximation error.

All reported results are averages of 10 repetitions of 10-fold cross-validation
using a random partitioning of the data for each repetition.

The plots given in this section all show the C(~w)+E(~w,D) measure for varying
cost-factors for both the training data and test-data. We compare our algorithm
with another cost-sensitive linear regression algorithm, which is based on greedy
forward-selection. Here the set of attributes is found by taking the highest scor-
ing attribute, projecting the target vector to the hyper-plane orthogonal to the
attribute vector, and repeating until no attribute has a positive score. The sub-
set of attributes selected in this way is then used in normal linear least-squares
regression.

Pima-Indians Diabetes Dataset

This dataset contains user-defined costs (reflecting the actual price of medical
tests according to the Ontario Health Insurance Program). The dataset has eight
numerical attributes. The target is either 0 or 1, indicating whether the patient
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Figure 5.2: The Pima-Indians dataset

tested negative or positive for diabetes4. Most of the costs are equal to 1.0, except
for two tests (glucose test and insulin test). The results of our algorithm can be
seen in Figure 5.2. It is clear that both algorithms perform almost equally well,
both on training data and test-data, with a slight advantage for ParLiR on the
training data. The behavior is characteristic: for low costs, all attributes are used.
As costs increase, only a few (cheap) attributes are used. From a given point (cost-
factor = 0.02) the algorithm prefers the prediction error cost to the cost of the
attributes.

Boston Housing Dataset

The Boston Housing dataset contains information about different suburbs of
Boston, such as crime rate, distance to employment centers, number of rooms per
dwelling, etc. The target function is the average housing value. For this set we
defined costs according to the confidentiality of the information: the amount of
tax paid is more costly than the teacher-to-pupil ratio, for example.

The results can be seen in Figure 5.3. For this set it is more clear that ParLiR

performs better on the training data. The behavior for the test data shows that

4We note that this dataset was meant for classification. As we had no regression dataset
with user-defined costs, the result of normal regression is given as a proof of concept. For a
classification task it is advisable not to use basic linear regression, but instead to use logistic
regression.



5.3 Linear Regression 81

Figure 5.3: The Boston Housing dataset

either algorithm might be better for specific values of the cost factor. The critical
point where all information becomes too expensive is not reached in this figure.

Bodyfat Dataset

The Bodyfat dataset is used for predicting the percentage of body-fat using dif-
ferent measures of the body. We gave the attribute ‘age’ a cost equal to 0, the
measuring of density from underwater weighing a cost of 1.0 (indicating the more
elaborate procedure needed) and all other attributes a cost of 0.5. From Figure 5.4
we can see that for this dataset there is a large difference between the two algo-
rithms. ParLiR clearly outperforms the greedy selection algorithm on the training
data, however on the test data it is the other way round. This might imply that
the dataset gives rise to over-fitting when linear regression is used.

Summary of Experiments

From all experiments it was clear that ParLiR performs very well on the training
data. The proof of parsimony as given in Section 5.3.4 explains this: for the training
data, every attribute used by ParLiR will pay back at least its cost in the training
set. For the greedy selection algorithm no such property holds.

The greedy selection algorithm outperformed ParLiR on the test data in some
experiments, however. For most of the datasets, this might be due to them not
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Figure 5.4: The Bodyfat dataset

being well-suited for linear regression, leading to bad fitting. Comparing to the
optimal solution (based on the training data) was not feasible as such an algorithm
takes time exponential in the number of attributes.

5.4 Regression Trees

The theoretical results for the ParLiR algorithm may be nice, there are some
downsides to it too. One of the big problems is that the same set of attributes is
used for all examples. It would be better if the value of an attribute could be used
to decide which other attributes to evaluate.

To illustrate, we will take our example domain:

I In the example of our factory as used at the start of this chapter, a marketing
expert could tell us which potential customers to send an inquiry to estimate
the market potential of our new product. For some products we might decide
not to hire a consultant because we are highly confident that we already can
estimate the target group of potential customers. In both these cases the
information we will pay for depends on the specific situation.

One way of getting this kind of behavior is with the use of regression trees.
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5.4.1 Introduction

A regression tree is a decision tree with a numerical value in each leaf. The nodes in
the tree represent tests which can be performed on an example, the results of which
lead to one of the children of the node. This is iterated until a leaf is encountered;
the value in the leaf is then used as target prediction for the example.

As an illustration, the behavior of a regression tree could be represented as
follows:
Compute attribute fi.

• If attribute fi has value vi1, then acquire attribute fj .

– If attribute fj has value vj1 then the approximation value is y1.

– If attribute fj has value vj2 then acquire attribute fk.

∗ If attribute fk has value vk1 then the approximation value is y2.

∗ . . .

• If attribute fi has value vi2, then acquire attribute fl

– If attribute fl has value vl1 then the approximation value is y3.

– . . .

5.4.2 Top-Down Induction of Cost-Sensitive Regression Trees

Our algorithm is a cost-sensitive variation of the TG algorithm (Blockeel and
De Raedt, 1998), an incremental, first-order logic, regression tree learner. We con-
sider only the case where the data is not presented incrementally but as a batch.
We adapt the TG algorithm accordingly, as presented in Algorithm 5.2

The cs-tg algorithm (cost-sensitive tg) starts with a tree consisting of a single
leaf. During training, all encountered examples (the given dataset) are gathered
in this leaf, together with their target value. If a test is found which significantly
decreases the average squared residual (the mean squared error) of the encountered
examples according to an f-test5 and the reduction of squared error outweighs the
cost of the test6, the leaf is replaced by a node containing this test, with leaf
nodes as branches, one for every nominal value the test attribute can take (each
containing those examples for which the attribute has the corresponding value).
The procedure then repeats for every child node. A simple example of such a tree
for the connect-4 game can be seen in Fig. 5.5 – the meaning of the tests in the
nodes will be explained later, in Chapter 6.

5A statistical test to compare variances of distributions, in this case the mean squared error.
6The adaptation to make the tg algorithm cost-sensitive is line 13 where the original tg

algorithm only performed the f-test.
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Algorithm 5.2 cs-tg(Data D)

1: average← 1
#D

∑

x∈D y(x)

2: current-mse← 1
#D

∑

x∈D (y(x)− average)
2

3: for each attribute fi do

4: scorei ← 0
5: for each possible value vj of attribute fi do

6: % Compute the MSE in leaf vj :
7: d(fi, vj)← {x ∈ D : fi(x) = vj}
8: average(fi, vj)← 1

#d(fi,vj)

∑

x∈d(fi,vj)
y(x)

9: scorei ← scorei − 1
#d(fi,vj)

∑

x∈d(fi,vj)
(y(x)− average(fi, vj))

2

10: end for

11: end for

12: index← arg maxi scorei

13: if f-test(current-mse, scoreindex)
and current-mse + scoreindex ≥ 1

#D

∑

x∈D c(fi, x) then

14: tree←new(split(findex))
15: for each possible value vj of attribute findex do

16: childi ← TG(d(findex, vj)) % Repeat for every new leaf
17: end for

18: else

19: tree ← leaf
1

#D

∑

x∈D y(x) % No test is statistically significant,
use average target value as prediction

20: end if

21: return tree
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Figure 5.5: An example of a regression tree such as used by cs-tg

As only splits are introduced which reduce the mean squared error of the
prediction by an amount at least as high as the cost of the attribute, parsimony
is guaranteed as it was for ParLiR.

In Section 5.6, experimental results will be presented together with those of
the PaLiTr algorithm which will be introduced in Section 5.5.

5.5 Linear Model Trees

While regression trees have the property that results of tests can be used to decide
which new test to perform (which attribute to acquire), it would be good to be
able to use more complex predictions using numerical combinations of attribute
values. Replacing the values in the leaves by linear models would allow us to do
this. The resulting tree is called a linear model tree.

5.5.1 Introduction

Linear model trees are decision trees with a linear functional model in each of the
leaves. They are a form of locally weighted regression that have the advantage
of combining the relative simplicity of linear models with the representational
power of decision trees. They have also been shown to increase predictive accuracy
compared to standard regression trees that predict the same value for each example
sorted into a leaf (Torgo, 1997). Cost-sensitive prediction in model trees relies on
the combined minimization of the prediction error and the costs of tests used in
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internal tree nodes plus the cost of the features selected to have a non zero weight
in the leaves of the tree.

We will realize this combined minimization with a stepwise approach. The
PaLiTr algorithm, an adaptation of ParLiR, recursively tries to reduce the sum
of the squared residual error and the accumulated feature cost in each leaf of
the tree by adding either new features to the pool available for linear regression,
updating the weight of a previously added feature by a small step, or selecting a
new test to split the leaf.

Related Work

Vens and Blockeel (2006) give an overview of possible test selection procedures in
linear model trees and discuss and evaluate a number of different implementations
of them. They define 4 options for splitting criteria of internal nodes, ranging
from no lookahead regression as used in a regular regression tree algorithm and
the linear model tree builder M5 (Quinlan, 1992) to multiple regression on all
numerical attributes together as used in Retis (Karalic, 1992). As we work in
a cost-sensitive setting that requires the regression model to be built in a step-
wise least-angle approach, the last approach or even more efficient derivations
(Chaudhuri et al., 1994; Dobra and Gehrke, 2002; Loh, 2002) are not an option
for us and we have to limit the lookahead to simple single attribute regression.

5.5.2 Problem Statement

Assume that the set of all linear model trees that can be built using internal tree
nodes based on tests t ∈ T and linear combinations of attributes f ∈ F in the
leaves is denoted by A(F , T ), then the problem we are trying to solve can be
described as follows:
Given samples of:

1. observables x drawn from a probability distribution P (x) over a set X , de-
scribed by numerical attributes f1, . . . , fm ∈ F : X → R and nominal at-
tributes t1, . . . , tn ∈ T

2. the observation cost-function c : (F ∪ T ) × X → R
+ that specifies the

evaluation cost of a feature or a test for a given example

3. a target function y : X → R

Find:

subsets F ⊂ F and T ⊂ T and a linear model tree LMT ∈ A(F , T )
such that, if we note by ŷ(x) the prediction made by LMT for example
x, the approximation cost
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AC =
∑

x∈X

P (x)



(y(x) − ŷ(x))2 +
∑

φ∈F∪T

c(φ, x)





is minimized over F ∈ 2F , T ∈ 2T and LMT ∈ A(F , T ).

5.5.3 Top-Down Induction of a Forward Selection Linear
Model Tree

The method we propose — the PaLiTr algorithm (parsimonious linear model
trees) — combines a greedy top-down tree induction approach with a greedy
forward-selection algorithm for linear regression.

All the example feature values are normalized to have mean 0 and standard
deviation 1. The target values are normalized to have mean 0.

We start with a tree consisting of only one leaf, containing a constant model.
At each step, scores are calculated for all numerical features and all tests, reflecting
the reduction of the approximation cost which could be achieved with the use of
only this feature or test:

• if no feature or test has a positive score, the current model is the final

model.

• if the highest score is attained by a numerical feature, the model in the leaf
is updated, adapting the weight of the feature by a small step. After this, all
scores are recomputed and the process is repeated.

• if the highest score is attained by a test, the leaf is replaced by a tree con-
taining the winning test, with one leaf for every possible outcome of the
test. The current linear model is stored in the internal node and the batch
of examples is split over these leaves according to their own values for the
selected test. Each example receives a new target value equal to the remain-
ing residual after taking the local linear model of the new parent node into
consideration. The entire process (normalization, computation of scores, . . . )
is then repeated in every leaf.

This gives a recursive algorithm to learn cost-sensitive linear model trees from a
batch of examples.

5.5.4 Scores of Tests and Features

In each node we work with the current residual error, written as r(x). B will be
used to indicate the batch of examples in the current node.
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Algorithm 5.3 PaLiTr(data D,costs ~c, step-size η)

1: model ← model-leaf(~w = ~0) % Start with an empty model tree, a
leaf with value 0

2: normalize numerical features to have mean = 0 and variance = 1 (as in Par-

LiR)
3: ~r← targets(D) % The residuals, the errors made by the current model
4: w0 ← average(~r)
5: ~r← ~r − w0 % Normalize residuals to have mean = 0
6: for fi in tests ∪ numerical features do

7: scorei ← score(D) % Compute scores of different attributes ac-
cording to whether they are tests or features, see Section 5.5.4

8: end for

9: if best score > 0 and best scoring attribute fi is nominal then

10: model ← split(fi) % As in the tg adaptation
11: Split data over children of current node, run PaLiTr for each child
12: else if best score > η and best scoring attribute fi is numerical then

13: Update weight wi by a step η % As in the ParLiR algorithm
14: Update residuals
15: goto line 6
16: else

17: return model % The model is finished
18: end if

Features: For numerical features, the score is the same as explained in Sec-
tion 5.3. Here it is shown that for a numerical feature, the promised reduction in
mean squared error using only this features is the square of its correlation with the
residual target values. If a feature is not yet used (in this node or any ancestor),
the cost of the feature needs to be subtracted from the score. The score of the
feature fi becomes:

score(fi) =

(

∑

x∈B

(fi(x)r(x))

)2 [

− 1

#B

∑

x∈B

c(fi, x)

]

(if not used yet)

Parsimony of this has been proven in Section 5.3.4.

Tests: For tests, we combine the reduction of mean-squared-error with an f-test
to check significance of the test for the given data. The use of an f-test protects
against over-fitting in the case where the number of examples is small. We compute
the score of a test as the reduction in mean squared error reduced with the cost
of the test. If B is the current batch of examples and µk = 1

#Bk

∑

x∈B:ti(x)=k r(x)
the average residual for each test result, then the score of test ti becomes:
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score(ti) =
1

#B

∑

x∈B

r(x)2 −
(

r(x) − µti(x)

)2

− 1

#B

∑

x∈B

c(ti, x)

Lookahead: When computing the score of a test, it is possible to include the
score of the best feature for each leaf. The score of the test is augmented by the
scores of those features (weighing them according to the number of examples be-
longing to the leaves). The reasoning behind this is that changing the score this way
is not overly optimistic as we can guarantee that for each leaf the approximation
cost can indeed be reduced by at least this amount.

The downside of this is the increase in time needed to perform the lookahead
(see also the discussion in (Vens and Blockeel, 2006)).

If we write the set of examples belonging to each leaf of the test as Bk = {x ∈
B : ti(x) = k}, the score of a test using lookahead becomes:

score(ti) =
1

#B

∑

x∈B

r(x)2 −
(

r(x) − µti(x)

)2

− 1

#B

∑

x∈B

c(ti, x)

+
1

#B

∑

k

#Bk max
fi

(score(fi|Bk))

where score(fi|Bk) denotes the score of feature fi in the limited set Bk.

Backward steps: As has been argued by Zhang (2008), when using a forward-
greedy approach for linear regression, it might be advisable to include the option
of backward steps, where a feature which received a non-zero weight before gets
a weight of 0 again after some other features were added. Certainly, in the case
where features have a cost, deciding not to use a feature might be advisable.

The score of “selling” a feature is the difference in mean squared error plus
the cost. Assume that wi is the current weight of feature fi. For notational ease,
we will use vector notations to indicate the sequences (indexed by the different

examples in B) of feature values ~fi, residuals ~r, and costs ~c(fi). Then the score of
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selling fi becomes:

score(fi,b) =
1

#X

[

~r · ~r − (~r − wi
~fi) · (~r − wi

~fi) + ~c(fi)
]

=
1

#X

[

~r · ~r − ~r · ~r + 2wi
~fi · ~r − w2

i
~fi · ~fi + ~c(fi)

]

=
1

#X

[

2wi
~fi · ~r − w2

i + ~c(fi)
]

The final step in this derivation holds because of the normalization of the feature
values: ~fi · ~fi = 1.

For all these different scores it can be shown that they indeed give the difference
in approximation cost for the training data if the feature would get its weight
updated or respectively if it would be excluded.

Dealing with missing values

In many real-world data sets or domains it is possible that some attribute values
are missing, or that some experiments or queries aimed at collecting feature infor-
mation fail. In this setting, it is important to differentiate between two versions of
missing values. Since features are costly, it is possible the feature is missing because
it was not requested, for example because some features might be too expensive
to obtain for the entire training set – this would be a simple way of introducing a
rough form of cost-sensitive learning. Because the decision not to pay for a feature
when collecting training data should not influence its correlation with the target
value, we do not count examples of this first case when computing the score of a
feature as described above.

However, it is also possible the feature was requested (and thus paid for) but
the associated test failed and we did not receive the feature value. In this case, we
distinguish in the treatment of missing values for numerical features and tests:

• Numerical features: In the case a numerical attribute was requested but
the value is missing, we replace it by the mean value. The effect is that
the information value of a feature which is missing with a probability p is
decreased to a factor (1− p).

• Nominal features: In the case where a requested test has a missing value, a
more informed solution is possible. During the construction of the model tree,
a special value ‘?’ that indicates a missing value can be treated as any other
possible value for the nominal feature. The overall effect of this approach is
that a separate branch is constructed for the case where this value is missing.
This approach is able to deal with those cases where a missing value could
convey information.
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Special care is needed for the case where a nominal attribute is missing
during prediction, while it had never been missing in the training set. Our
current approach is to combine all the predictions of the ancestors of the
node containing this test and of the node itself. A possible extension would
be the addition of a special child for each test, a null child, to which all
examples of the node are passed. The model in the null child could then
be used to make a prediction in the case where a nominal attribute value is
missing.

5.5.5 Experimental Evaluation: Othello

Othello or Reversi is an abstract board game played by two players on an 8 by 8
board. Pieces are coin-like with a black and a white side to represent ownership
by one of the two players. The goal for each player is to “own” the majority of the
pieces on the board at the end of the game. Full rules of the game can be found
on-line (Othello, rules of., 1883).

Since the birth of Logistello (Buro, 1997) and the clear defeat of human to
computer players that accompanied it, AI research into the game of Othello has
diminished substantially. However, given the availability of strong AI players and
heuristic functions that give rise to high levels of game play, the game is a well-
suited test-bed for cost-sensitive learning techniques. Although theoretically an
optimal solution in a game such as Othello can always be computed, in many cases
time is limited and we prefer a computer player which plays at a reasonable pace,
not one which takes days to evaluate its next move. The search for fast but reliable
heuristics is paramount in the computer gaming world. In a domain where there
is a clear cost of obtaining certain attributes, i.e. the computation time needed to
evaluate these features, cost-sensitive prediction seems particularly well-suited.

As a proof-of-concept, we used PaLiTr in the Othello domain to obtain an
approximation of a basic but reasonable minimax-based heuristic function (Russell
and Norvig, 1995), where the approximation is required to use limited time. The
heuristic function to be approximated is the built-in evaluation function of version
0.2 of othello-py (Arora, 2009), calculated up to 4-ply. The learning data was
generated from the observation of 100 Othello games, resulting in about 6300 board
positions, for each of which we computed the target value to be approximated. The
available features and tests were:

• Features:

– minimax values for the evaluation function we want to approximate,
but less deep – only up to 0,1,2 and 3-ply.

– minimax values for the difference in piece count (up to 0,1,2 and 3-ply).

– minimax values for mobility (up to 0,1,2 and 3-ply). Mobility is the
number of moves the agent can choose from. Higher mobility indicates
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higher flexibility but also a higher computational cost for features that
require looking ahead. Knowing that the mobility is high is therefore
an indication that the position is good, and that other features might
be overly expensive.

– number of wins in 10, 100 or 1000 random runs from the given position.

– opponent mobility.

• Tests:

– Dividing the possible numbers of open cells on the board into n equal
bins (which gives different approximations of the phase of the game,
with lower-numbered bins indicating end-game, and higher numbered
bins opening positions), for n equal to 2,3,4,6 and 10,

– two tests to see who is currently leading, one according to piece-count
and one according to a simple evaluation function.

With these simple features, a number of important concepts could be repre-
sented: in the opening, middle game and end-game, very different strategies should
be followed; when a player is behind he might want to take a more aggressive
strategy; etc. The costs of the features in the experiments was the time needed
to compute the feature values or test results, multiplied by a constant indicating
the importance of time. It is important to note that the same feature (for exam-
ple 3-ply minimax) can yield substantially different computation costs at different
stages of the game.

For different values of the cost multiplication constant, the models varied in
relative sizes, which was to be expected: when time is not important (the constant
is equal to 0), we get a complicated model representing a powerful heuristic which
takes a lot of time to compute; when the constant was high, we get a very sparse
model, representing a relatively weak, but much faster heuristic. Table 5.1 shows
the results of a 100 game tournament between players of different levels. The
“PaLiTr X” players use the cost-sensitively approximated heuristic function in
a level 0 minimax search (i.e. all available actions are directly evaluated with the
learned function) to select actions. The X is the cost-multiplication-factor used to
represent different levels of time constraints. The players in the tournament were
6 instances of PaLiTr and five different players using just αβ-minimax with the
built-in heuristic function, up to a depth varying between 0- and 4-ply lookahead.
All players played 100 games against all players (including themselves), 50 times
playing as Black and 50 times as White.

The tournament results show that PaLiTr generates a heuristic which is able
to play at the same level as αβ players that use similar amounts of computation
time.

αβ/0 and αβ/1 are, as expected, very fast, but produce very poor play. PaL-

iTr ( 1. . . 1000 ) are able to keep their computation time low while, at the same
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Table 5.1: Play results of PaLiTr and regular αβ-minimax
.

player % wins % draws % losses time (s)
PaLiTr 0 58.7 2.5 38.8 13.4
PaLiTr 1 56.1 6.2 37.7 7.3
PaLiTr 10 52.3 5.8 41.8 4.3
PaLiTr 100 55.5 3.5 41.0 2.2
PaLiTr 1000 50.3 3.2 46.5 0.7
PaLiTr 10000 21.5 2.5 76.0 0.1
αβ 0 15.5 1.8 82.7 0.0
αβ 1 22.7 1.7 75.7 0.1
αβ 2 30.1 1.5 68.3 0.3
αβ 3 54.7 3.7 41.7 1.6
αβ 4 67.2 3.3 29.5 8.1

time, they produce an evaluation heuristic which produces a similar level of play
compared to (cost-insensitive) PaLiTr0. PaLiTr 10000 uses a computation time
of the same magnitude as αβ/1, while losing fewer games.

We have used the heuristic functions learned by PaLiTr 1000 in a 1-ply looka-
head minimax search, and let it play 100 games against αβ/4. The result was that
55 games were won by PaLiTr, 41 games were lost and there were 4 drawn games.
PaLiTr used an average of 7.1 seconds per move, the αβ player used 7.2 seconds
per move7. This shows that when using similar amounts of time the heuristic func-
tion learned by PaLiTr seems slightly better than the heuristic function it was
trained on.

5.6 Empirical Comparison of ParLiR, cs-tg and
PaLiTr

To evaluate the performance of all three cost-sensitive prediction algorithms we
used a UCI dataset, the Boston Housing dataset, which has both numerical and
nominal attributes.

The available datasets (from, e.g., UCI) which have both numerical and nom-
inal attributes are rather limited – when the number of examples in the dataset
is low, an algorithm learning a representation as powerful as model trees can be
expected to over-fit. We expect a side effect of cost-sensitive learning to be that it
can be used to reduce over-fitting when it occurs.

7The difference in run-time with the results in Table 5.1 are due to both the look-ahead and
a difference in hardware.
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The Boston Housing data set

The Boston Housing data set, available from the UCI repository, is a dataset that
contains both numerical and nominal attributes8. As there are no costs available
in the dataset description, the costs of all attributes were set equal in the exper-
iments. The costs were varied from 0 to 20. We ran different versions of PaLiTr

together with two more restricted algorithms, one which uses only the nominal
attributes in a cost-sensitive regression tree (our cost-sensitive version of tg), and
one which uses only the numerical attributes (ParLiR). The four different settings
of PaLiTr consist of either using lookahead or not, and allowing backward steps
or not.

We used 400 out of the total 506 examples as training data, the other 106 as
test data. We repeated the experiment 5 times for different (random) splits of the
data in training and test data sets.
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Figure 5.6: Training MSE for the Boston Housing data set

The training errors (mean squared errors) can be seen in Fig. 5.6. PaLiTr l (us-
ing lookahead but no backward steps) and PaLiTr l,b (using both lookahead and
backward steps) outperform the PaLiTr instances which do not use lookahead.
In fact, those two algorithms have the same error as normal ParLiR, indicating
that without lookahead, the algorithm does not think either of the two available
tests is useful. The regression tree learner performs much worse compared to the

8Attributes 4 and 9 were considered to be nominal. This dataset was also used in Section 5.3.5
where nominal features were treated as numerical ones.
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other approaches, which is understandable as only two different tests were avail-
able and it is forced to use constant predictions in the tree-leaves. For higher costs
the algorithm regresses to predicting the average target value of the training set.
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Figure 5.7: Test MSE for the Boston Housing data set

The corresponding test errors are plotted in Fig. 5.7. Here the difference be-
tween the two PaLiTr instances using lookahead becomes more clear. The version
which is allowed to perform backward steps will, for higher costs of features, be
more likely to sell important features.

To be able to compare with other linear model tree algorithms as discussed
by Vens and Blockeel (2006), we calculated the ‘root relative mean squared error’,
the square root of the test errors compared with the test error obtained by just
predicting the average of the training set. The results are shown in Fig. 5.8. As
the linear model trees discussed by Vens and Blockeel use a different approach
(introducing splits for numerical attributes as tests in a tree), the tree sizes are
not compared. For cost factors between 3 and 5 the RRMSE scores obtained
by PaLiTr using lookahead are comparable to those of other linear model tree
algorithms.

In Fig. 5.9 we plot the RRMSE of both test error and training error of PaLiTr.
In this figure we can see that for very low costs PaLiTr tends to over-fit the
training data, making large test errors. For costs between 3 and 5, the test errors
become minimal, for higher costs they increase again. This indicates that the range
[3, 5] induces enough sparsity to avoid over-fitting, but not too much as to not fit
the data well enough. It also illustrates that the cost-sensitivity of PaLiTr can
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Figure 5.8: Test RRMSE for the Boston Housing data set

be used to avoid over-fitting by raising feature costs until training and test errors
become comparable.

5.7 Conclusions

In this chapter we discussed the problem setting of cost-sensitive regression, pre-
dicting a target value with the use of as little costly information as possible. We
introduced three algorithms which learn regression models with different represen-
tational power. It was shown theoretically that these are parsimonious ; that they
do not spend money on information which is worth less than its cost.

We introduced three cost-sensitive regression algorithms (ParLiR, cs-tg,
PaLiTr) that find an approximation to the problem of cost-sensitive linear
regression. We have proved that all three algorithms pay only for attributes
which are worth their cost. Empirical results do indeed show this behavior.

Experimental results show that for the dataset on which the algorithms were
trained the approximation error is indeed reduced by more than the amount spent
on information. However, the approaches have the problem of over-fitting the train-
ing data, performing worse for unseen data, especially the linear model tree learn-
ing algorithm PaLiTr. It was argued that introducing an artificial cost for datasets
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which do not have a cost associated with the attributes can reduce the over-fitting
by inducing sparsity.

There are a number of possible extensions of the PaLiTr algorithm that we
would like to investigate. For now, we ignore possible relationships between costs
of features. A possible example of this would be the different levels of minimax
computations. When computing minimax to certain depth, results can be stored to
re-use for larger depth and reduce the actual cost of the computation. This could
be taken into account at lower levels of the decision tree, when certain features
have already been evaluated.

Also, using the current algorithm, we have to re-learn the decision tree when we
change the multiplication factor of the feature costs, e.g. when the time constraints
in the decision process change. It is feasible to learn a linear model forest that
includes the cost-sensitive model for all cost-factors at the same time.

PaLiTr is not yet able to take hard time- or cost-constraints into account.
We consider this also a very important direction for future work and somewhat
related to the cost-multiplier case mentioned above. Currently, PaLiTr minimizes
average prediction costs. When dealing with hard constraints, one has to take worst
case costs into account. While global worst case reasoning might lead to overly
cautious models, the availability of a forest of cost-sensitive models as discussed
above could allow the prediction module to adapt its strategy according to the
remaining available time or budget.
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Chapter 6

Cost-Sensitive Prediction for
Reinforcement Learning

Money, it’s a gas

Grab that cash with both hands and make a stash

Pink Floyd – Money

In this chapter, we will discuss how cost sensitive prediction algorithms as
presented in Chapter 5 can be used in a Reinforcement Learning setting.

6.1 When Cost-Sensitivity is Useful for
Reinforcement Learning

We consider two different ways in which cost sensitivity is useful in sequential
decision problems:

1. Consider a robot which has to navigate through an environment. He has sev-
eral sensors which give input about his surroundings: cameras, a microphone,
radar, a laser scanner, a GPS unit, and so on. This gives a high dimension-
ality of input space. Using some form of function approximation which maps
this high-dimensional input to a value function is a standard approach. It
is probable that not all the different sensors will always be very useful. A
microphone which is highly susceptible to noise might better not be used
unless it can be expected that sound is relevant to the current situation.
When the power consumption of the sensors is taken into account, using as
few sensors as necessary becomes even more important.

99
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2. As discussed in Chapter 2, if all parameters governing the environment are
known, a planning approach can be used to solve the SDP. Unfortunately,
planning takes time, and using Reinforcement Learning with function ap-
proximation using a suitable function class might be more advisable. How-
ever, it might be even better to combine planning and learning, by using
planning to look ahead a limited number of steps and use the output of this
planning approach (the optimal action or the estimates values of actions) as
a feature for the function approximation. Different planning algorithms with
different parameters would give less relevant or more relevant information
for different regions of the environment, and would take varying amounts of
time. If we consider time to be the cost of these planning-generated features,
cost-sensitive prediction could be used to compute only the features which
are important for the situation at hand.

A familiar setting where a complete model is known but function approxi-
mation which combines planning and learning is often used is the domain of
abstract board games such as chess, Go and Othello. E.g. in Section 5.5.5
we used planning to construct features to evaluate Othello board positions,
however in that case this function approximation was not used in a Rein-
forcement Learning setting but as a simple heuristic function.

The cost of a feature might depend on the specific state-action pair for which
it is computed. This is the case in e.g. games where brute-force deep lookahead
is not a problem in states where there is only a very small number of different
options to consider, while for positions where mobility (the number of moves a
player can choose from) is high, this would take immense amounts of time.

6.2 Related Work

There are other approaches which combine Reinforcement Learning with planning,
and most of them follow the approach of the TD-leaf algorithm (Baxter et al., 2000)
for two-player games. This is a minimax-based algorithm: it learns a heuristic
utility function by using the TD algorithm (Tesauro, 1995), but instead of using
the heuristic value only on the possible afterstates of the current state to decide
on the best move, it generates a tree of all possible sequences of moves up to a
certain depth and uses the utility function of the resulting leaf-nodes to find the
best action. This algorithm combines planning and Reinforcement Learning in a
more direct way, but the advantage of our approach is that the agent can learn only
to use planning when necessary. In a way, our approach is related to quiescence
search (Russell and Norvig, 1995) where the search depth (and thus the amount
of planning knowledge) is increased in those branches of the tree where the agent
thinks it is necessary, i.e. where a deeper search might improve the value of a
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move drastically. This is comparable to the vpi-rtdp algorithm as presented in
Chapter 2.

Also related is the work on symbolic Dynamic Programming that solves re-
lational MDPs through the use of a model at the abstract, i.e. non-instantiated
level. This approach was first proposed by Boutilier et al. (2001) using a situation
calculus language. Later, it was implemented as a working system by Kersting
et al. (2004) using a probabilistic STRIPS-like formalism. The ReBel algorithm
introduced in this work is able to reason backwards from the goal: first it looks for
all abstract states from which the goal can be reached, then the abstract states
from which the first set can be reached, and so on. This works well for simple
and small domains, and returns an optimal generalized strategy, but does not
scale up to larger domains. In later work by Sanner and Boutilier (2005), approx-
imate linear programming techniques and first order basis function were used to
approximate the value-function instead of having to explicitly represent all nec-
essary abstract states. Although this approach presented impressive results, we
believe there could be substantial gain in letting the agent automatically trade-off
planning and learning.

The value of information has been formalized by Howard (1966b) and can
be used as a framework to estimate the expected utility increase of observing
a random variable (e.g., a feature) given prior information. The meta-reasoning
paradigm (Russell and Wefald, 1991) extends this idea to sequential decision-
making by trading off the allocation of computational resources over time w.r.t. the
expected gain of using those resources. The difference between the meta-reasoning
paradigm and our work is that we do not (and for all practical purposes, cannot)
directly model the predictions of costly features since the ability to accurately
model them would preclude the need to actually compute them.

When an MDP has costly-observable states (i.e. not state features, but the
underlying state itself), the problem may be formally modeled as a POMDP.
Variants of such approaches are explored by Zubek and Dietterich (2000); Fox and
Tennenholtz (2007). However, such problems are inherently more difficult than the
case we consider here. In our case, the underlying problem we are trying to solve
is an MDP with fully observable state (zero-cost, by definition), not a POMDP.
Our difficulties with costly features only arise when considering the value function
approximation paradigm. While we could use a POMDP model to formalize the
decision-theoretic trade-off between feature computation and prediction accuracy
in this approximation, such an approach would be impractical: Not only would the
POMDP be intractably large to solve, without a model of information-gathering
actions1, the POMDP solution would only become further complicated by the
need to perform belief-state updating on a model of such actions from experience.
While analytical solutions to related problems exist in theory (Poupart et al.,

1If an accurate model of a costly information-gathering action existed, it could be substituted
in place of the action itself to obtain an equivalent zero-cost action.
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2006), such approaches are incapable of practically scaling beyond all but the
smallest problems.

6.3 Problem Statement

Assume the environment the agent operates in is an MDP defined by 〈S, A, r, t, γ〉.
Assume that the agent can compute a number of features fi of a state-action pair
(s, a), which have a cost c(fi, (s, a)). There is a classAF of approximation functions
φ which take a subset F(φ, (s, a)) of the full set of features and a state-action pair
(s, a) and, from {fi(s, a)|fi ∈ F(φ, (s, a))} compute a function Qφ : S ×A→ R at
a cost of:

C(F(φ, (s, a)) =
∑

fi∈F(φ,(s,a))

c(fi, (s, a)).

Calculating the values of all actions in a state s then has a total cost of:

C(φ, s) =
∑

a∈A

C(F(φ, (s, a))).

After calculation all these values we can construct a policy πφ based on the function
φ, taking in every state the action with highest value:

πφ(s) = arg max
a∈A

Qφ(s).

As was already explained in Section 3 every policy has an associated stationary
distribution over the set of states, the asymptotic expected probability of states
after following the policy for an increasing number of steps. We will write this
stationary distribution according to policy πφ as P (s|φ).

Now we can define the formal problem statement we are considering in this
chapter:

Definition 6.3.1 (Policy Learning with Cost-Sensitive Value Approximation).
Given an MDP 〈S, A, r, t, γ〉 and a class AF of approximation functions, find the
approximation function φ∗ ∈ AF which maximizes:

∑

s∈S

P (s|φ)
(

V π(φ)(s)− C(φ, s)
)

This is certainly not an easy problem. Finding a good approximation function
which is cost-sensitive can be NP-complete for many classes AF (as stated in
Chapter 5), combining this with the learning of a policy makes it even harder.

In this chapter we will show how approximate solutions, based on the cost-
sensitive prediction algorithms that were introduced in Chapter 5, can be obtained.
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6.4 Value Iteration with Cost-Sensitive Value Ap-

proximation

We adapt the Policy Iteration algorithm with learning (Algorithm 6.1) to use a
cost-sensitive value approximator.

Algorithm 6.1 Generalized Policy Iteration

1: π0 ←arbitrary initial policy
2: i← 0
3: repeat

4: explore for N steps
5: for each (s ∈ S, a ∈ A) do

6: Qπi(s, a)← from experience
7: end for

8: for each (s ∈ S) do

9: πi+1(s)← arg maxa∈A Qπi(s, a)
10: end for

11: i← i + 1
12: until no significant improvement possible or stop-conditions met
13: return πi

The cost-sensitive value approximation algorithm is used in the for-loop at
step 5 of Algorithm 6.1: given all the experience gathered in a batch of N steps,
i.e. tuples of 〈s, a, s′, r(s′)〉, we can use any algorithm from Chapter 5 to find a
cost-sensitive approximation function for the target function:

(s, a) 7→
∑

s′∈S

#(s′|s, a)

N

(

r(s′) + γt(s, a, s′)max
a′∈A

Qπi(s′, a′)

)

.

This algorithm can be stopped at all times and will return the current policy πi.
The longer the algorithm runs, the better the policies can be expected to become,
if a reasonable class of approximation functions is given.

Important to note is that during the exploration (the batch of N steps taken
in the environment), all the costly features need to be evaluated. We focus on
learning a policy which is cost-sensitive, not on being cost-efficient during the
training phase of the algorithm. That would be a much harder problem domain.

Some experiments using this algorithm with a number of different cost-sensitive
approximation function classes will be presented in Section 6.5.
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6.5 Experiments

6.5.1 PaLiTr

A simple setting we used for experiments is a simple deterministic corridor domain
(Figure 6.1). The state space consists of five rooms, labeled s1, . . . , s5. From each
state two actions, +1,−1 can be performed. Performing action +1 in state si for
i < 5 leads to si+1 and performing −1 in state si for i > 1 leads to si−1. All other
actions take the agent to the center s3. A reward of 1 is assigned for taking +1 in
s5 and −1 is assigned for taking action −1 in s1. All other rewards are equal to 0.
We used a discount factor γ = 0.9.

In this experiment we tried to minimize the root mean squared error instead
of the normal mean squared error.

s1 s2 s3 s4 s5

0 0 0 0

0000

+1

−1

Figure 6.1: A simple domain with five linked states. Actions and their correspond-
ing transitions are labeled with their reward.

We provided seven state-action indicator features fi for 1 ≤ i ≤ 7 to the agent
where taking action a ∈ {+1,−1} in i results in fi+a = 1 with all remaining
indicator features set to 0. f0, f2, f3, f5 and f6 are free while f1 and f4 have a cost
c. Furthermore two random number generators were provided to the agent, one
which was free and another one which had a high cost 0.5. Finally, the state-action
feature indicators f0, . . . , f6 were copied but now with the higher cost 0.5. We used
ParLiR to approximate Q-values using the state-action features defined above.
We used 100 samples for each update (so N = 100 in step 4 of Algorithm 6.1)
unless stated otherwise. All results shown are averages over 10 runs.

A first experiment was performed with c = 0. This was an initial check to verify
that our algorithm works as expected. Indeed, the agent always learned to use the
free, informative features, and never to use the random features or the costly ones.

In a second experiment we varied the value of c over a range of 0 to 0.5.
Increasing c takes away the possibility for the agent to locate itself exactly without
paying any cost: if the agent does not pay c, it can not distinguish between s1 and
s4

2. Paying for only f1 or f4 is enough, however: if the agent knows he is not in

2We assume the agent does not keep track of previous states and does not use a belief state.
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one of the freely observable states, and not in s4, he must be in s1 and vice versa.
We predicted that there is a certain threshold-value for the cost where the agent
will be undecided on using one of the features f1 or f4 and paying for one or not
using these. If c is much lower, the agent will always use one of the features, if it is
much higher it will not pay off to spend the cost in exchange for the information.
For the forward-selection approach, this is exactly what happened with a clear-cut
phase transition near c = 0.185. This is actually the theoretically correct value for
the threshold in this problem domain. This can be clearly seen in Figure 6.2.
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Figure 6.2: Error the agent is aware of making versus the amount spent on costly
features

Here the cost the agent pays is compared with the prediction error the agent is
aware of making (the root mean squared error, or the 2-norm of the final residual).
For very low values of c, the agent actually computes both of the features while only
one is needed. As the costs are indeed very low, this does not pose a real problem.
Using larger batches to compute the new linear regression function would remedy
this problem. For low values of c, the agent keeps paying for one of the features (so
the spent cost is equal to c). When getting close to the threshold value of 0.185,
however, the agent is no longer willing to pay for the information. Indeed, for
values higher than the threshold, the error the agent is aware of making is lower
than the cost of extra information. Given longer training time and larger batches
for the updates, the phase transition would become even more clear.

For varying values of c the root mean square error of the predictions (compared
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to the actual optimal values) as the number of examples increases is shown in
Figure 6.3. For the value of 0.185 only in about half of the runs the agent was
deeming it worth the investment. As this is the threshold value, for which the agent
should in theory be undecided whether or not to pay for the extra information,
this is what was expected. For lower values than this, the agent quickly learns
that the feature is worth its cost. (In Figure 6.3 results are shown for every 1000th
episode. During the first 1000 episodes, there is a slight difference for the lower
costs, with faster convergence when the information is cheaper.)
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Figure 6.3: Evolution of the average prediction error compared to the ideal solution
as the number of episodes increases

For a third experiment the size of the domain was increased to see how the
algorithm scales up. The domain still consists of a corridor, with a positive and
negative reward at respectively the rightmost and the leftmost room. The features
provided were state-action indicators as before. Each indicator had a cost inversely
proportional to the world size (this compensates for the inherently lower differences
in value function for neighboring states). In Figure 6.4 one can see the sum of
the relative errors on the predictions of all state values as the number of episodes
increases (note the logarithmic scale on the vertical axis). The value approximation
was updated each 10000 samples.

From this figure it is clear that for all these world sizes there was similar
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Figure 6.4: Relative error on the predictions for varying world sizes

convergence behavior. For the larger world (size 51), the convergence is slower,
which is understandable, as it takes more time to propagate updates over the
entire domain. In the legend of Figure 6.4 the run-times for these domains are also
shown. As predicted, the runtime is about linear in the number of features, in this
case the size of the world.

6.5.2 cs-tg

The experiments were conducted in the abstract board-game ‘Connect-four’. The
game consists of a grid of 7 columns, 6 places high, in which the players can
drop markers (see Figure 6.5). The first player to get four of his markers in a row
(horizontal, vertical or diagonal), wins the game. The rewards used in the game
are +1 for a won game, −1 for a lost game, and 0 for a drawn game. Our cs-tg-
agent plays against a rather weak opponent, who uses minimax with a depth of 2
(he is able to spot a way in which to win in two moves, and will not play a move
which allows the agent to win in two moves (if possible), and plays a random move
otherwise).

The tests available to the agent are some cost-free tests of the form ‘Does the
move make 3 in a row where the two points next to the row are accessible?’. This
is a very limited set of tests.

The set of tests was extended by a number of planning-tests, which did have
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Figure 6.5: A Connect-four game in progress

a cost corresponding to the computational cost. These tests were inspired by the
minimax search approach and took the form ‘After performing this move in this
situation, for any possible move of the opponent, do we have a guaranteed win in n
moves?’. We used a cost of c×49(n−1), with c a constant indicating how important
the cost is. The cost-function used follows from the fact that we compute n levels
of moves of both the opponent and the agent, and both have (in most situations)
a choice of 7 moves. The complete set of available tests can be found in Table 6.1.
Here End1 and End2 refer to the points in the grid at both ends of the line, and
are either empty (there is no marker at the endpoint of the line, accessible (empty
and the spot below is not empty, such that in the next move a marker can be
played here), o to indicate there is a marker of the opponent in this spot or null,
meaning that the line ends at the border of the playing grid. The level is the depth
to which the game tree needs to be examined. ForcedWin(n) means that a win is
guaranteed in at most n moves, forcedLose(n) indicates that after this move, the
opponent has a forced win in n moves.

test level cost
makesLine(4) 0 0
makesLine(3,End1,End2) 0 0
makesLine(2,End1,End2) 0 0
forcedWin(1) 1 c
forcedWin(2) 2 49 ×c
forcedWin(3) 3 2401 ×c
forcedLose(1) 1 c
forcedLose(2) 2 49 ×c
forcedLose(3) 3 2401 ×c

Table 6.1: Available tests in the Connect-four experiment
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c % won level 0 level 1 level 2 level 3
1.0 12.0 10.8 0.0 0.0 0.0
0.01 11.6 11.0 0.4 0.2 0.0
0.001 11.2 10.8 0.8 1.6 0.0
0.0001 24.5 10.0 0.4 0.8 2.0

0.0 21.8 11.4 0.4 1.2 2.0

Table 6.2: Results of the Connect-four experiment

In the experiments we used five different setting for the cost constant c, c ∈
{0.0; 0.0001; 0.001; 0.01; 1.0}.

We let the algorithm train for 1000 games and then let it play 100 test-games
using the learned regression tree. We counted the number of won games and the
number of tests of each level which were used in the entire tree (level 0 indicating
the cost-free tests). Reported values are averages over 5 runs. The results can be
seen in Table 6.2. From this table we see that as the costs decrease, the algorithm
will indeed use higher level tests in the tree, as was expected. The algorithm did
not learn a prefect tree for the c = 0 case, and only 22 % of the games were won -
while the agent could, in theory, perform minimax to a depth of 3, which is better
than the opponent. Given more time and more practice games, the agent might
improve his strategy. This points to an important future improvement: supply the
algorithm with an initial, high-cost strategy and let it revise this strategy to a lower
cost, without losing too much accuracy. From the Table 6.2 we see that there is a
great increase of performance, and of the use of higher-cost tests, between values
c = 0.001 and c = 0.0001. This indicates that a value between these two should
be appropriate for this domain. Indeed, for higher values the performance is not
significantly worse than for c = 0.001, neither is the performance for the cost-free
version better than the performance with c = 0.0001.

6.6 Conclusions and Future Work

6.6.1 Conclusions

We have combined the cost-sensitive prediction algorithms of Chapter 5 in a
generalized policy iteration framework.

The preliminary experiments performed with ParLiR and cs-tg as presented
in Section 6.5 show that for these domains the agent learns a good strategy, us-
ing available information only when its cost is reasonable. We expect that more
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elaborate experiments in complicated domains, using the PaLiTr Algorithm as
presented in Chapter 5 as approximation function, would still give comparable
results.

However, one needs to be careful when using this kind of approach. When using
function approximation to evaluate and improve a policy, the improved policy is
not always guaranteed to perform better (Boyan and Moore, 1995; Gordon, 2001;
Tsitsiklis and Roy, 1997). The reasons for this are on the one hand that the
approximation function might not be accurate for all states, on the other hand the
exploration function might have visited certain states significantly more often than
the resulting improved policy would, distorting the expected value of the policy.
This implies that theoretical guarantees on strict convergence cannot be given,
but it is known that certain Reinforcement Learning algorithms will converge to
a limited region of policies where they will oscillate within (Gordon, 2001).

6.6.2 Future Work

There are various aspects of future work we want to tackle. First and foremost,
we want to perform more elaborate experiments. The first experiment we want
to try is to use PaLiTr in this Reinforcement Learning setting for the games of
Connect-four and Othello. This would result in an algorithm which does not just
try to approximate a given heuristic function, but would learn from the actual
game results. We expect that this approach, given enough training time, will learn
to play better (higher win probability using less time) than a simple αβ-minimax
search using the heuristic function learned by PaLiTr as was used in Chapter 5.

Another domain we want to perform experiments in is the field of general game
playing (Genesereth and Love, 2005). Here an agent receives the rules of a game
(specified in the game description language (Love et al., 2006)), and from these
rules he needs to find a strategy. Currently a master student under the supervision
of Luc De Raedt, Kurt Driessens and the author is applying the tg algorithm to
this setting, using a number game-specific features distilled from the description
of the rules and game-independent features, e.g. “Do we have a forced win in n
moves from the current position ?” (Nuyts, 2009). We are planning to implement
and test PaLiTr in this setting.

A disadvantage of the current approach is that during training all the features
need to be computed (and paid for). It would be useful to have a more dynamic
selection criterion, removing features with a high cost from the feature set, or only
computing them with a low probability. The cases where they were not computed
could then be dealt with as missing values, which PaLiTr has no problems with,
as was explained in Section 5.5.4.
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Conclusions

Ik heb een steen verlegd in een rivier op aarde

het water gaat er anders dan voorheen

De stroom van een rivier hou je niet tegen,

het water vindt er altijd een weg omheen.

Bram Vermeulen – De Steen

Summary

This dissertation consisted of two major parts. In Part I we have shown various
ways in which domain knowledge can be used to solve sequential decision prob-
lems in an efficient way. In Part II we examine the trade-off between the value of
obtaining more information and the potential cost entailed by this acquisition.

Part 1: Using Domain Knowledge for Reinforcement Learn-
ing

In Chapter 1 we introduced the problem settings we try to tackle in this thesis:
finding policies for sequential decision problems (more precisely Markov decision
problems (MDPs)); i.e. finding a mapping from every state of the environment
to actions the agent can take, trying to maximize his expected total accumulated
(discounted) reward. The sequential aspect of these kinds of domains make the
task of finding the optimal policy a non-trivial task, as high immediate rewards
might lead to huge future losses and vice versa.

There are varying methods for finding the solution to an MDP, depending on
how much domain information is available. A number of different settings has been
studied in this dissertation. The main contributions are:

• In the cases where the environment and all parameters governing it are com-
pletely known one can use Dynamic Programming techniques to find the best

113
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policy. In Chapter 2 we discussed some state-of-the-art techniques and in-

troduced a new approach, Bayesian Real-Time Dynamic Program-

ming that outperforms other techniques in domains where large

regions of the state-space are not relevant for the optimal policy, as
was shown empirically. Bayesian Real-Time Dynamic Programming focuses
computational power on those states whose value has the highest impact on
the correct choice of action in previous states, whereas other state-of-the-art
algorithms focus on states with high uncertainty of value. We argue that
having high uncertainty of value for irrelevant states should not influence
the process of finding the optimal policy – we are primarily interested in
finding the optimal policy, not its value.

• In Chapter 3 the problem setting of solving unknown Markov decision prob-
lems by the use of Reinforcement Learning was introduced, together with a
few classical approaches. We gave a summary of domain information which
might be available to make learning the solution easier.

We gave an overview of techniques where domain knowledge can be used to
reduce the space of policies in which a policy learning algorithm can search,
by using characteristics of the Markov decision process or explicit knowledge
about policies. For many real-life applications not every policy can be used,
and only a restricted set of policies is available, of which the best policy needs
to be found. Existing techniques for this setting were also investigated.

• Information available about the MDP might be a metric between states or
state-action pairs, giving an upper bound on the difference between their val-
ues. In Chapter 4 we discussed how this can be used to create a partitioning
of the state-action space. We have proved that treating state-action

pairs that belong to the same partition as if they were exactly

the same does not introduce an overly large error when using

Q-learning, while greatly reducing the state-action space, thereby
speeding up the Reinforcement Learning process. We introduced a new

algorithm, saga, which constructs such a partitioning and learns

the values of state-action pairs at the same time. Of this approach we
have proved that for any given error bound saga can obtain a policy

whose error is smaller than this bound. Experiments were presented
that show that the reduction in size of the problem due to the partitioning
does indeed considerably speed up the learning process.

Part 2: Balancing the Value and the Cost of Information

Part II dealt with the setting where information about the environment is not freely
available but entails a cost. The balance of the cost and the value of information
is central in this part: pay only for information which is worth more than its cost.
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This setting is relevant in many domains, as the cost can have various meanings.
It might be a monetary cost in the case where information needs to be acquired
from other agents acting in the same domain; it might be a time-cost in the case
where extra domain information (such as the information used in Part I of this
thesis) can be processed to find out new things about the environment; it might
reflect the discomfort to a patient from varying experiments; etc.

The research field of cost-sensitive prediction is not yet very well-developed,
but in recent years the field of feature selection has known a large increase. This
research field contemplates using very limited subsets of all the available informa-
tion, mostly for huge-dimensional data sets. Cost-sensitive learning is also involved
with limiting the number of features used, so there are clear links between these
fields.

• In Chapter 5 we have introduced three different algorithms that

learn to predict a target value in a cost-sensitive way. Of all three
algorithms we have proved that they do indeed only pay for infor-

mation whose cost is outweighed by the subsequent reduction in

error. This implies that there are guarantees about the efficiency of the solu-
tion: all the information used is worth at least its cost. The algorithms were
tested in some preliminary experiment domains, for real-world data sets and
in the game of Othello, where it was shown that the cost-sensitive learn-

ing algorithms can lead to a time-efficient and powerful heuristic

function built from limited, low-level features.

• Chapter 6 dealt with the use of the algorithms presented in Chapter 5 in a
Reinforcement Learning setting, by using them to predict the value of states
or state-action pairs. This can be relevant in domains where an accurate
model is known, but where the domain is too complicated to solve efficiently
using a planning approach such as Bayesian Real-Time Dynamic Program-
ming. Instead, a cost-sensitive Reinforcement Learning algorithm could learn
in which situations certain planning algorithms are useful, thereby learning
a time-efficient policy, which will perform heavy computations only in those
circumstances where they are expected to lead to improved behavior.

Future Work

For future work we consider various routes:

• The saga algorithm of Chapter 4 uses a distance bound which is an over-
estimate of the true difference in value function between state-action pairs.
The proof on the error bound obtained in Theorem A.0.1 assumes a number
of worst-case situations where the state-action pairs encountered during ex-
ploration are as different as possible from those encountered during exploita-
tion, and where the maximal error is made in every step. These worst-case
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assumptions are not very realistic, and it would be better to have a more dy-
namic algorithm which starts with a large distance bound and which slowly
decreases this bound until the true error made by the algorithm is smaller
than some threshold. This will greatly increase the practical usability of
saga.

• For the problem of finding the best policy in a restricted set we discussed var-
ious existing methods, however, none of these explicitly uses domain knowl-
edge to construct a structured, limited set of policies together with an al-
gorithm to efficiently find the best policy in this set. We are of the opinion
that more research in this direction would be beneficial.

• For Chapters 5 and 6 we will perform more elaborate experiments to show the
usefulness of the PaLiTr approach. There are other directions for research
in the field of cost-sensitive learning:

– In many experiment domains we have shown results for varying val-
ues of a factor indicating the relative importance of cost compared to
the prediction accuracy, training the algorithm from scratch for each
new value of this factor. For many fields this factor is not known be-
forehand, e.g. in a medical domain different patients might be less or
more inclined to undergo invasive surgery, due to differences in medi-
cal history. We will implement and test a variation of PaLiTr which
learns a parameterized predictive model, with a parameter indicating
the wanted value for the trade-off between cost and predictive accuracy.
This approach would also be useful for the context of using PaLiTr

to learn a heuristic function for games, as this allows a parameterized
heuristic function where simply changing the parameter changes the
speed and the strength of the player.

– In the experimental settings considered up to now, there was only one
aspect of the information which was considered to be costly. For some
domains there might be various costs to be considered, e.g. in a bio-
chemical laboratory different experiments take different amounts of time
and have different monetary costs. A generalization of the parameter-
ized cost-sensitive prediction algorithm we will implement as indicated
above would be to learn solutions with a number of parameters, together
indicating the relative importance of all cost aspects.

– Consider the task of learning a heuristic function for a board game.
Many of the features that can be used in PaLiTr will use a form of n-
ply lookahead, searching the full game-tree for all possible sequences of
n moves. If we will search this game tree up to this depth for one feature,
we can take advantage of this to also compute another feature in the
meantime, sharing the effort of searching the entire tree. This indicates
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that other features become cheaper if another feature is selected for
computation. Taking into account that combining different features in
this way might be more informative relative to their combined cost
would increase the performance of a cost-sensitive prediction algorithm.

– A generalization of the previous mentioned combination of features is
to investigate the relationships between informative and costly features.
Performing 1000 random runs in a simulation will take 10 times longer
than 100 random runs, but the predictive accuracy will increase. Find-
ing out which features will cost more than other features and how much
more informative they are is an interesting research problem. Related to
this is finding out how feature values or their cost can be approximated
using other (cheaper) features.
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Appendix A

Constructing an Upper
Bound for saga

In this appendix we will show how a suitable metric D for state-action aggregation
can be constructed.

The method works by using two mappings ∆r and β, which bound how much
two episodes starting at given state-action pairs may diverge. We will describe the
difference between two state-action pairs using elements of some partially ordered
space Θ,≤Θ. The difference function θ : (S ×A) × (S ×A)→ Θ maps two state-
action pairs onto their “Θ-difference”.

We now define a function ∆r : Θ→ R that maps a Θ-difference onto an upper
bound for the difference in expected immediate reward that two state-action-pairs
with that Θ-difference may have. In other words, whenever two state-action-pairs
have a Θ-difference of d, their expected immediate reward can be at most ∆r(d).
More precisely,
∑

s′

1,s′

2

t(s1, a1, s
′
1)× t(s2, a2, s

′
2)
∣

∣r(s′1)− r(s′2)
∣

∣ ≤ ∆r
(

θ((s1, a1), (s2, a2))
)

(A.1)

We next define β as follows. Given two state-action-pairs (s1, a1) and (s2, a2)
with Θ-difference d, β(d) is an upper bound for the Θ-difference between (s′1, a)
and (s′2, a), where s′1 and s′2 can be any state to which (s1, a1) resp. (s2, a2) may
lead. Formally,

∀a : t(s1, a1, s
′
1)× t(s2, a2, s

′
2) > 0⇒ θ((s′1, a), (s′2, a)) ≤Θ β

(

θ((s1, a1), (s2, a2))
)

(A.2)
We further impose the following constraint on ∆r and β:

∀θ1, θ2 ∈ Θ : θ1 ≤Θ θ2 ⇒
[

∆r(θ1) ≤ ∆r(θ2) and β(θ1) ≤Θ β(θ2)

]

(A.3)
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This constraint means that both ∆r and β should be monotonic with respect
to ≤Θ. These functions and constraints will be illustrated in the examples in
Section 4.6.2.

These functions give a bound on the difference in optimal Q-values of state-
action pairs:

Lemma 1. If two state-action pairs (s1, a1) and (s2, a2) are both followed by a fixed
sequence of actions ~a = a(1), a(2), a(3), . . ., the difference in expected accumulated

discounted reward
∣

∣

∣

∑∞
i=0 γir(s

(i+1)
1 )−

∑∞
i=0 γir(s

(i+1)
2 )

∣

∣

∣
is at most

∞
∑

i=0

γi∆r
(

βi
(

θ((s1, a1), (s2, a2))
)

)

where βi denotes applying the function β i times.

Proof. It is easy to prove by induction that, for every two state-action pairs (s1, a1)

and (s2, a2): ∀i : βi
(

θ((s1, a1), (s2, a2))
)

≥Θ θ((s
(i)
1 , a(i)), (s

(i)
2 , a(i))). For i = 0,

this is obvious as β0(θ) = θ. For i > 0, this follows from the fact that β is
monotonous and an overestimation of the θ-difference of the next state-action
pairs.

From the monotonicity of ∆r then follows

|r(s(i+1)
1 )− r(s

(i+1)
2 )| ≤ ∆r

(

θ((s
(i)
1 , a(i)), (s

(i)
2 , a(i)))

)

≤ ∆r
(

βi
(

θ((s1, a1), (s2, a2))
)

)

for all i > 0 and therefore
∞
∑

i=0

γi|r(s(i+1)
1 )− r(s

(i+1)
2 )| ≤

∞
∑

i=0

γi∆r
(

βi
(

θ((s1, a1), (s2, a2))
)

)

(A.4)

The fact that
∣

∣

∣
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∣
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≤
∞
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γi|r(s(i+1)
1 )− r(s
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2 )| (A.5)

concludes the proof.

We will use the shorthand notation B(θ) :=
∑∞

i=0 γi∆r(βi(θ)).
From Lemma 1, we can prove the following theorem:

Theorem A.0.1 (Upper bound on difference in Q-values). The difference be-
tween the optimal Q-value of two state-action pairs (s1, a1) and (s2, a2) is given

by B
(

θ((s1, a1), (s2, a2))
)

:

∀s1, a1, s2, a2 : |Q∗(s1, a1)−Q∗(s2, a2)| ≤ B
(

θ(s1, a1), (s2, a2))
)

(A.6)
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Proof. Without loss of generality, take Q∗(s1, a1) ≥ Q∗(s2, a2). Take an action se-
quence a(1), a(2), . . . that is optimal after state-action pair (s1, a1). From Lemma 1
it follows that performing the same sequence after (s2, a2) gives an expected accu-
mulated discounted reward rew ≥ Q∗(s1, a1)−B(θ((s1, a1), (s2, a2))); at the same
time Q∗(s2, a2) ≥ rew because of the optimality of Q∗ and Q∗(s1, a1) ≥ Q∗(s2, a2)
by assumption. This proves the result.

Any function B which overestimates the difference in Q-values could be used.
The approach using the functions θ, β and ∆r is a useful method to construct
such a function for many domains. We used this approach for the experiment
domains of Section 4.6.2. Any overestimating function could be used, but using
tighter bounds will lead to more efficient behavior. In the extreme case, we could
take θ = 0 if the state-action pairs can be considered equal according to domain
knowledge (e.g. because of symmetry), and θ = 1 otherwise, and ∆r the difference
between the highest and lowest possible reward. In this case the result would be
that all essentially different state-action pairs are stored. On the other hand, if we
have full knowledge of the entire MDP, we could calculate the exact differences in
optimal Q-values and use these as θ.
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