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Abstract

Fueled by ongoing developments of wireless communication and sensor technologies in
ubiquitous/pervasive computing and Ambient Intelligence (AmI), context-aware com-
puting has gained a great deal of attention since the mid nineties. New applications
are emerging that are aware of the context of their usage and that adapt their be-
havior accordingly with minimal distraction of the user. Context-awareness deals with
the ability of applications to utilize information about the user’s context, including the
time of day, his location and activities, etc., in order to adapt applications to the user’s
current situation and intentions. For example, an intelligent reminder application may
only notify the user at a given time and place and change the way the user is informed
depending on the circumstances at hand.

The development of context-aware applications that run in highly dynamic envi-
ronments and that adapt to changing user requirements remains a complex and error-
prone task. To remedy this situation, this thesis aims at providing middleware support
to facilitate the development of context-aware applications in an Ambient Intelligence
environment. The main objectives are to provide context and application modeling
abstractions and middleware support to handle context and adapt applications. By
delegating context management and application adaptation into the middleware, we
reduce the development effort to realize context-aware behavior by the application.

The thesis makes several research contributions. First, as context-aware applications
rely on information to adapt their behavior and to decide with whom to cooperate, it
presents context modeling abstractions that capture the heterogeneity and the quality
of context information. The context modeling abstractions cover semantic, spatial, tem-
poral aspects, as well as certain kinds of context ambiguity. They are used to specify
context-aware application behavior and to match decisions made in similar situations
of the past. The thesis also presents efficient context matching algorithms that are
appropriate for resource constrained devices as commonly found in AmI environments.

Second, we present middleware support that implements common context manage-
ment functions of context-aware applications. It encapsulates the functions as modular
building blocks that can be activated only when the application needs them. These
building blocks are responsible for the acquisition of context information from various
sources, the processing and persistency of context to recognize situations of interest
from the gathered context information. The middleware provides programming ab-
stractions for the applications to create a high-level constrained view on the collected
context information.

Third, to support context-driven adaptation of mobile services, we provide model-
ing abstractions for context-aware applications that encapsulate both functional and
non-functional aspects. In our approach context-aware applications have a component-
based design with variability points to support runtime adaptation. Mandatory and
optional components, that are not only syntactically but also semantically described,
provide the customizable application logic and their activation is subject to context-
dependent constraints. As such, the current context not only influences the behavior
of a component (e.g. reminder with proximity-based notification), but also drives the
decision process that determines how the component composition should change at
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runtime when conditions change (e.g. change the notification logic from a visual to
an auditive cue). These application modeling abstractions are used to coordinate the
discovery, selection, deployment and relocation of context-aware applications.

Forth, this thesis presents algorithms and protocols to mediate context information
to and from relevant applications operating in mobile ad hoc networks and mechanisms
for context-driven discovery, selection and use of remote applications. By sharing con-
text information in the network, remote applications can take advantage of context
that they cannot sense themselves. Furthermore, each node in the network includes
in their context description details about its applications, their state and other avail-
able resources. This way, we support context-driven discovery and selection of remote
applications and can opportunistically replicate applications to other devices closer to
the user or with different interaction modalities. By keeping replicated applications in
sync, we can increase the usage opportunities and expedite the interaction between
a mobile user and an application. This form of application adaptation is achieved by
extending the life-cycle of an application with context-driven migration and diffusion
of an application to multiple platforms and synchronization of the internal application
state.

The thesis presents real-world applications and case studies that evaluate the im-
plementation of the middleware, as well as its underlying foundations, and illustrate
the process and issues involved in the design of context-aware applications.
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The most profound technologies are those that disappear.
They weave themselves into the fabric of everyday life

until they are indistinguishable from it.

Mark Weiser
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Chapter 1

Introduction

The Ambient Intelligence [57] (AmI) computing vision was first presented at
Philips Research back in 1999 and proposed a post-desktop model of human-
computer interaction for the near future (2010−2020) that is characterized by the
following basic elements: ubiquity, transparency, and intelligence [27]. The Euro-
pean Commission’s Information Society Technologies Advisory Group (ISTAG) [51]
used the term to refer to environments that would be equipped with non-intrusive
electronic devices and services that are sensitive to the needs of people, personal-
ized to their requirements, responsive to their presence, and anticipatory to their
behavior. The ‘Easy Living’ scenario is a typical example of Ambient Intelligence
in the home environment where, for example, embedded sensors in your adjustable
chair could identify who you are and rearrange the chair’s position so you could
sit back and relax. Informed about your presence, the set-top box could automat-
ically display your new personal messages, and switch the TV to your preferred
channel at this time of the day. With the recent technological advancements
in computing infrastructure miniaturization and wireless ad hoc communication,
AmI has evolved into a multi-disciplinary research field [50, 70] where various
research tracks on mobile and context-aware computing and applications, sensor
networks, multi-modal interaction, privacy and usability investigate how people
can use these new technologies to their benefit and interact in a more natural way
with the digital appliances in their environment.

The work presented in this thesis focuses on context-awareness [29] as a key
enabler for applications that evolve at runtime in order to adapt themselves to a
myriad of situations. These applications are so-called context-aware applications
because by taking advantage of information regarding a user’s situation, time of
day, nearby people, objects and devices, etc., they change their functionality, con-
tent or interface with minimal intrusion for the user. We are mainly interested in
context-aware adaptation of applications that are constructed as a dynamic com-
position of distributed components, where each component provides an elementary
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2 Introduction

function of the application and where either the composition or a component itself
can adapt when the circumstances change.

New sensory technology is emerging that can enhance an application’s notion of
the context of the user and many applications are already capable of using location
as a primitive type of context information. However, this narrow notion of context-
awareness tends to be built in an application-specific manner. Without a higher
level of abstraction to manage context, these applications will keep on dealing with
low-level hardware issues to gather context and will therefore remain difficult to
build, deploy and maintain. As a first step to address this challenge, we propose a
model for context that clearly defines the relevant concepts and the relationships
that hold among them. Knowing the context of the ongoing interactions with the
user helps applications to take well-informed decisions to autonomously adapt their
behavior. We explore several complementary tracks to enable context-awareness:
(1) context models for representing the context information and knowledge associ-
ated with the environment, and (2) middleware that collects and manages relevant
information about the situation at hand. To simplify context-driven behavior, we
present: (3) modeling abstractions for applications with variability points to sup-
port runtime adaptation, and (4) the necessary algorithms and mechanisms for
ad hoc collaboration between several context-driven applications and devices scat-
tered in the environment.

The above complementary tracks were explored in the course of the past
few years in the frame of various research projects, including the IWT SBO
CoDAMoS1, IBBT CROSLOCiS2 and ITEA LOMS3 projects. The aim of the
CoDAMoS project was to develop generic methods and techniques to enhance
context-driven adaptation of mobile services before and after delivery of the ser-
vices to the user. The CoDAMoS ontology-based context model presented in this
thesis formalized the notion of context to help building applications customized to
a user in a myriad of situations. The main topic of the CROSLOCiS and LOMS
projects was to create a framework for the development, deployment and use of
context-aware mobile services that will enable even the smallest players (including
end-users) to deliver rich and localised services. Our context model also proved
its usefulness in these projects to customize services. While the core of the on-
tology remained the same, it was complemented with domain specific concepts to
target new application areas and to enable template-driven service development
(customized news provisioning, presence-aware SIP-based telecom applications,
localized billing, etc.).

Component Based Software Engineering (CBSE) played a significant role in
our work towards context-aware adaptation in the CoDAMoS project. The black
box-encapsulation of components was instrumental for the design of both adapt-

1http://distrinet.cs.kuleuven.be/projects/CoDAMoS
2https://projects.ibbt.be/croslocis
3http://www.loms-itea.org



3

able applications and the underlying context management middleware. It greatly
simplified having runtime adaptation implemented as the (des)activation, replace-
ment or relocation of components to address changing circumstances. Throughout
the years, our context management middleware has gone through a second itera-
tion to consider the versatile requirements of the CROSLOCiS and LOMS research
projects. It evolved from a mobile device middleware that adapts local component-
based applications − the way it was implemented in the CoDAMoS project − into
a multi-tenant enabling service for the CROSLOCiS and LOMS projects with
less focus on application adaptation but with the aim of delivering context man-
agement in a true ‘Software as a Service’ (SaaS) style. The second iteration in
the development of the context management middleware was needed to improve
the coordination between the various context managing components to address
multiple users and applications, and to further enhance the interoperability with
converging web and telecom services.

As part of the evaluation our middleware was made available as a service
for several months to our partners in the CROSLOCiS and LOMS projects. This
enabled Orga Systems, one of our German industrial partners in the LOMS project
and a leading provider for convergent real-time billing, to showcase billing for
context-dependent mobile services at the CeBIT event. Devoteam and Concentra,
our Flemish partners, showcased at the ITEA2 Symposium 2008 in the Netherlands
how easy it is to create mobile services for receiving the latest news depending on
the location and preferences of the user. The success of the research in the LOMS
project was awarded with the ITEA 2008 Gold Achievement Award for making it
possible to combine service creativity with powerful features of a well-controlled
service environment. Moreover, the demonstrations that illustrated this research
were awarded with the Silver Exhibition Award at the same ITEA2 event.

This thesis is based on international publications and research accepted for
publication. These publications are prefaced by this introductory chapter which
places the research within a broader perspective, outlines the theme of our research
and establishes links between the individual papers in the following chapter. We
end the thesis with a chapter summarizing our research results and conclusions
with suggestions for future work.

The remainder of this chapter is organized as follows. We first describe in Sec-
tion 1.1 the characteristics and challenges of context-aware applications in Ambient
Intelligence, and in Section 1.2 the requirements for context-aware behavior that
they impose. In Section 1.3, we provide a concise background overview of the state
of the art of related work. We refer to the publications in this thesis for a more
detailed literature review of the covered topics. Section 1.4 sets out the approach
that we take for a solution to address the research challenges of Section 1.2. Sec-
tion 1.5 indicates the most important contributions in this dissertation. Finally,
section 1.6 presents an outline of the following chapters with an overview of the
publications included in the next chapter.



4 Introduction

1.1 Problem Statement and Challenges of Context-
Aware Applications in Ambient Intelligence

Ambient Intelligence is the next wave in the era of computing outside the realm of
the traditional desktop. The goal set forth by Ambient Intelligence is that people
can unconsciously engage with multiple devices, applications and services simul-
taneously in the course of ordinary activities. As initially envisioned in ‘Calm
Technology’ by Mark Weiser [92], computing should primarily take place in the
background where it may not even be noticed. In order to create smart and
proactive environments that significantly enhance both the work and leisure expe-
riences of people, we need devices that are connected and applications that work
in concert. Moreover, they must exhibit specific forms of intelligence to adapt to
the current situation without any human involvement so that they can be invisi-
bly embedded into the surroundings and disappear from the consciousness of the
user. Hence, context-awareness is key to Ambient Intelligence applications as they
should have a notion of the circumstances surrounding the user and his tasks to
evolve and re-organize themselves.

Building a framework that collects and manages relevant context information
within a highly dynamic Ambient Intelligence computing space (such as the home,
the office, a meeting room, a hospital, a museum, a vehicle, etc.) is a complex
undertaking. This difficulty arises from the diversity of contextual information
upon which an application may base its decision to change its behavior. As Dey
stated in [1], context can be any information that is relevant :

“Context is any information that can be used to characterize the situ-
ation of entities (i.e. whether a person, place or object) that are con-
sidered relevant to the interaction between a user and an application,
including the user and the application themselves”

Furthermore, the inherent imperfect perception of the current situation may lead
to ambiguous and incomplete context representations, and the resource constrained
nature of most devices residing within such Ambient Intelligence computing spaces
make context management and sharing an even more difficult task. Alas, there
is no ‘one solution fits all’ offering for building context-aware applications. On
the one hand, a full-fledged framework for intelligent context-driven behavior that
integrates various context models and algorithms for spatial, temporal, seman-
tic and case-based reasoning as a monolithic piece of software is undesirable. It
would have a significant overhead in the case of trivial adaptation strategies or
would be too sophisticated due to constraints that a user, application or device
may impose. On the other hand, if each application would independently deter-
mine the current situation to reconfigure and adapt on its own, then this could
lead to redundant sensing and processing of context information. A good compro-
mise solution should provide high-level abstractions for commonly shared context
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management functions, but remain flexible in its configuration to support versatile
context-driven application adaptation scenarios.

Context information on itself serves no purpose. To avoid the management
of context data that remains unused, applications should not only express what
kind of context information they are interested in, but also how they will adapt
themselves in a given situation. The latter should also be made explicit as a
particular situation or context may trigger multiple applications to adapt in a
conflicting way. Take for example the volume control of a smartphone: a context-
aware music player may increase the volume when playing your favorite song while
the phone application may decrease the volume at public places. If both context
conditions for adaptation are met at the same time and both applications react
independently, then conflicting adaptation behavior emerges between the two ap-
plications. Conflict resolution is a major challenge of context-driven adaptation.

The main goals of this research can be subdivided into the following research
challenges: context-aware services and applications in Ambient Intelligence envi-
ronments demand (1) a shared understanding of the situation of its users and their
applications, (2) middleware support for context processing and management to
deliver the contextual information where it is relevant, (3) techniques to adapt
applications with algorithms to resolve conflicting context-driven behavior, and
(4) solutions to improve interaction between distributed context-driven applica-
tions. We present in this work two basic foundations to simplify accommodating
to changing circumstances in Ambient Intelligence computing spaces: a semantic
markup scheme for context and applications with effective matching algorithms
and a component-oriented adaptive context middleware.

1.2 Scope and Requirements

The previous section provided an overview of general research challenges dealing
with context modeling and context reasoning as well as with system-oriented issues
related to the design, implementation and deployment of context-aware applica-
tions. In this section we narrow down the scope of our research on context-aware
adaptation and translate these challenges into requirements.

In our research we target applications that run on so-called personal devices,
which offer the user a platform for application execution which is always at hand.
Such devices can be used more effectively by providing support for dynamically re-
locatable applications, which are offered and adapted based on the global context
of the user. Adaptation is viewed both from a deployment perspective, i.e. soft-
ware is targeted towards a specific context before delivery, and from a runtime
perspective, i.e. software is adapted to a changing context after delivery. Both
viewpoints are important and complementary. The first view allows applications
to be designed in a generic way with functional variations to support deployment
on a range of platforms. The second view allows applications to be generic so that
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they can adapt to the presence of other services and resources available in the
vicinity. Given that our context-aware component-based applications can offer a
service to other applications, we use the terms application and service interchange-
ably. This use of terminology follows an emerging trend of offering software as a
(remote) service, and makes more explicit for example how the vicinity of other
applications and resources can be detected using existing service discovery proto-
cols. We will mainly use the service term, when an application just uses external
functionality beyond its own control, and use the component term to explain how
changes in the context can adapt the internal composition of an application.

Based on this scope and the challenges outlined in the previous section, we
identified requirements for the development and use of context-aware applications
that adapt to a myriad of situations. The requirements follow a logical order of
how context can be (1) modeled and (2) managed so that it can be used for (3)
context-driven adaptation and (4) context-driven ad hoc collaboration. We will
also highlight general requirements and objectives for context-aware applications
in Ambient Intelligence that we will not consider in this thesis.

1.2.1 Modeling Relevant Context Information

Being context-aware means that an application must capture the state of the envi-
ronment and collect information that is relevant for the ongoing human computer
interactions. This awareness is often accomplished by gathering context data from
sensors, system information about networks, devices and services, as well as con-
text shared with other applications and user defined preferences and requirements
with respect to the services he is consuming. Due to the diversity of context in-
formation that can be shared among multiple applications, we need models that
represent context in an application agnostic manner. These models must assign a
formal meaning to the context, such that they can then be shared and interpreted
in the same way on all applications in the Ambient Intelligence computing space.
They impose the following context modeling requirements:

• Comprehensive domain coverage and terminology: An open context
specification model should make available a terminology that provides ap-
propriate coverage and a comprehensive representation of a domain in order
to model most of the concepts and terms needed for describing entities in
a particular domain. Moreover, a context model should have the ability to
easily enhance the knowledge domain using the modeling primitives that the
specification language provides.

• Semantic non-ambiguity and expressiveness: The uniform interpreta-
tion of a concept requires a strict support for non-ambiguity in the speci-
fication language to ensure that each concept in the terminology has only
one meaning. In order to improve knowledge sharing and interoperability,
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context models should be able to refer to other remotely available context
models to detail the semantics and relationships of concepts that are being
reused and have primitives to express the quality of the information.

• Processing complexity: As Ambient Intelligence also targets devices with
limited resources, an appropriate balance should be found between the com-
plexity to process context models and language expressiveness. Various as-
pects such as model parsing, matching capabilities and consistency checking
all have an impact on the processing complexity of a context model.

1.2.2 Managing Context for Multiple Applications

To reduce the complexity of the design and the development of context-aware
applications, common functions of managing contextual knowledge associated with
the current situation should be abstracted away from the applications. These
management functions deal with deciding when and how often to sense for context
data, how to organize context information for easy querying, how long to store
context for later reuse, how to interpret, reason with and convert context into a
format that the application understands, and how to evaluate context information
to decide whether it is relevant for the purposes of the application.

Although context-aware systems have been in the research epicenter for more
than a decade [77, 79], the ability to process and deliver timely and relevant
information to concurrent running applications remains a significant management
challenge in mobile and resource constrained environments. Given that a user may
engage with multiple applications simultaneously that share the same context and
accommodate to similar circumstances, requirements and preferences, there would
be a significant overhead if each application would sense and manage its own
context information. Collective context management must optimize its context
acquisition workflow based on the needs of the context-aware applications.

In summary, the biggest challenge for context management is that it should not
impair application performance. If a context managing middleware would require
applications to adapt themselves due to a lack of resources, then one may question
the benefit of having such a middleware in the first place. Therefore, the processor
overhead and memory footprint of context management must be minimized to also
support resource constrained devices.

1.2.3 Context-Driven Application Adaptation

Charles Darwin could not be more to the point when he stated that ‘It is not the
most intelligent of the species that survive the longest, it is the most adaptable’.
Applications will need to adapt continuously to highly dynamic operating environ-
ments, heterogeneous device capabilities, and limited resource availability. When
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deployed on a low-end device, they often need to adapt to smaller screen sizes, less
powerful processors or low bandwidth.

Applications and services require a modular design that supports runtime adap-
tation and reconfiguration. This design should make explicit what functional vari-
ations are possible in the composition: i.e. what the deployment constraints are for
each component in the composition and how the components should be reconfig-
ured for a given context. Runtime support is needed that facilitates the dynamic
reconfiguration of applications and consistency checking to avoid conflicting adap-
tations among two or more simultaneously running applications.

1.2.4 Ad Hoc Context-Driven Application Collaboration

Within a typical Ambient Intelligence environment, many applications may offer
a service that matches the request of the user, but subtle differences in the way
they work may make it nearly impossible for the user to discover and select the
application that is best suited for the tasks and context at hand.

We need protocols that allow independently developed applications to be dis-
covered in highly dynamic computing environments, as well as ranking methods
that allow the best offered application to be selected. Context-aware discovery and
selection should rank the discovered applications by taking into account the cur-
rent situation to make sure that the selected application meets user expectations
under the given circumstances. These discovery protocols should go beyond key-
value pair based matching of attributes, or string based matching of application
interfaces. In order to provide richer search facilities, we need efficient semantic fil-
tering capabilities that can use various application properties: input and output,
service classification, runtime requirements, and other contextual dependencies.
To ensure that third parties can become aware of applications and their context,
we not only need service discovery protocols to announce the presence of applica-
tions in an ad hoc network, but we also need them to share and mediate context
information in general so that nodes can become aware of context information that
they cannot sense or derive themselves.

1.2.5 Other Requirements and Non-Objectives

While also important for context-aware Ambient Intelligence applications, we will
not address the following requirements in this thesis:

• Privacy, security and trust: Context-awareness conflicts with the notion
of privacy which condemns the collection of personal information anytime
and anywhere without any knowledge of the individual. Access control,
personalization, authentication, accountability and liability, all require the
collection of at least some personal data. Context-awareness is a concern as
once personal data has been disclosed, the owner of the data cannot control
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how the collector will use it. The social and ethical implications of context-
aware computing are beyond the scope of this thesis.

• Usability aspects of context-aware applications: While user studies
and empirical investigations are important to evaluate how people use and
benefit from Ambient Intelligence applications, we do not explicitly investi-
gate human-computer interaction issues related to user preference acquisi-
tion, multi-modal user interfaces, or other methods, tools and strategies to
improve the usability of services and applications.

• Computational models and protocols for sensor networks: Sensors
come in different sizes and shapes with a broad variety of capabilities to
monitor environmental conditions. In this thesis, we consider sensor nodes
as black boxes with communication capabilities to provide low-level context
data of which the accuracy and granularity of measurement is known. Topics
that we will not consider but that are already extensively addressed by the
Wireless Sensor Network (WSNs) research community deal with optimized
communication protocols, large scale deployments, node mobility, fault tol-
erance, etc. Instead, we will investigate how these aspects have an effect on
the quality of the context information gathered by these sensors.

1.3 Background and State of the Art

Ambient Intelligence encompasses a wide range of research topics that are also ad-
dressed in Ubiquitous [90, 91] and Pervasive Computing [76], two related paradigms
envisioning a plethora of appliances interacting in mobile ad hoc networks provid-
ing continuous access to on the fly created applications with the goal to provide
computing and communication everywhere. Beyond these research topics, the Eu-
ropean Commission’s Information Society Technologies Advisory Group (ISTAG)
refers in [51] to smart materials, microelectromechanical systems and sensor tech-
nologies, embedded systems, ubiquitous communications, IO device technology
and adaptive software as key components of the Ambient Intelligence computing
paradigm.

The middleware presented in this dissertation has been developed with a par-
ticular purpose in mind: context-aware adaptation of applications and services
in Ambient Intelligence environments. The aim of this chapter is to highlight
the main characteristics of this computing paradigm and the necessity of context-
awareness as the catalyst of the adaptation process. We therefore present an
overview of emerging computing trends in this area and of related work on context-
awareness and software systems for context-aware applications. We will focus on
the following topics: (1) context definitions and (2) models, (3) context reasoning,
and (4) supporting frameworks for the development and deployment of context-
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aware applications. We refer to the international publications in the following
chapter for a more detailed literature review of these topics.

The notion of ‘context’ has long been investigated in linguistics and natural
language processing where it refers to the part in a conversation that precedes and
follows a sentence or a series of words where the context helps to determine the
interpretation of the sentence. Fueled by ongoing developments in pervasive and
ubiquitous computing, context has also received remarkable attention from the
distributed computing and human computer interaction research fields. Systems
that are aware of their users and their context can respond intelligently to what
is being perceived for providing innovative services that exhibit smart behavior.

The conception of context is widely understood in the pervasive and ubiquitous
computing domain as relevant information referring to the situation and circum-
stances in which a person or a computational artefact is embedded. Context-
awareness is the ability to detect and respond to contextual changes in order to
exhibit convenient conduct. As context is a rather vague concept, we first mention
how context has been defined by leading experts in the field, before continuing to
describe how context has been modeled, acquired and used to achieve autonomous
and non-intrusive behavior.

1.3.1 Definitions and Characteristics of Context

Many authors initially defined context information by enumerating types of infor-
mation related to the user or application environment that seemed relevant. The
term context was first used by Schilit and Theimer in 1994 [77] to refer to loca-
tion, identities of nearby people and objects, and changes to these objects. In [78],
Schilit, Adams and Want defined context as follows:

Context-aware systems adapt according to the location of use, the col-
lection of nearby people, hosts, and accessible devices, as well as the
changes to such things over time. A system with these capabilities can
examine the computing environment and react to changes in the envi-
ronment.

Brown, Bovey, and Chen [10] have defined context as location, identities of the
people around the user, the time of day, season, temperature, etc. Ryan, Pascoe,
and Morse [74] referred to context as the user’s location, environment, identity,
and time. Dey [28] listed the user’s emotional state, focus of attention, location
and orientation, date and time, objects and people in the user’s environment as
elements being part of the definition of context. Another definition was proposed
by Chen and Kotz [17].

Context is the set of environmental states and settings that either deter-
mines an application’s behavior or in which an application event occurs
and is interesting to the user.
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They further distinguish ‘active context awareness’ in which an application auto-
matically adapts to discovered context by changing the applications behavior, and
‘passive context awareness’ in which an application presents the new or updated
context to an interested user or makes the context persistent for the user to retrieve
later. As the use of enumerations to describe context was too limited to analyze
whether certain information could be classified as context, Dey et al. [29] provided
the following more general and widely accepted definition that encompasses the
previous ones:

Context is any information that can be used to characterize the situ-
ation of entities (i.e. whether a person, place or object) that are con-
sidered relevant to the interaction between a user and an application,
including the user and the application themselves. Context is typically
the location, identity and state of people, groups and computational and
physical objects.

In summary, context involves relevant information on the user and real world
entities and influences the presentation or processing of an application. This in-
formation needs to be described in a structured and easily extensible model to
facilitate the sharing of collected information.

1.3.2 Modeling Context

For humans it is natural to communicate and interpret context. They implicitly
understand the importance of context and use it in their daily activities to adjust
their interactions with other people or objects. For software systems to process
context information automatically, it goes without saying that the markup of the
information needs to conform to a standard format that is broadly accepted. The
goal of using open context specification languages is to simplify the capturing,
transmission and interchangeability of context between systems. Different model-
ing approaches for context have been investigated in the past [83]. Not only does
the expressiveness of these models differ, they also distinguish themselves in man-
aging or processing complexity. As such, there is no ‘one solution fits all’ context
specification language.

Many types of context models have been proposed, and they all differ in the
way they model (i) low-level data that is sensed from the environment and that
can be used without interpretation (e.g. geocoordinates retrieved from a GPS mod-
ule), (ii) context that represents relevant information for the applications so that
they can adapt (e.g. the city Leuven), and (iii) situations that express certain con-
straints on context to define higher level contextual knowledge and more complex
circumstances (e.g. heading off to work).

Beyond the requirements for an open context model that were outlined in the
introduction, we analyzed the various types of context models in terms of:
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8 bits 28 bits 24 bits 36 bits

EPC ManagerHeader Object Class Serial Number

KEY-VALUE PAIR BASED CONTEXT MODELING

01 0000A89 00016F 000169DC0

Figure 1.1: A passive RFID tag having 96 bits of memory to represent an EPC
number

• Expressiveness: Lacking a central entity that manages context, it is highly
desirable that applications can easily reuse context information obtained
from other sources. Interoperability requires a shared understanding of the
information they have obtained. A context model with a bigger expressive-
ness will improve interoperability by being able to interpret the information
without relying on the content of the context information itself.

• Efficiency: The performance impact of a type of context model will not only
depend on the amount of context information that needs to be processed,
but also on the complexity of the context model itself. Finding a good
balance between expressiveness and processing complexity will be of great
significance for the usefulness of any context managing system.

• Programming effort: Developers will need to use a context model to
express what kind of information is relevant for their applications. This pa-
rameter reflects the effort they have to spent to integrate and use a particular
context model within the application.

• Reasoning support: One of the main responsibilities of a context manag-
ing system is to derive high-level contextual knowledge from low-level data.
Models that have a formal logic foundation provide as benefits the fact that
the developer is relieved from implementing a context reasoning engine from
scratch, and that conclusions drawn from such models will be consistent
everywhere.

• Ambiguity and incompleteness: Contextual information captured within
Ambient Intelligence computing spaces can be incomplete, ambiguous, un-
certain, or even contradictory. Many aspects of the context provider and the
information itself have an effect on the quality and relevance of the context
information (e.g. the accuracy, update frequency, and location of a sensor).
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We now will now survey and evaluate several types of context models (from key-
value pair to ontology based models), present examples of such model types, and
compare the different types according to the previously outlined requirements.

1.3.2.1 Key-value Pair Context Models

A model consisting of key-value pairs is the most simple approach to represent
context and its use is very common for items with limited memory such as RFID
tags. Each tag contains a unique ID number that can be read by an RFID reader.
The majority of passive RFID tags typically have anywhere from 64 or 96 bits
(to represent an Electronic Product Code (EPC) [33] as shown in Figure 1.1)
to 1 kilobyte of non-volatile EEPROM memory. While key-value pair models
require little space to store identifiers (which is more than enough for tracking
goods in logistics applications), their flat organization lacks the ability to structure
information and they only support exact matching of key-value pairs. Another
disadvantage of key-value pair models is that the interpretation is application
dependent, which means that interchangeability becomes an issue if the keys and
values are not standardized.

1.3.2.2 Markup Scheme Context Models

Markup scheme models typically introduce a fixed structure and allow to express
more complex relations such as associations. These types of models are often
serialized in XML or RDF documents to improve interchangeability and they
are frequently used to capture rather static information, such as user profiles
(e.g. Friend-of-a-Friend (FOAF) [9]) and device profiles (e.g. Composite Capa-
bilities/Preferences Profile (CC/PP) [15], User Agent Profile (UAProf) [36] and
Comprehensive Structured Context Profiles (CSCP) [11]). Compared to the key-
value pair models, markup scheme models provide a more expressive language to
structure context information that may or may not be tailored to a specific appli-
cation domain. Given that XML only provides a tree based structure to specify
information, the interpretation of markup scheme context models is totally left to
the user or the program. Figure 1.2 depicts a UAProf context model to describe
certain capabilities of a mobile handheld device.

1.3.2.3 Graphical and Object Oriented Context Models

Graphical models have also been used to represent context. In the Context Mod-
elling Language (CML) [58], facts are described by extending the Object Role Mod-
eling (ORM) language which provides a graphical notation designed for conceptual
modeling of information systems. The omnipresence of the Unified Modeling Lan-
guage (UML) in software engineering has also been a motivation to use object
oriented models to represent context. Inheritance, encapsulation and reuse are
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 NOKIA N95-1 USER AGENT PROFILE

<rdf:RDF xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"
   ...
   <rdf:Description rdf:ID="Profile">
      <prf:component>
        <rdf:Description rdf:ID="HardwarePlatform">
            <prf:Vendor>Nokia</prf:Vendor>
            <prf:Model>N95-1</prf:Model>
            <prf:BitsPerPixel>18</prf:BitsPerPixel>
            <prf:ColorCapable>Yes</prf:ColorCapable>
            <prf:CPU>ARM</prf:CPU>
            <prf:ImageCapable>Yes</prf:ImageCapable>
            <prf:Keyboard>PhoneKeyPad</prf:Keyboard>
            <prf:NumberOfSoftKeys>2</prf:NumberOfSoftKeys>
            <prf:ScreenSize>240x320</prf:ScreenSize>
            <prf:ScreenSizeChar>15x6</prf:ScreenSizeChar>
            <prf:SoundOutputCapable>Yes</prf:SoundOutputCapable>
            <prf:TextInputCapable>Yes</prf:TextInputCapable>
            <prf:VoiceInputCapable>Yes</prf:VoiceInputCapable>
         </rdf:Description>
      </prf:component>
      ...
</rdf:RDF>

Figure 1.2: A partial description of a mobile handheld device using the RDF-based
User Agent Profile specification

just a few of the benefits of these models. Such models provide a more developer
friendly way to represent context information. The GUIDE project [20] followed
this approach with their Active Object Model to model contextual knowledge.
While well-defined interfaces may help to improve interoperability, incompleteness
and ambiguity of context information have to be handled at the application level.

The Context Modelling Language (CML). The Context Modelling Lan-
guage (CML) [58, 44] is a graphical context modelling approach that extends
Object Role Modelling (ORM) [43]. ORM is a fact-oriented approach specifically
designed to facilitate conceptual analysis, and often used for designing and query-
ing database models where the application is described in non-technical terms.
An ORM model defines facts and fact types. A fact represents true or correct
information within an application and a fact type defines the information type.

CML extends Object-Role Modelling (ORM) and the situation abstraction to
represent high level context information, by allowing fact types to be classified
according to various properties: persistence, source, and whether they are static
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Figure 1.3: The CML graphical notation for modeling context. Source: [58]

or dynamic in nature. Static facts remain unchanged, but dynamic facts can
change to reflect contextual changes. The latter type of facts are further refined
into profiled, sensed or derived facts and allow for the specification of a time
period during which the fact holds. Figure 1.3 represents a CML model for a
context-aware communication application. Ellipses represent object types, while
each box denotes a role played by an object type within a fact type. This model
represents users (Person), users’ activities (Activity), devices (Device), location
of users and devices (Place), communication channels (CommunicationChannel)
and communication modes (CommunicationMode). User activities are associated
with a temporal fact. The location of a user or device is sensed information and
has a certainty value associated to it that is calculated based on a probability
estimate of that location to be correct. To model context concepts that are more
complex than fact types, the authors propose to model situations that are defined
as constraints on context facts that are expressed and combined with a kind of
predicate logic.

1.3.2.4 Ontology-Based Context Models

Ontologies [40] have been frequently used to model context [84, 18, 42], because
they have explicit support for semantic reasoning. Many ontology specification
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 CONTEXT ONTOLOGY

Figure 1.4: The CONON context ontology. Source: [89]

languages (e.g. RDF [4] and OWL-DL [49]) are well known in the knowledge
representation and Semantic Web [5] community to model concepts and the rela-
tionships that hold among them and their semantic interpretation is universally
accepted. An example of such a context ontology is the SOUPA ontology [19], the
Standard Ontology for Ubiquitous and Pervasive Applications. Some of the most
well-known context models are discussed more in detail in the following subsec-
tions.

The Context Ontology (CONON). The Context Ontology (CONON) [89]
is an OWL-DL ontology (OWL-DL is so named due to its correspondence with
Description Logics that studies a particular decidable fragment of first order logic)
which describes very general concepts that are the same across all domains. Such
ontologies are referred to as upper ontologies. The upper ontology as shown in
Figure 1.4 defines a set of abstract OWL-DL classes for commonly used concepts,
such as Application, Service, Device, Network, etc. Each of these classes is as-
sociated with properties to express relations to other classes. Domain specific
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 ASPECT SCALE CONTEXT MODEL

Figure 1.5: The Aspect Scale Context metamodel. Source: [84]

ontologies can extend the abstract classes with the subClassOf language construct
of OWL-DL to define a hierarchy of classes.

Context reasoning with the CONON context ontology makes use of the de-
scription logic foundation of OWL-DL to fulfill important logical requirements,
such as concept satisfiability, class subsumption, class consistency, and instance
checking. The authors propose a more flexible approach to deal with user-defined
context reasoning. They use rules to express situations, which are implemented
with first-order predicates. For example, the situation of a user that is ‘Sleeping’
is defined as follows:

(?u locatedIn Bedroom) ˆ (Bedroom lightLevel LOW) ˆ
(Bedroom drapeStatus CLOSED) => (?u situation SLEEPING)

Through the creation of user-defined reasoning rules within the entailment of first
order logic, a higher-level conceptual context can be deduced from relevant low-
level context. Their prototype implementation of the description logic based ontol-
ogy reasoner and first-order logic based situation reasoner makes use of the Jena2
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 STANDARD ONTOLOGY FOR UBIQUITOUS AND PERVASIVE APPLICATIONS

Figure 1.6: The SOUPA ontology that models concepts related to time, space,
events, user profiles, actions, and policies for security and privacy. Source: [19]

Semantic Web Toolkit [13]. While the runtime performance of context reasoning
depends on the size of the context information and the complexity of the reason-
ing rules, the authors concluded that context reasoning based on logics though
powerful remains a computationally intensive task.

The Context Ontology Language (CoOL). The Context Ontology Lan-
guage (CoOL) [84] is used for contextual interoperability during service discovery
and execution in a proposed distributed system architecture. The CoOL context
model derives from the Aspect Scale Context (ASC) metamodel that can be trans-
lated into three well-known ontology languages, including OWL-DL. The ASC
model is depicted in Figure 1.5. Each scale is aggregated by one or more aspects,
and is associated with context information. For example, the aspect ‘Geographic-
CoordinateAspect’ can have two scales, ‘WGS84Scale’ and ‘GaussKruegerScale’
and the context information can be an object instance ‘GuessKruegerCoordi-
nate(367032, 533074)’. The ASC model allows for a set of concepts to be related
to possible operations supported by this scale.
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Key-value
Pairs

Markup
Scheme

Graphical Object
Oriented

Ontology
Based

Expressiveness * ** *** ** ***

Efficiency *** ** * ** *

Programming *** ** ** *** **

Reasoning * * * * ***

Ambiguity * * ** * ***

Table 1.1: Comparative analysis of context models

Standard Ontology for Ubiquitous and Pervasive Applications (SOUPA).
The SOUPA ontology [19] proposes a shared, standard ontology serialized in OWL
to support ubiquitous and pervasive computing applications. SOUPA builds upon
the vocabularies defined in other ontologies, such as the Friend-Of-A-Friend on-
tology (FOAF) [9], the DAML Time ontology [47], the spatial ontologies in Open-
Cyc [24], Regional Connection Calculus (RCC) [69] and several others. In fact,
SOUPA is not a single ontology but two sets of ontologies: SOUPA Core and
SOUPA Extension.

The SOUPA Core contains nine ontologies which define vocabularies common
across various pervasive applications. These ontologies define concepts that are
associated with persons, agents, belief-desire-intentions (BDI), actions, policies,
time, spaces, and events. The SOUPA Extension contains ontologies that com-
plement the SOUPA Core and provide additional vocabularies which are common
to specific applications. The SOUPA Extension includes ontologies for knowledge
about meetings, schedules, documents, images, locations and regions. Figure 1.6
depicts these ontology documents and their associated relations.

1.3.2.5 Comparative Analysis of Context Models

The context models that we surveyed and discussed previously were first classi-
fied according to their modeling approach and then evaluated with the previously
outlined criteria in mind. An overview of the analysis is given in Table 1.1. The
stars represent a score (from 1 to 3) for the given requirement. The more stars the
better. While other models would also be suited for certain applications, we con-
clude that ontology-based approaches in general seem to be the most promising,
but the performance overhead and programming complexity are the two biggest
hurdles to cross. However, as there is no clear winner, the community nowadays
considers hybrid models that combine different modeling techniques for different
purposes to be the most beneficial.
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1.3.3 Context-Based Reasoning

In the previous section we reviewed several context modeling approaches. Context
reasoning is used to derive new knowledge and to match similar situations. The
literature describes several kinds of general-purpose as well as domain-specific
knowledge-based reasoning techniques and many of them have been applied to
reason on context information:

• Rule-based reasoning: In rule-based reasoning an expert models specific
aspects of a particular domain as a set of if condition then action rules. Rule
engines use techniques such as forward chaining, backward chaining or com-
binations of both to evaluate the rules. In the E-Wallet system [37], rules are
used to model context-independent and context-sensitive knowledge about
the user, including preference rules on who has access to private information
and service invocation rules on how this information can be best obtained.

• Case-based reasoning: This reasoning technique [81] uses a library of
cases that have been dealt with in the past. It has been used to imple-
ment context-awareness in Ambient Intelligence systems [14] to solve new
problems by searching for similar ones in the case library in order to ex-
tract and reuse a solution. The new problem and solution are added to the
case library. Various researchers have proposed ways [62, 39] to integrate
rule-based reasoning with case-based reasoning.

• Constraint-based reasoning: This problem solving technique tries to find
a solution for a given set of equations. These kinds of problems, a.k.a. con-
straint satisfaction problems, typically occur in context-aware computing
when dealing with resource information to guarantee a minimal quality of
service (QoS) when running applications. In [46] resources are represented
as variables that have to satisfy some hard constraints to find a distributed
deployment plan for a component-based application on multiple devices with
limited resource availability.

• Logic- and ontology-based reasoning: In this technique a problem is
specified in an abstract symbolic formal language (e.g. description logic).
Reasoning is done by manipulating the symbols following the rules of the
formal language. The same formal language can be used for a lot of domains.
That is why ontology languages with a formal logic foundation (such as
OWL-DL) are often used to model context and to reason on context [89, 65].

• Temporal- and spatial reasoning: Time and location are first class con-
text concepts for which special purpose reasoning techniques [94] have been
developed, including Allen’s algebra [2] to maintain knowledge about tem-
poral intervals and Region Connected Calculus [69], another interval logic
to reason about space. Some researchers have investigated how to integrate
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Figure 1.7: The Context Toolkit

qualitative spatial and logic reasoning by modeling spatial information with
ontologies [53].

• Uncertainty reasoning: While the previous reasoning techniques often
have problems with missing or conflicting information, uncertainty reason-
ing [87, 16] can take into account that not all information is known at every
moment or that information can be ambiguous. As dealing with imperfect
context information will be inevitable [44], several extensions based on prob-
abilistic Bayesian networks and fuzzy reasoning [82] that have been proposed
for the OWL ontology language [22, 30] can provide a solution.

Many other reasoning techniques have been developed by the knowledge rep-
resentation and reasoning community (causal reasoning, multi-valued and condi-
tional logics, reasoning about belief, similarity-based reasoning, ...), but they have
been used to a lesser extent for context-aware applications.

1.3.4 Frameworks for Context-Aware Applications

Many frameworks in the form of libraries, toolkits, middlewares, standalone ser-
vices, are described in the literature that decouple the context sensing and pro-
cessing from the core application logic. Although their design may differ, they
usually all include similar components for sensing, processing, and storage of con-
text information, and rely on a message passing paradigm to communicate the
context with the applications.
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 CONTEXT BROKER ARCHITECTURE

Figure 1.8: The CoBrA Architecture. Source: [89]

Context-aware systems can be implemented in many ways. The architectural
style and design is usually predefined by the application’s requirements, the loca-
tion of the context providers and services, the amount of users and devices, and
the resource availability on these devices. The first context-aware systems used
direct sensor access causing a tight coupling between the applications and the
sensors built into the device. More recent systems introduced middleware to hide
the low-level details of context management, or use a service oriented approach
to permit multiple clients access to context information and to relieve clients of
resource intensive operations. We will discuss prominent examples reported in the
literature in the following subsections and compare them in terms of the context
model they used, their architectural design and support for context reasoning.

The Context Toolkit. The Context Toolkit [75] (see Figure 1.7) was the first
conceptual framework that aimed to ease the creation of context-aware appli-
cations by providing reusable abstractions in the form of widgets that hide the
complexity of the underlying sensors. The Context Toolkit represents context by
a set of key-value pairs and manipulates context data with aggregator widgets and
interpreter widgets. Aggregators combine several elementary pieces of informa-
tion, whereas interpreters transform a piece of information into a higher level form
of information.
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 SERVICE ORIENTED CONTEXT AWARE MIDDLEWARE

Figure 1.9: The SOCAM Middleware. Source: [41]

The Context Broker Architecture (CoBrA). The Context Broker Archi-
tecture (CoBrA) [89] is a context system that builds upon the SOUPA ontologies
and maintains a shared model of context on behalf of a community of agents, ser-
vices, and devices in a certain environment. CoBrA relies on a centralized server,
which manages context for all the computing entities. It is an agent-based system,
where the agent that manages context information is called a broker because of its
central position in the architecture (see Figure 1.8). Beyond context management,
CoBrA also provides privacy protection for the users in the Ambient Intelligence
computing space by enforcing user defined policy rules.

The Context-Awareness Sub-Structure (CASS). The CASS [34] aims at
allowing applications on mobile devices to react to changing context and relies
on a centralized knowledge store and an inference engine. The knowledge base
is a database containing low-level data, such as sensor data, and inference rules.
Applications specify their required context-aware behavior with a set of rules.
Context sensors send the raw context data to a centralized server, which abstracts
the raw data and triggers the rules whose conditions are satised. The inference
engine uses a technique called forward chaining, where known facts, such as sensor
data, are used to infer other facts and these facts can be used in turn to infer
further facts.
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oriented architecture

Event translation and ag-
gregation

CoBrA OWL Ontologies Agent based Inference engine and
knowledge base

SOCAM OWL Ontologies Decentralized service
oriented architecture

Context reasoning engine

CASS Relational data model Centralized architec-
ture

Inference engine and
knowledge base

Gaia DAML+OIL 4-ary
predicates

Model View Controller First order deduction

CORTEX Relational data model Sentient Object Model Sentient objects

Hydrogen Object oriented Centralized blackboard
architecture

Interpretation and aggre-
gation

CMF RDF Ontologies Layered architecture Context recognition service

CARISMA XML Service oriented mid-
dleware

Conflict resolution

Table 1.2: Comparative analysis of context systems

Service-oriented Context-Aware Middleware (SOCAM). SOCAM [41] is
a middleware platform that contains a context model based on ontologies. A hier-
archical approach was used for designing the context ontologies with a common up-
per ontology for the general concepts in pervasive computing and domain-specific
ontologies applying to different sub-domains. The middleware converts various
physical spaces where contexts are acquired from, into a semantic space where
contexts can be easily shared and accessed by context-aware services. Figure 1.9
depicts the following components implemented as independent OSGi service com-
ponents: (i) Context Providers that abstract useful contexts from heterogeneous
sources and convert them to OWL-DL representations so that contexts can be
shared and reused by other service components, (ii) a Context Interpreter that
provides logic reasoning services for inferring implicit contexts from low-level con-
text data, querying context knowledge, maintaining the consistency of context
knowledge and resolving conflicts, (iii) a Context Database that stores context on-
tologies and instances per sub-domain, (iv) Context-aware Services that make use
of the context models and adapt the way they behave according to the current
context, and (v) the Service Locating Service that provides a mechanism for Con-
text Providers and the Context Interpreter to advertise their presence, and that
also enables users or applications to locate these services.
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Other context systems. Many other context managing systems are described
in the literature. Some of the other well known systems include Gaia [71], the
Java Context Awareness Framework (JCAF) [3], CARISMA [12], the CORTEX
project [32], Hydrogen [48], the Context Managing Framework [55]. Providing an
overview of all these systems is beyond the scope of this thesis. Therefore, you
will find a summary of the main characteristics of these systems in Table 1.2.

1.3.5 Discussion of the State of the Art

After studying the state of the art on context models and context systems and
comparing how expressive the models were and how suitable the design of the
proposed frameworks was for adapting applications and deployment in a real Am-
bient Intelligence computing space, it became clear that most context systems that
use expressive context models (such as ontologies) and support context reasoning,
have a centralized design due to performance reasons. Other context systems and
toolkits suited for mobile devices may have little overhead, but lack expressive
and extensible context models that can be interpreted and reasoned upon without
relying on application specific logic.

Another observation was made that most systems mainly focus on the devel-
opment of context-aware applications and how they can produce relevant context
information to adapt or personalize applications (e.g. intelligent tour guide, loca-
tion based advertising, proximity based user authentication), and not on how the
system can adapt itself. It makes no sense to use a context system that is many
times more resource demanding than the applications that they should adapt. The
performance overhead induced by such systems make them unfit for deployment as
mobile middleware on the resource constrained devices that we target in Ambient
Intelligence environments. The result of this analysis was that current mainstream
infrastructures are ill-equipped to meet all the challenges that we identified in Sec-
tion 1.2 to adapt context-aware applications and services in Ambient Intelligence
environments. Our research investigates how to combine the best of both worlds
by designing a context middleware with expressive context models and support
for context reasoning. We developed a modular decentralized context middleware
that can adapt itself at runtime to minimize the context management overhead
when the circumstances of mobile people and objects, or the requirements of the
applications change.

1.4 Approach

The research presented in this thesis addresses the previous concerns and has
both theoretical and practical contributions. The theoretical contribution takes
the form of a modeling approach for context that supports a logic semantic de-
scription of context and service characteristics in terms of classes and relationships
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Figure 1.10: The CoDAMoS context ontology that models the user, platform,
service and environment concepts and associations with other relevant classes

between classes, in conjunction with abstractions for modeling relevance and algo-
rithms for efficient context matching and dissemination. The practical contribution
is provided as infrastructure support that processes context information and co-
ordinates context-driven adaptation. The following sections describe the followed
approach in further detail. They will situate the internationally published papers
upon which this thesis is based and highlight the novel contributions. The papers
themselves are included in the following chapter.

1.4.1 Context Modeling and Reasoning

To decrease the complexity of developing context-aware applications, the man-
agement of context information and other general-purpose knowledge associated
with the current situation and services is best delegated to a dedicated software
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entity (e.g. a library, toolkit, middleware, dedicated service in the network) that
provides context-aware applications the information they need in a timely fashion.
We therefore pursued an open context model for knowledge sharing on the Am-
bient Intelligence domain, with efficient reasoning mechanisms that fulfilled the
requirements outlined in Section 1.2.

An ontology-based semantic context model for adaptation of mobile
services. The Semantic Web has brought us specification languages and tools
to model context with ontologies. Ontologies provide a specification of a concep-
tualization [40] and are well known in the knowledge representation community
to model concepts and the relationships that hold among them. Many dedicated
and XML-based languages exist to model ontologies, but the best known language
is the Web Ontology Language (OWL) [49], a markup language for publishing
and sharing data using ontologies on the World Wide Web. The benefit of using
ontologies to model context is that their semantic interpretation is universally ac-
cepted and they have explicit support for reasoning with a formal foundation in
description logics (DL) to derive new knowledge and detect possible inconsisten-
cies. These benefits were the motivation to choose OWL ontologies as a starting
point to model context. The first paper in the next chapter (section 2.1) describes
the context ontology that was designed as part of the CoDAMoS project for this
purpose.

2.1 Towards an extensible context ontology for Ambient In-
telligence. Davy Preuveneers, Jan Van den Bergh, Dennis Wagelaar,
Andy Georges, Peter Rigole, Tim Clerckx, Yolande Berbers, Karin
Coninx, Viviane Jonckers, Koen De Bosschere. In Proceedings of the
Second European Symposium on Ambient Intelligence, EUSAI 2004,
pages 148-159, vol 3295, Lecture Notes of Computer Science, Springer,
November 2004, Eindhoven, Nederland

Figure 1.10 shows a graphical representation of a subset of the CoDAMoS context
ontology [65]. This context ontology was the first in its domain to model all in-
formation used to adapt and personalize a service to a device’s capabilities and
to user preferences. It includes properties such as the current location, the time
of day, user preferences and activities, available devices, services and resources in
the neighborhood, etc. The context model is enhanced with other domain spe-
cific ontologies that focus more on the various research challenges addressed by
the different partners in the CoDAMoS project, including context-driven service
discovery and adaptation, adaptable user interfaces, model-driven application gen-
eration, code mobility, performance modeling and estimation.

Context ambiguity. The main purpose of a context model is to simplify the
discovery and reuse of context information, enable context aggregation and dis-
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Figure 1.11: A relevant and irrelevant context vector in a 2D and 3D vector space
model

semination, and allow for reasoning with context to derive new information. When
context information is collected from various sources, managing the ambiguous na-
ture of context information will be crucial to select relevant information for the
tasks at hand. Ambiguity arises when multiple parties deliver different informa-
tion due to the diverse circumstances in which they operate. Given that sensed
context may have a low persistence, and that errors can occur due to sensor fail-
ures, network disconnections or communication and processing delays, the context
model should not only define the type of context information, but also include
quality of information attributes that can handle inaccurate, stale, unknown and
contradicting context information.

We have developed a vector space model that uses context quality parameters
to manage context ambiguity and to identity irrelevant context producers. This
model enhances the CoDAMoS context ontology and is based on several infor-
mation specific context quality parameters that contribute to the diminution of
information ambiguity:

1. Accuracy: Accuracy refers to the degree of veracity. It describes the close-
ness of the measured value to the actual true value, or the extent to which
the provided information is correct (e.g. 36.8 ◦C vs. 37.1 ◦C, or 99%).

2. Precision: This parameter is closely related to the accuracy parameter. It
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describes how detailed a measurement is stated (e.g. 36.9 ±0.1 ◦C ). Mea-
surements that are precise are not necessarily accurate, and vice versa.

3. Spatial coverage: This parameter defines the geographic scope of the in-
formation. For example, the temperature provided by an outside weather
station is less relevant for controlling the air conditioning in a building.

4. Timeliness: Timeliness refers to how current the provided information is
at the time of delivery. If not sufficiently up-to-date, the temperature infor-
mation may not be useful either for the task at hand.

5. Semantic interpretability: Some context producers may use semantically
related terms, e.g. ’Corridor’ and ’Hallway’. If these relationships are not un-
derstood, any relevant information specified in these terms will be neglected.

This vector space model allows to make the required criteria explicit to which
delivered context information should conform. Each dimension of this model rep-
resents a context quality parameter, and for each of these dimensions a boundary
for acceptable values is defined by the context consumer for the task at hand. To-
gether they form a multi-dimensional bounding box. Two examples are illustrated
in Figure 1.11.

The multi-dimensional bounding box is used in a backpropagation mechanism
to inform context providers in a large-scale and dynamic network about the usage
of their information. Intermediate nodes will decide where to forward the infor-
mation to based on feedback backpropagated by their peers. Our backpropagation
algorithm limits the information propagation in the network, possibly impeding
the context provider completely from disseminating unused information. A peer
in the network forwards context information to adjacent nodes, unless a criteria is
met (e.g. maximum number of hops or TTL is reached). Each forwarding peer re-
duces the hop counter, appends its UID to the message delivery chain, and marks
the message if the information is relevant for its purposes. Backpropagation to the
delivering peer is initiated whenever any of the following conditions arises:

• Irrelevant context: The peer in the network cannot use the context infor-
mation for its own purposes and the maximum number of hops is reached or
it has no other adjacent peers to forward to.

• Unused context: The context information is relevant along the delivery
chain, but is not used that frequently. Inform the forwarding peer or the
context provider to increase the transmission interval.

• Duplicate detection: The peer has already received the information from
another peer through a quicker trajectory. Stop sending the information
along this path.
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Algorithm 1 BackpropagateRelevance(in: fromPeer, contextMessage)
1: (messageRelevant, messageUnused, messageForwarded) = (false, false, false)
2: if (InFilterReceived(contextMessage.ID)) then
3: BackpropagateMessage(fromPeer, DUPLICATE, contextMessage.ID)
4: else
5: AddFilterReceived(fromPeer, contextMessage.ID)
6: if (InFilterRelevant(contextMessage)) then
7: messageRelevant = true
8: if (InFilterUnused(contextMessage)) then
9: messageUnused = true

10: LabelMessage(contextMessage, UNUSED)
11: else
12: LabelMessage(contextMessage, IRRELEVANT)
13: if (contextMessage.hopsLeft > 0) then
14: contextMessage.hopsLeft = contextMessage.hopsLeft - 1
15: for each Peer p in ForwardFilter(adjacentPeers, contextMessage.ID) do
16: messageForwarded = true
17: ForwardMessage(p, contextMessage)
18: if (not messageForwarded) then
19: if (not messageRelevant) then
20: BackpropagateMessage(fromPeer, IRRELEVANT, contextMessage.ID)
21: else if (messageUnused) then
22: BackpropagateMessage(fromPeer, UNUSED, contextMessage.ID)

Bloom filters [7] − compact data structures for testing whether an element is
part of a set − are used to check if the context information is invaluable for
its own purposes and for propagation to adjacent smart objects. Algorithm 1
describes the backpropagation for context information delivery. When a Duplicate
or Irrelevant backpropagation message is received, the peer adjusts its forwarding
filters. For an Unused message, the frequency of forwarding is reduced. The
receiving peer backpropagates the message further down to the source using the
labels in the message delivery chain. In [63], we discuss in more detail how this
vector space model is used to identity irrelevant context producers and to route
context information with feedback support in a network of context producers and
consumers.

Efficient context matching algorithms. Ontologies also have several draw-
backs when applied in an Ambient Intelligence setting. Ontological reasoning with
OWL-DL has serious performance issues. We therefore identified a concrete subset
of OWL-DL logical constructs and implemented efficient semantic matching algo-
rithms so that context reasoning can also be carried out on resource constrained
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devices without impairing application performance (we target for an overhead of
less than 10%). These contributions were published in:

2.6 Encoding Semantic Awareness in Resource-Constrained
Devices. Davy Preuveneers and Yolande Berbers. In IEEE Intelligent
Systems, volume 23, issue 2, pages 26-33, ISSN: 1541-1672, March-
April 2008

The importance of this contribution (see section 2.6) is the significant reduction of
memory and processor requirements for semantic matching with ontologies, while
maintaining many of their benefits. In brief, ontologies are compiled ahead-of-time
into an equivalent model that maintains the relationships between the classes and
the properties defined therein. After classification, the class and property hierar-
chies are encoded into a format that allows for efficient semantic matching. While
the ahead-of-time encoding may take a significant amount of time for ontologies
with more than 10000 classes and properties, it only needs to be done once, and
the semantic matching is several orders of magnitudes faster than many ontology
reasoners such as OWL Pellet, FaCT++ and RACER.

Context managing middleware. Context management and context-aware ser-
vice interoperability demands flexibility in the composition of the various context
managing components (acquisition, filtering, storage, conversion, reasoning, etc.)
and a seamless coordination between all of them to deliver the right context in-
formation and to adapt to the versatile requirements of each context-sensitive
application. A first iteration on this work resulted in a modular component-based
middleware that used the CoDAMoS context ontology. The middleware is de-
scribed in section 2.2 in more detail:

2.2 Adaptive context management using a component-based
approach. Davy Preuveneers, Yolande Berbers. In Proceedings of the
5th Ifip International Conference on Distributed Applications and In-
teroperable Systems, DAIS 2005, pages 14-26, vol 3543, Lecture Notes
of Computer Science, Springer, June 2005, Athens, Greece

Compared to other context managing systems, our middleware is able to dynami-
cally activate and deactivate context managing components on demand whenever
the applications require them, allowing the middleware to scale from resource lim-
ited sensor nodes up to high-end handheld devices and desktop systems. Given
that each context managing component semantically describes which contextual
concepts it can produce or transform, the middleware also takes care of composing
a chain of multiple components to derive the context information required by the
applications. The application then just has to describe its context aware behavior
by means of rules with contextual conditions. These rules are independent of the
components that will produce the required context information.
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In a second iteration of our middleware design, we focused on more complex
context reasoning problems that required the interaction of various context reason-
ers. For example, assume an application specifies an action in a rule with temporal
and spatial constraints as follows:

Turn on the heating if a sensor measures a temperature in the office
of less than 19 degrees Celsius between 8.00 AM and 6.00 PM, but only
if somebody is still at work.

These constraints cannot be solved by a semantic reasoner alone, and have to
pass through spatio-temporal reasoners using 1D or 2D interval arithmetic before
the rule engine can verify that a rule can be applied. The basic strategy is to
decompose rules into subparts that can be interpreted and solved by the different
reasoners. An event-based communication paradigm between the various context
managing components helps to coordinate the context processing flow. For exam-
ple, each time a sensor collects context information, it triggers a sensor event on
which other context managing components (such as a rule engine or other context
aggregators) can subscribe. In this example, a rule engine subscribes to Temper-
ature and Presence events and would pass on the context quality parameters of
these events to the spatio-temporal reasoners to decide whether to turn on the
heating or not. This work is described in more detail in a paper in the following
chapter (2.8 Context-Driven Migration and Diffusion of Pervasive Services on the
OSGi Framework), but the core contribution of this paper is described in the next
section.

1.4.2 Context-Driven Adaptation

We regard context-aware applications as a composition of distributed mobile ser-
vices and focus on a component-based software engineering methodology, not only
for the context managing components, but also for the context-aware services. The
main advantage of our approach is that applications have a hierarchical structure
of loosely-coupled building blocks with a strong separation of concerns, which is
ideal for building context-driven adaptive applications.

2.3 Automated context-driven composition of pervasive ser-
vices to alleviate non-functional concerns. Davy Preuveneers,
Yolande Berbers. In International Journal of Computing and Informa-
tion Sciences, ISSN: 1708-0479, vol. 3, number 2, pages 19-28, 2005.

Our approach treats adaptation within multiple layers, i.e. (1) adaptation of the
middleware that manages computational resources, provides the basic functions
to deploy and run applications and manage context, and (2) the composition or
behavior of user applications in order to accommodate to context changes such as
resource variability, changing environments, user preferences, etc. The rationale
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behind this approach is that applications should not care about how context infor-
mation is obtained (sensed, derived or cached). The number of (re)configurations
in each of these layers separately can be large and result in an exponentially grow-
ing number of combinatorial variants for adaptation of the whole system. The
research question that we address in the following paper is how correct and con-
sistent self-adaptation can be achieved for the overall system when each layer is
responsible for its own domain-specific adaptation.

2.4 Multi-dimensional Dependency and Conflict Resolution
for Self-adaptable Context-aware Systems. Davy Preuveneers
and Yolande Berbers In Proceedings of the International Conference
on Autonomic and Autonomous Systems (ICAS 2006), pages 36, IEEE
Computer Society, July 2006, Silicon Valley, California, USA.

In this work we identify several scenarios of how adaptation can go wrong and
present a multi-dimensional dependency and conflict resolution mechanism to find
a stable and consistent reconfiguration. Projection and intersection in a multi-
dimensional reconfiguration space are used to restrict the ways of how domain-
specific self-adaptation can be combined. Conflict resolution helps to maintain the
system integrity and usability by avoiding endlessly alternating self-adaptations
and reconfigurations leading the system into an unusable state. This research was
evaluated with use cases and prototype implementations that were demonstrated
at prominent conferences: Middleware 2005 [66] and Pervasive 2006 [67]. The
Pervasive demo 2006 is described in:

2.5 Context-aware adaptation for component-based pervasive
computing systems. Davy Preuveneers, Yves Vandewoude, Peter
Rigole, Dhouha Ayed and Yolande Berbers In Advances in Pervasive
Computing 2006, Adjunct Proceedings of the 4th International Con-
ference on Pervasive Computing, pages 125-128, May 2006, Dublin,
Ireland.

Another technical challenge of provisioning context-aware applications in mobile
ad hoc networks that we address in this thesis is mitigating the risk of disconnec-
tions that decrease the quality of service to the user. This following publication
explores live service mobility in pervasive computing environments as a possible
solution.

2.8 Context-Driven Migration and Diffusion of Pervasive Ser-
vices on the OSGi Framework. Davy Preuveneers and Yolande
Berbers. In International Journal of Autonomous and Adaptive Com-
munications Systems, volume 3, number 1, 2010 (to appear).

It goes a step further than ‘follow-me’ applications where an application is relo-
cated at runtime from one host to another depending on the user location. The
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novelty of this approach is that it focuses on context-aware service migration and
diffusion to multiple hosts to increase accessibility and expedite human interaction
with the service.

Use cases of context-aware applications. As part of the evaluation of this
research, we have also implemented use case scenarios that were realized on top
of the context models and middleware. A first use case focuses on context-aware
adaptation and was demonstrated at the Pervasive 2006 conference:

2.5 Context-aware adaptation for component-based pervasive
computing systems. Davy Preuveneers, Yves Vandewoude, Peter
Rigole, Dhouha Ayed and Yolande Berbers In Advances in Pervasive
Computing 2006, Adjunct Proceedings of the 4th International Con-
ference on Pervasive Computing, pages 125-128, May 2006, Dublin,
Ireland.

The second more extensive use case deals with mobile phones assisting diabetics
with health self-care and illustrates the feasibility and usability of our research.
Our context middleware greatly simplified implementing this use case by collecting
low-level location information, blood glucose sensor data and human input on food
intake, and comparing that information to find similar situations in the past and
predict future user actions and blood glucose levels.

2.7 Mobile Phones Assisting With Health Self-Care: a Di-
abetes Case Study. Davy Preuveneers and Yolande Berbers. In
Proceedings of the 10th International conference on Mobile Human
Computer Interaction, Netherlands, 2008.

1.4.3 Putting the Pieces Together

This thesis presents conceptual foundations for the modeling and efficient match-
ing of context information and semantically described applications, and a support-
ing middleware for context management that simplifies the task of implementing
context-aware behavior. We will use the following scenario (as described in section
2.5 - Context-aware adaptation for component-based pervasive computing systems)
to illustrate the integration of each of the contributions of our approach:

Mr. Smith is a sales representative of a large company and is attending a business
meeting where the economic analysis manager is presenting the results of a recent
survey administered by their company and where the participants are discussing
marketing strategies. All attendants can use a display to interact with the shared
whiteboard in the conference room. Mr. Smith has to leave the meeting early as he
is scheduled to visit a client to address some long-standing maintenance problems.
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Figure 1.12: A context-aware component-based conferencing client

During the trip, he would like to stay in touch with his colleagues and discuss the
proposals being presented. The conference room allows for broadcast meetings for
audience members who cannot contribute live to the meeting, but who are able to
watch and listen to the presentation remotely. They can interact during the meet-
ing using a chat application to send and respond to questions or to read the text
that the presenter enters. Upon detection that Mr. Smith is leaving, the conferenc-
ing client moves from his display in the conference room to his personal wireless
handheld device. As the I/O capabilities of a handheld are rather limited, some
parts of the conferencing client can later on move to other devices in order to save
the battery from draining, to provide a larger display, more bandwidth or process-
ing power whenever appropriate devices show up in the vicinity of Mr. Smith.

Figure 1.12 shows the component-based design of the conferencing client service.
Our CoDAMoS context ontology (see section 2.1 - Towards an extensible context
ontology for Ambient Intelligence) is used in the deployment descriptor of each
component to semantically describe the expected inputs and outputs, a classifica-
tion of the delivered functionality, the required resources and other dependencies.

We will illustrate how this works with a small example using the OSGi frame-
work as our runtime platform. Each component in OSGi (often called a bundle)
has a standard deployment descriptor that by default only specifies the interfaces
that the component provides or requires, as well as the Java code that imple-
ments these interfaces. In the following code snippet we see a partial description
of the Jabber Protocol component deployment descriptor (for more details see sec-
tion 2.3 - Automated context-driven composition of pervasive services to alleviate
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non-functional concerns). Beyond the component name, it specifies the class that
implements certain interfaces. We added a deployment section to specify deploy-
ment constraints that the default deployment descriptor cannot handle. In this
section we refer to an OWL ontology file (i.e. descriptor.owl) that declares various
requirements that need to be checked at runtime:

<?xml version=”1.0”?>
<component name=”jabber”>

<implementation class=”communication.impl.JabberChatClient” />
<service>

<provide interface=”communication.ChatClient” />
</service>
<deployment>

<require name=”resources1” class=”descriptor.owl#MemoryDependency” />
<require name=”software1” class=”descriptor.owl#JavaVMDependency” />
<require name=”hardware1” class=”descriptor.owl#DisplayDependency” />
<require name=”hardware2” class=”descriptor.owl#KeyboardDependency” />

</deployment>
</component>

Below is a fragment of the semantic deployment descriptor descriptor.owl. In this
example, we use our hardware ontology (that is part of our context ontology) to
specify a memory dependency by requiring the presense of a resource that is a
subclass of RAM with a property currAvailable with a value that is equal or above
98304 bytes. The other dependencies not listed here specify I/O requirements
(i.e. the presence of keyboard functionality and a display).

<owl:Class rdf:about=”#MemoryDependency”>
<rdfs:subClassOf rdf:resource=”http://www.cs.kuleuven.be/˜davy/ontologies/2008/01/

Hardware.owl#RAM” />
<rdfs:subClassOf>

<owl:Restriction>
<owl:onProperty rdf:resource=”http://www.cs.kuleuven.be/˜davy/ontologies/2008/01/

Hardware.owl#currAvailable” />
<owl:someValuesFrom rdf:resource=”>= 98304” />

</owl:Restriction>
</rdfs:subClassOf>

</owl:Class>

The service model semantically describes which components are mandatory and
optional, and also includes rule-based adaptation policies that describe how it
should adapt in certain circumstances (see section 2.4 - Multi-dimensional Depen-
dency and Conflict Resolution for Self-adaptable Context-aware Systems):

• if (#Display.size < 3¨) then relocate(’UserInterface’)

• if (#Video.fps < 15) then invoke(’MultimediaPlayer’, ’disableVideo()’)

• if (#Battery.load < 20%) then relocate(’MultimediaPlayer’) fail
stop(’MultimediaPlayer’)
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The semantic description of the service is stored with the components in a local or
online repository for easy deployment. All devices in the conference room − includ-
ing the displays and the handheld device − hold a description of their capabilities
(such as I/O peripherals and available resources) using the same context ontology.
They all run our context middleware (see section 2.2 - Adaptive context manage-
ment using a component-based approach) to share the information with the other
devices. The middleware also checks the deployment requirements specified in the
descriptor of a component. For example, if a component requires a Display and a
device offers a TouchScreen (i.e. a subclass), our efficient semantic matching algo-
rithm − integrated as a reasoner component into the middleware − verifies that
this deployment constraint is satisfied by comparing the numeric codes that have
been assigned to the Display and TouchScreen concepts by our ontology encoding
scheme (see section 2.6 - Encoding Semantic Awareness in Resource-Constrained
Devices).

To exploit changes in the environment, each device in the ad hoc network
advertises its capabilities and context to its peers using a semantically enhanced
service discovery protocol that uses the same encoding scheme. Each advertise-
ment holds static information (e.g. device specifications) as well as dynamic in-
formation (e.g. current resource availability, deployed components, current time
and location). When a peer receives such information, it forwards that informa-
tion to its other peers. The backpropagation algorithm mentioned earlier in the
introduction (see section 1.4.1) is used to optimize the information flow in the ad
hoc network by eliminating the delivery of duplicate and irrelevant information.
For example, if the conferencing client is running on the mobile handheld and
the battery has dropped below 20%, one of the above rules triggers an attempt
to relocate the MultimediaPlayer component. It uses the advertisements collected
from its peers and filters them with the context quality parameters mentioned ear-
lier (e.g. time and location of the advertisement) to verify which candidate hosts
are relevant for redeploying the MultimediaPlayer component in the current situ-
ation. When a candidate host is found, the component and its internal state are
migrated to the new host, otherwise the component is disabled. If more than one
host with adequate resources is available, the component is replicated to multiple
hosts. Synchronization of the state of the component between all the instances
on each host ensures a quick and smooth handover to another running instance
of the component whenever the remote connection to the previous instance is lost
while Mr. Smith is moving around (see section 2.8 - Context-Driven Migration and
Diffusion of Pervasive Services on the OSGi Framework).

1.5 Contributions

This thesis proposes the use of context models and programming abstractions in
conjunction with runtime support for context management that simplifies tasks
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such as context acquisition, processing, and dissemination, in order to simplify the
development of context-aware applications and services. The previous contribu-
tions on context modeling and management provide the foundation for our work on
how applications can use this context, which manifests itself in the form of runtime
support for context-driven application adaptation and semantic interoperability.
The main contributions are:

• Context modeling abstractions. A context model is proposed that
mainly focuses on semantic interoperability. We also define a set of context
relevance modeling abstractions to explicitly deal with context ambiguity,
the validity and quality of context information. We also present concepts
to define situations based on a composition of primitive context criteria to
yield support for more complex reusable situation definitions. These model-
ing abstractions are complemented with an efficient context model encoding
and matching scheme.

Selection of related publications:

1. Towards an extensible context ontology for Ambient Intelligence. Davy
Preuveneers, Jan Van den Bergh, Dennis Wagelaar, Andy Georges, Pe-
ter Rigole, Tim Clerckx, Yolande Berbers, Karin Coninx, Viviane Jon-
ckers, Koen De Bosschere. In Proceedings of the Second European
Symposium on Ambient Intelligence, EUSAI 2004, pages 148-159, vol
3295, Lecture Notes of Computer Science, Springer, November 2004,
Eindhoven, Nederland

[This paper is included in the following chapter as section 2.1]

2. Quality Extensions and Uncertainty Handling for Context Ontologies.
Davy Preuveneers and Yolande Berbers In Proceedings of Context and
Ontologies: Theory Practice and Applications, pages 62-64, August
2006, Riva del Garda, Italy.

3. Encoding Semantic Awareness in Resource-Constrained Devices. Davy
Preuveneers and Yolande Berbers In IEEE Intelligent Systems, volume
23, issue 2, pages 26-33, ISSN: 1541-1672, March-April 2008

[This paper is included in the following chapter as section 2.6]

4. Architectural Backpropagation Support for Managing Ambiguous Con-
text in Smart Environments. Davy Preuveneers and Yolande Berbers
In Proceedings of the HCI International Conference, July 2007, Beijing,
China.
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• Component-based adaptable middleware for context management.
We developed middleware support for context management that fulfills the
fundamental functions of context processing and sharing. Our component-
based context middleware can change the life-cycle of each of its components,
which allows the middleware to scale from sensor nodes with a lightweight
core and minimal features to multi-user platforms with all the features en-
abled.

Selection of related publications:

1. Adaptive context management using a component-based approach. Davy
Preuveneers, Yolande Berbers. In Proceedings of the 5th Ifip Interna-
tional Conference on Distributed Applications and Interoperable Sys-
tems, DAIS 2005, pages 14-26, vol 3543, Lecture Notes of Computer
Science, Springer, June 2005, Athens, Greece

[This paper is included in the following chapter as section 2.2]

2. Internet of Things: A Context-Awareness Perspective. Davy Preuve-
neers and Yolande Berbers Book chapter in ”The Internet Of Things:
From RFID to the Next-Generation Pervasive Networked Systems”,
edited by L. Yan et al. Auerbach Publications, Taylor & Francis Group,
USA, March, 2008

3. Context-Driven Migration and Diffusion of Pervasive Services on the
OSGi Framework. Davy Preuveneers and Yolande Berbers. In Interna-
tional Journal of Autonomous and Adaptive Communications Systems,
volume 3, number 1, 2010 (to appear).

[This paper is included in the following chapter as section 2.8]

• Context-driven application adaptation. We developed runtime support
with mechanisms to carry out context-driven adaptation of component-based
services and applications. These mechanisms focus on behavioral and struc-
tural adaptation within the service (internal adaptation) as well as providing
life-cycle support for collaborating distributed services (external adaptation).

Selection of related publications:

1. Context-Aware Adaptation in an Ecology of Applications. Davy Preuve-
neers, Koen Victor, Yves Vanrompay, Peter Rigole, Manuele Kirsch
Pinheiro and Yolande Berbers. Book chapter in Context-Aware Mobile
and Ubiquitous Computing for Enhanced Usability: Adaptive Tech-
nologies and Applications, edited by D. Stojanovic, IGI Global, 2009.
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2. Towards Context-Aware and Resource-Driven Self-Adaptation for Mo-
bile Handheld Applications. Davy Preuveneers and Yolande Berbers.
In Proceedings of the 2007 ACM Symposium on Applied Computing,
March 2007, Seoul, Korea.

3. Multi-dimensional Dependency and Conflict Resolution for Self-adaptable
Context-aware Systems. Davy Preuveneers and Yolande Berbers. In
Proceedings of the International Conference on Autonomic and Au-
tonomous Systems (ICAS 2006), pages 36, IEEE Computer Society,
July 2006, Silicon Valley, California, USA.

[This paper is included in the following chapter as section 2.4]

4. Automated context-driven composition of pervasive services to allevi-
ate non-functional concerns. Davy Preuveneers, Yolande Berbers. In
International Journal of Computing and Information Sciences, ISSN:
1708-0479, vol. 3, number 2, pages 19-28, 2005.

[This paper is included in the following chapter as section 2.3]

• Ad hoc context-aware application collaborations. To support coop-
eration between distributed services, we have developed a layered service
model where each of the layers provides more details about the service. The
layered approach is motivated by the different steps in the life cycle of a
service, with one layer modeling properties relevant for discovery, a second
layer providing details about deployment constraints, and a third layer pro-
viding details about adaptation capabilities.

Selection of related publications:

1. [Best paper award] Pervasive Services on the Move: Smart Service
Diffusion on the OSGi Frameworks. Davy Preuveneers and Yolande
Berbers. In Proceedings of the 5th International Conference of Ubiqui-
tous Intelligence and Computing, June 2008, Oslo, Norway.

2. EASY: Efficient SemAntic Service DiscoverY in Pervasive Computing
Environments with QoS and Context Support. Sonia Ben Mokhtar,
Davy Preuveneers, Nikolaos Georgantas, Valerie Issarny and Yolande
Berbers In Journal Of System and Software, volume 81, issue 5, pages
785-808, May 2008

3. Semantic and syntactic modeling of component-based services for con-
text-aware pervasive systems using OWL-s. Davy Preuveneers, Yolande
Berbers. In Proceedings of the 1st International Workshop on Managing
Context Information in Mobile and Pervasive Environments, MCMP
2005, pages 30-39, May 2005, Ayia Napa, Cyprus
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4. Adaptive context mediation in dynamic and large scale vehicular net-
works using relevance backpropagation. Ansar-Ul-Haque Yasar, Davy
Preuveneers and Yolande Berbers. In Proceedings of the SAMnet work-
shop at Mobility 2008, Taiwan, 2008.

5. Suitability of existing service discovery protocols for mobile users in an
ambient intelligence environment. Davy Preuveneers, Yolande Berbers.
In Proceedings of the International Conference on Pervasive Comput-
ing and Communications, PCC-04, pages 760-764, CSREA Press, June
2004, Las Vegas, U.S.A

• Use cases and validation We have validated our research on various ap-
plications and real world test cases that illustrate the effectiveness of our
approach for context-aware application behavior.

Selection of related publications:

1. Mobile Phones Assisting With Health Self-Care: a Diabetes Case Study.
Davy Preuveneers and Yolande Berbers. In Proceedings of the 10th In-
ternational conference on Mobile Human Computer Interaction, Nether-
lands, 2008.

[This paper is included in the following chapter as section 2.7]

2. Context-aware adaptation for component-based pervasive computing
systems. Davy Preuveneers, Yves Vandewoude, Peter Rigole, Dhouha
Ayed and Yolande Berbers. In Advances in Pervasive Computing 2006,
Adjunct Proceedings of the 4th International Conference on Pervasive
Computing, pages 125-128, May 2006, Dublin, Ireland.

[This paper is included in the following chapter as section 2.5]

3. Towards Context-Aware and Resource-Driven Self-Adaptation for Mo-
bile Handheld Applications. Davy Preuveneers and Yolande Berbers.
In Proceedings of the 2007 ACM Symposium on Applied Computing,
March 2007, Seoul, Korea.

4. Middleware support for component-based ubiquitous and mobile com-
puting applications. Davy Preuveneers, Peter Rigole, Yves Vande-
woude, Yolande Berbers. In ACM/IFIP/USENIX 6th International
Middleware Conference Workshop Proceedings, Demonstrations Ex-
tended abstracts, pages 1-4, cd-rom, November 2005, Grenoble, France.
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1.6 Structure of the Text

The remainder of this thesis is organized into the following chapters.

Chapter 2: Selection of Published Papers and Articles

In Chapter 2, we present the following selection of internationally published papers
and articles:

1. Towards an extensible context ontology for Ambient Intelligence.
Davy Preuveneers, Jan Van den Bergh, Dennis Wagelaar, Andy Georges, Pe-
ter Rigole, Tim Clerckx, Yolande Berbers, Karin Coninx, Viviane Jonckers,
Koen De Bosschere. In Proceedings of the Second European Symposium on
Ambient Intelligence, EUSAI 2004, pages 148-159, vol 3295, Lecture Notes
of Computer Science, Springer, November 2004, Eindhoven, Nederland

2. Adaptive context management using a component-based approach.
Davy Preuveneers, Yolande Berbers. In Proceedings of the 5th Ifip Interna-
tional Conference on Distributed Applications and Interoperable Systems,
DAIS 2005, pages 14-26, vol 3543, Lecture Notes of Computer Science,
Springer, June 2005, Athens, Greece

3. Automated context-driven composition of pervasive services to al-
leviate non-functional concerns. Davy Preuveneers, Yolande Berbers.
In International Journal of Computing and Information Sciences, ISSN: 1708-
0479, vol. 3, number 2, pages 19-28, 2005.

4. Multi-dimensional Dependency and Conflict Resolution for Self-
adaptable Context-aware Systems. Davy Preuveneers and Yolande
Berbers In Proceedings of the International Conference on Autonomic and
Autonomous Systems (ICAS 2006), pages 36, IEEE Computer Society, July
2006, Silicon Valley, California, USA.

5. Context-aware adaptation for component-based pervasive comput-
ing systems Davy Preuveneers, Yves Vandewoude, Peter Rigole, Dhouha
Ayed and Yolande Berbers In Advances in Pervasive Computing 2006, Ad-
junct Proceedings of the 4th International Conference on Pervasive Comput-
ing, pages 125-128, May 2006, Dublin, Ireland.

6. Encoding Semantic Awareness in Resource-Constrained Devices.
Davy Preuveneers and Yolande Berbers. In IEEE Intelligent Systems, vol-
ume 23, issue 2, pages 26-33, ISSN: 1541-1672, March-April 2008

7. Mobile Phones Assisting With Health Self-Care: a Diabetes Case
Study. Davy Preuveneers and Yolande Berbers. In Proceedings of the 10th
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International conference on Mobile Human Computer Interaction, Nether-
lands, 2008.

8. Context-Driven Migration and Diffusion of Pervasive Services on
the OSGi Framework. Davy Preuveneers and Yolande Berbers. In In-
ternational Journal of Autonomous and Adaptive Communications Systems,
volume 3, number 1, 2010 (to appear).

Chapter 3: Conclusions and Future Work

Chapter 3 summarizes the conclusions of the work presented in this thesis as well
as our main contributions, and offers directions for future research.
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Chapter 2

Selection of Published
Papers and Articles

This thesis collects the following list of internationally published papers and arti-
cles:

1. Towards an Extensible Context Ontology for Ambient Intelligence

2. Adaptive Context Management Using a Component Based Approach

3. Automated Context-Driven Composition of Pervasive Services to Alleviate
Non-Functional Concerns

4. Multi-Dimensional Dependency and Conflict Resolution for Self-Adaptable
Context-Aware Systems

5. Context-Aware Adaptation for Component-Based Pervasive Computing Sys-
tems

6. Encoding Semantic Awareness in Resource-Constrained Devices

7. Mobile Phones Assisting With Health Self-Care: a Diabetes Case Study

8. Context-Driven Migration and Diffusion of Pervasive Services on the OSGi
Framework
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2.1 Towards an Extensible Context Ontology for
Ambient Intelligence

Authors: Davy Preuveneers, Jan Van den Bergh, Dennis Wagelaar, Andy Georges,
Peter Rigole, Tim Clerckx, Yolande Berbers, Karin Coninx, Viviane Jonckers,
Koen De Bosschere.

Published in: Proceedings of the Second European Symposium on Ambient
Intelligence, EUSAI 2004, pages 148-159, vol 3295, Lecture Notes of Computer
Science, Springer, November 2004, Eindhoven, Nederland

Year: 2004

Contribution: In order to make use of context information in the different work
packages of the CoDAMoS project it was of the utmost importance to have a
general notion of context and how context has to be approached and modelled. In
this work all authors together proposed an integrated upper ontology that can be
used as a framework to describe context information suitable for context-sensitive
applications.

Our contribution in this work deals with the modeling of context informa-
tion that is relevant to semantically describe the characteristics of an application.
This includes general profile information, deployment constraints and dependen-
cies and other information that should be part of the application descriptor in
order to support context-driven discovery, composition and runtime adaptation of
component-based applications. It adapts and extends OWL-S for this purpose.

The contribution of the co-authors focuses on how this context ontology can
be used for generating context-driven user interfaces (EDM, Limburgs Universitair
Centrum - now Universiteit Hasselt), model driven application generation (SSEL,
Vrije Universiteit Brussel) and Java byte code performance modeling (PARIS,
Universiteit Gent).
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Abstract

To realise an Ambient Intelligence environment, it is paramount that
applications can dispose of information about the context in which they op-
erate, preferably in a very general manner. For this purpose various types of
information should be assembled to form a representation of the context of
the device on which aforementioned applications run. To allow interoperabil-
ity in an Ambient Intelligence environment, it is necessary that the context
terminology is commonly understood by all participating devices. In this
paper we propose an adaptable and extensible context ontology for creating
context-aware computing infrastructures, ranging from small embedded de-
vices to high-end service platforms. The ontology has been designed to solve
several key challenges in Ambient Intelligence, such as application adapta-
tion, automatic code generation and code mobility, and generation of device
specific user interfaces.
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1 Introduction

Small portable devices, such as PDAs and mobile phones, are becoming more
widespread. As a consequence, people are expecting the functionalities provided
by these devices to increase. GSMs with a quite extensive amount of organizer
software, games and multimedia services are no exception, rather they are rapidly
becoming a default asset in everyone’s life. As devices grow more powerful, with
respect to computing power and autonomy, we expect the software on such em-
bedded devices to become more advanced too. Additionally, at home and at work,
embedded systems start getting a foothold. Home automation systems for ex-
ample are no longer the rare expensive gadgets they used to be. Observing these
trends, the IST Advisory Group (ISTAG) [1] has concluded that within a few years,
real Ambient Intelligence (AmI) environments will emerge. In such environments,
devices will communicate and interact independently, without immediate user in-
teraction. The devices will make decisions based on a variety of factors, including
user preferences and the presence of other users in the near neighbourhood.

To accomplish this, devices need to be aware of contextual information within
their environment. In order to sort out any information that may characterize the
situation of a person or a computing device, it is a must to structure the large
amount of data so that synthesizing of valuable information from varying sources
is possible. The resulting structured data is called the context of the device. The
context thus describes all the relevant information to allow software on a device
to semi-automatically interact in a well-defined way with its environment. The
context model proposed in this paper will be used in the CoDAMoS project [2]
to solve several key challenges in the area of Ambient Intelligence by supporting
context-driven adaptation of mobile services.

A short overview of the context requirements to support an Ambient Intelli-
gence environment is given in section 2. In section 3 we describe related work
on the modeling of context and their shortcomings. We then present our context
ontology proposal in section 4 and end this paper with a conclusion and future
work in section 5.

2 Requirements for Ambient Intelligence

The aim of AmI computing infrastructures is to provide intelligent services to the
user by targeting software towards a specific context before delivery, and adapting
it to a changing context after delivery. More specifically, it will require integra-
tion of state-of-the-art concepts within several computer science research domains,
such as application adaptation, code mobility in nomadic environments, automatic
code generation and context-aware user interfaces. Therefore, detailed context in-
formation should be provided to be able to accomplish these objectives, resulting
in the following requirements for a basic context model:
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R.1 Application adaptivity: With dynamic environments and changing con-
texts in mind, it is important that applications support some degree of adap-
tivity. Hence, up-to-date information about the user, available services and
host platforms, network connectivity, time, location and other sensed data
should be included in the context model to assist appropriate application
adaptation.

R.2 Resource awareness: As resources on embedded devices are sometimes too
limited to run certain services, sufficient information about maximum and
currently available resources, such as processing power, memory, battery
life time and bandwidth, is needed to consider service adaptation or service
relocation for lowering resource usage.

R.3 Mobile services: When the location of a user changes over time, whole
services or parts thereof must be able to migrate almost instantaneously.
Therefore, detailed information about the execution platform should allow
autonomous migration when, for example, compatible virtual machines exist
on two different platforms.

R.4 Semantic service discovery: Semantic discovery based on context infor-
mation enhances key-value based matching protocols by automatically in-
corporating search criteria that are relevant for the current user or device.

R.5 Code generation: By specifying the operating system, drivers, software li-
braries and virtual machines on an embedded device, code generation can
be used to generate a dedicated implementation of a high-level service spec-
ification to broaden the range of devices on which services can be deployed.

R.6 Context-aware user interfaces: Services at the end-user side that have to
work within tight resource boundaries on mobile devices need user interfaces
that are adapted to their context of use. User interfaces can further adapt
dynamically if the context changes over time.

These requirements allow mobile services to be designed in a generic way, with
functional variations to be generated for a range of platforms, but also so that
they can adapt to context elements such as other services and resources available
in their context.

3 Related Work

Context-awareness is a hot research domain, with interesting topics such as context
modeling, formal context languages for specifying facts and interrelationships, and
infrastructure support for querying and reasoning on contextual information using
an inference engine.
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The Context Ontology Language (CoOL) [3] is an ontology-based context mod-
eling approach, which uses the Aspect-Scale-Context (ASC) model where each as-
pect (e.g. spatial distance) can have several scales (e.g. kilometer scale or mile
scale) to express some context information (e.g. 20). Mapping functions exist
to convert context information from one scale to another. CoOL is very useful
for describing concepts with an inherent metric ordering such as in requirement
R.2, though less practical for expressing scales for aspects as in requirement R.1.
Chen et al. [4] propose a context broker architecture (CoBrA) using an ontology
to describe persons, places and intentions. Less emphasis is put on the notion of
services and related aspects, such as user interfaces and mobile devices on which
these services are deployed, needed to fulfill the above requirements. Gu et al. [5]
present a service-oriented context-aware middleware (SOCAM) based on a con-
text model with person, location, activity and computational entity (such as a
device, network, application, service, etc.) as basic context concepts. The notion
of mobile services seems to be beyond the scope of this context model. Henricksen
and Indulska [6] propose a context model that describes context based on several
types of facts (e.g. sensed, static and profiled) subject to constraints and quality
annotations.

Some general description frameworks for expressing context are the Resource
Description Framework (RDF) [7] and the Web Ontology Language (OWL) [8].
Other languages are built on top of these frameworks, but are more tailored to
describing context. These include the Composite Capability/Preference Profiles
(CC/PP) [9] and the User Agent Profiling Specification (UAProf) [10]. All have
been used to specify context. Korpipää et al. [11] use RDF to describe sensor and
derived sensor data on mobile devices. CC/PP was used by Indulska et al. [12],
but found to be too limited to describe complex context models. OWL, on the
other hand, allows the definition of more complex context models and is used in
several approaches [3, 4, 5].

4 Extensible Context Ontology

Considering the fast evolution in the hardware and software industry, it is impor-
tant that decisions made today regarding our context specification are adaptable
and extensible. Thus, we should remain as conservative as possible, keeping open
the options for change in our context model. We therefore opted to define a basic,
generic context ontology1. Ontologies provide classes of objects, relationships and
domain constraints on their properties. By mapping concepts in different ontolo-
gies, structured information can be shared. Hence, ontologies are good candidates
to express meaning within our context specification.

1The current implementation of our context ontology in OWL can be found at
www.cs.kuleuven.ac.be/cwis/research/distrinet/projects/CoDAMoS/ontology/
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user
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providesService* hasEnvironment

usesService*
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Figure 1: Context ontology overview

4.1 General Overview

We determined four main entities around which we built our ontology. These are
based around the most important aspects in context information, which are also,
sometimes partially, discussed in [13, 14, 15]:

User: The user plays an important role within Ambient Intelligence. The appli-
ances within its environment should adapt to the user, and not vice versa.
Important properties include a user’s profile, but also his preferences, mood
and current activity.

Environment: The environment in which the user interacts is an important as-
pect of the context specification. It consists of time and location information,
and environmental conditions, such as temperature and lighting.

Platform: This part is dedicated to the hardware and software description of
a specific device. This includes among other things specifications of the
processor, available memory and bandwidth, but also information about the
operating system and other available software libraries.

Service: Services provide specific functionality to the user. Specifying semantic
and syntactic information sustains easy service discovery and service inter-
action using a well-defined service interface.

Every device will contain its own context specification with a full description of
its provided services, while containing pointers to relevant information on devices
in its environment. An overview of the proposed context ontology2 is given in
figure 1.

2A (*) means a relationship with multiplicity of 1 or more.
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Figure 2: User ontology concepts

4.2 User

According to Dey [15], context information is only relevant if it influences a user’s
task. This is why the user should take a central place in the Ambient Intelligence
philosophy. Collecting information about his context enables applications and
services to improve the usability of appliances. By accomplishing requirements
R.1 and R.6, it is possible to adapt the application as well as the user interface
to the user’s preferences. In the ontology a distinction is made between a user’s
preference, such as a preference for using small fonts, and his profile, containing
facts such as gender, name and current employer. While the former may be subject
to the current situation, the latter remains more or less static.

When a user performs a task, this can be subdivided into several activities.
Clerckx et al. [16] show it is possible to link context information to a model de-
scribing the tasks a user can perform while using an application. The user fulfills
a certain role, e.g. the project manager who is heading off to work for a meeting
or the considerate father who picks up his children from school. Hence, people
have different roles, but also different moods, and their personal preferences may
depend on both issues. For example, consider the project manager, drowning in
work, who does not want to be disturbed unless for urgent matters. Figure 2 shows
the relevant user concepts and relationships.
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4.3 Environment

A user is not a singular entity in an ambient environment. He interacts through
various devices with his environment and with other people. This environment
continuously provides information that allows him to make well-informed decisions
or that can influence his behaviour. However, the diversity of entities that can be
sensed or measured is enormous, if not infinite. It is therefore useless to try to
describe everything within the surroundings of a user or a device. As user mobility
is a key aspect within Ambient Intelligence, important concepts in this part of the
context specification to meet requirements R.1 and R.3 include: location, time
and some environmental conditions. For example, due to some cloudy weather
and heavy rain outside, the home automation system might decide to turn on the
lights. Of course, this is not needed in the middle of the night or if nobody is at
home. Figure 3 gives an overview of the ontology concepts and relationships for
the environment.

platform

environment

location
environmental

condition

temperature

pressure

humidity

lighting

noise

address

absoluterelative

isa

isa

isa

hasEnvironment

isRelativeTo*
time

hasLocation*

hasTime*

hasEnvironmentalCondition*

Figure 3: Environment ontology concepts

Another issue is that this information might be sensed by varying sources with
different accuracies, with possibly conflicting measurements. It is very important
that we are reasonably confident about the accuracy of the derived information
within the context specification. Note that the environment is not directly related
to the user, but rather through the used platform: The environment is always
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sensed through a device. By explicitly specifying this, it is possible to reason
about several properties of the sensed environment that require knowledge of the
measuring device, e.g. accuracy.

4.4 Platform

The platform section of the ontology provides a description of (i) the software
that is available on the device for the user or other services to interact with, and
(ii), the hardware which specifies the resources of the device. Since the presence
of certain hardware and software elements in devices can vary, only the relevant
entries of the context specification are filled in. An overview of this part of the
context specification is shown in Figure 4.
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Figure 4: Platform ontology concepts

4.4.1 The software installed on the device

The available software on a device is specified for the following reasons: (i) a
service may require certain functionality to run, thus before deployment the ser-
vice provider should be able to check for the presence of said functionality, and
(ii) automated service builders must know for which software platform they are
generating code. Hereby, we fulfill requirements R.3 and R.5.

Software that is available on the device can be described by the following
required parameters, or properties in the context specification:

Name: The software component name, e.g. Java Media Framework.
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Edition: The software edition, if applicable, e.g. Enterprise Edition.

Version: The software version, e.g. 2.11.

While we will in general generate code [17] for a high-level API, such as the Java
API, it sometimes may be necessary to drop to a lower level, such as the operating
system or C-library. Therefore, we define the various software components, ranging
from the lowest level to the high-level API’s. By specifying an exact edition or
version of the software components, we can generate code that is optimised for
usage with these components.

Operating system: When code is generated for this level, it is necessary for
the code generator to know about the API offered by the operating system
(system calls) and e.g. the C-library (if any) present on the system. Examples
are Windows CE 3.0 and Linux-2.4.19/glibc-2.3.2.

Virtual machine: If a virtual machine is present, the code generator should know
what type of machine-independent representation the machine accepts and
what API is offered by it. Examples are J2EE [18], J2ME [19] and .NET [20].
We also need to know the vendor and version of virtual machines. We have
shown in [21] that the JVM can have a significant influence on the execution
behaviour of a workload (JVM + application + input), especially for short
or small applications.

Middleware: Besides the operating systems and virtual machines that are present,
additional ‘middleware’ packages and libraries may have been installed as
well, e.g. a CORBA broker [22].

Rendering Engine: This forms the backend for rendering a user interface on the
particular device supporting at least one modality. Examples are QT, Java
Swing and Windows Forms.

4.4.2 The hardware of the device

For software deployment purposes, it is important that the context specifies the
hardware in the device, such as the CPU type and properties, the available mem-
ory, networking capabilities, etc.

If one wants to deploy a piece of software, obviously it should fit on the device,
both statically, and dynamically (at runtime). Furthermore, for e.g. multi-media
applications, it is important that deadlines can be met. Consider for example the
decoding of a video sample. The user wants smooth rendering of the video-frames,
making it necessary to decode each frame in time. Thus, if the performance of the
video decoding software is too low, these deadlines will not be met.

We distiguish five hardware resources that should be described in the context
to accomplish requirements R.1, R.2, R.3 and R.5 for the device to support service
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mobility or service profiling: (i) the CPU, (ii) storage (permanent), (iii) memory
(volatile), (iv) power, and (v) network capabilities. Each of these have several
properties that are important for code-generation and for subsequent performance
estimation. For the latter, we should know e.g. the cache and TLB size, the branch
predictor used, etc., as they are used in the performance model we are developing.
This model is needed to see if the generated code can actually run on the device,
or if a simpler version should be instantiated.

4.5 Services

In several computer science domains the concept of services refers to a computa-
tional entity that offers a particular functionality to a possibly networked envi-
ronment. Typical examples of where this term is used are in the domains of web
services, telematics, residential gateways and mobile services. Although the pre-
vious domains target different users, they all have in common that these services
are deployed to offer users a certain functionality using a well-defined interface,
hereby providing a comfortable way for a user to achieve his goals. Our research is
focussed on how services can dynamically interact and be aware of and be adapted
to the current context, while keeping certain QoS aspects in mind. A user should
be able to discover services in his environment and invoke them without too much
hassle. This research involves requirements R.1, R.2 and R.3. These services
might be composed of other existing services and be adapted to personal prefer-
ences and to the device on which it is being employed. Hence service descriptions
should be detailed enough to make this possible.

In figure 5 we give an overview of the main concepts regarding services. Typi-
cally, a user wants to employ a service to accomplish a specific task. He therefore
interacts with some I/O device (a touchscreen, keyboard, voice recognition, etc.).
Services will generally be implemented using software modules being provided on
a device. Hence, each platform can host several services and/or employ several
remote services in the neighbourhood when the necessary network infrastructure
is present.

The level of detail at which services are described in the context specification of
a device, depends on where these services are hosted. Each device is responsible for
having a full description of its own services, including how it can be interfaced by
other services. A high-level description of the services in its neighbourhood is more
than adequate enough for doing service discovery using the context specification
of the device to see if we are interested in a service and would like to receive more
detailed information about it. Information about required protocols and message
formats can be negotiated later on if necessary, hence keeping bandwith usage to
a minimum by only sending required information.

We therefore provide a multi-level service description, by extending our con-
text ontology with a service ontology called OWL-s [23]. Although this ontology
is tailored to web services and the semantic web [24], it also provides a rich and
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standardized framework to describe services in general. The Semantic Web com-
munity, using the OWL-s ontology specification, addresses the problem of having
a lack of semantics within WSDL [25] service descriptions by adding a semantic
layer based on the following concepts:

Service profile: It provides a human readable description of the functionality
of the service by specifying its inputs and outputs, information about the
service provider, a quality rating and other attributes that can be used for
service discovery.

Service model: It describes what happens when the service is carried out, by giv-
ing more detailed information about the control-flow and data-flow involved
in using the service so that the user or agent could perform an in-depth
analysis of whether the service meets its needs.

Service grounding: The service grounding deals with implementation details by
specifying a communication protocol, message formats, other service specific
details.

5 Conclusion and Future Work

The necessity of ontologies for the establishment of context-aware pervasive com-
puting systems is broadly acknowledged. In this paper, we presented a basic,
generic ontology for the description of context information.

The ontology is currently expressed in OWL, but could also be expressed in
other ontology languages. It consists of four basic context entities: (i) user, the
central concept in context-aware computing, (ii) environment, the description of
relevant aspects of the user’s surroundings , (iii) platform, the hardware and soft-
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ware of the device or devices through which a user interacts with the application
or services and (iv) service, functionality offered in the user’s environment.

Based on the gained experience and the feedback of industrial partners the
context ontology will be further refined. Extensions, inevitable for the realization
of concrete case studies for the CoDAMoS project [2], and refinements will be
related to the presented basic ontology.

Further attention will be paid to how emerging standardized ontologies for
various aspects of context information will relate to the established ontology. When
needed for our research objectives or accomplishment of case studies, relations
between the ontologies will be specified to enhance our current ontology.
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Abstract

Context-awareness has become a necessity for adaptable intelligent ap-
plications and services. It is crucial for ubiquitous and pervasive computing
because the context of a user or device serves as the source of information
to adapt services. In this paper, we propose a modular context management
system that is able to collect, transform, reason on and use context infor-
mation to adapt services. By employing a component-based approach, we
enable our infrastructure not only to support context-aware adaptation of
services, but also to support adaptation of the context management system
itself at deployment time and at runtime. This self-adaptation is based upon
the service requirements and the current context of the device, such as the
current resource usage or other devices in the neighborhood, resulting in an
adaptive context management system for improved quality of service.

1 Introduction

Context-awareness [4] is considered to be the key challenge for making mobile
devices aware of the situation of their users and their environment. This research
area focuses on the management of context information in pervasive computing
environments [15] where people are surrounded by and interacting with many
unobtrusive networked devices. These devices offer personalized assistance by
adapting their applications’ intended functionalities to the current context of the
user and the device. This context information includes current location and time,
users’ activities and preferences, devices’ capabilities, and any information that
may characterize user-service interactions. Context representation has evolved
from simple key-value pairs [5] to more complex ontology models [17, 8, 3, 13] to
provide semantical uniformity and universal interchangeability.
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The context management system is the heart of a context-aware architecture
and processes instantiations of this context model. It is responsible for information
retrieval and dissemination, structured storage of context, transformation of and
reasoning on information, and the decision process to initiate certain actions. The
current trend towards context-aware architectures is explained by the growing need
for applications and services that are more sensitive to user requirements but less
dependent on user attention. Hence, a critical success factor of a context-aware
architecture in a mobile and ubiquitous computing environment is the support
available to adapt services to a broad range of hardware, such as PDAs, mobile
phones and smartphones. The underlying context management system must sup-
port flexibility as well. Otherwise, the context management system can consume
all resources and reduce the quality of service to the user. For this reason, we have
used components as modular building blocks for the design and deployment of the
adaptable services and for the underlying context management system.

A component-based development approach [18] is an ideal software engineer-
ing methodology for having flexible adaptation capabilities within applications to
optimize resource usage and to adapt to changing working conditions. Advantages
of using components include the possibility of live updating with better suited
components [19], negotiating and enforcing resource contracts [22], distributing
the execution and relocating component-based applications [14].

In section 2 we give a general overview of adaptation in our context-aware
architecture. In section 3 we describe how our context management system fits
within a component-based service-oriented platform. In section 4 we discuss our
component-based implementation and support for self-adaptation. The modular
composition manages the retrieval and dissemination of, the storage of, the rea-
soning on and the transformation of context information. In section 5 we evaluate
our system and discuss future work. Section 6 provides an overview of related
work. We end with conclusions in section 7.

2 Adaptation in a context-aware architecture

Both the services and the context management system are subject to adaptation
triggered by a changing context, as discussed in the following subsections.

2.1 Service adaptation

First of all, service adaptation before deployment of a service ensures that the
service is tailored to the capabilities of the device [21]. Secondly, service adapta-
tion can also be activated during the execution of a service. By way of example,
consider a video conferencing service that adapts to a reduced network bandwidth
by lowering the video frame rate or by disabling video altogether. Our context
management system initiates both deployment time and runtime adaptations by
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providing all the necessary information to activate the adaptations. Each service
specifies constraints that define working conditions that guarantee proper execu-
tion of (a subset of) the provided functions of the service. These constraints are
encapsulated by triggers. A context change causing certain constraints to be vio-
lated will then trigger the runtime adaptation of the service. A brief overview of
the component-based service model is given in section 3.

2.2 Context management self-adaptation

Our context management system itself is also subject to adaptation. Specific
components of the context management system can be eliminated if they are of
no use to any service. For example, a due shortage of storage capacity triggers the
context management to delete irrelevant context information to increase allocation
space. If context-aware service adaptation only depends on the current value of
local sensors, then the context storage can be eliminated altogether.

To not overcomplicate the self-adaptation of our context management system,
the adaptation is only triggered by changes in resources and service requirements.
This information is usually readily available and requires no intensive processing.

3 Context-awareness within a component-based
service platform

A context-aware service platform requires the interaction between a context man-
aging infrastructure and the services which offer personalized assistance through
context-based adaptation. In this section we briefly introduce our component-
based services and their interaction with the context management system.

In several computer science domains a service refers to a computational en-
tity that offers a particular functionality to a possibly networked environment.
Context-aware services in mobile computing also require support for user person-
alization, deployment on embedded systems, user mobility and service relocation.
To accomplish this, we apply a component-based development methodology. A
general overview of our component-based service is shown in Figure 1.

Components [18] provide the functional building blocks of a service and use
Component Ports as communication gateways to other components. Connectors
serve as the message channel between these ports. Contracts [22] define restrictions
or requirements on two or more components or ports. They are used, for exam-
ple, to limit or guarantee memory and network bandwidth availability or to define
timing constraints in order to guarantee a certain quality of service. The Context
Control Block is responsible for managing the context information. This Context
Control Block is largely shared by all services on the same device to eliminate the
need for duplication for all services. Only components with a service-specific func-
tion cannot be shared, such as those processing service-specific required accuracy
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Figure 1: Building blocks of a component-based service

of information. The Context Control Block which is the focus of the rest of this
paper is discussed in section 4.

A service is a wrapper around these entities with Service Ports as message
gateway proxies to internal Component Ports and three management interfaces:
the Service Information Interface to provide static semantic and syntactic infor-
mation about a service during service discovery, the Service Control Interface to
manage the launching, the relocating, the stopping and the uninstalling of a ser-
vice, and the Context Interface for the service-specific context interchange and
interaction with the Context Control Block, i.e. the context management system.
As shown in section 4, the Context Control Block in itself is also composed of
several subcomponents, each with a specific function.

4 Context management

Retrieving and using context information require a uniform and interchangeable
context representation. In the Context Toolkit [5], context is modeled as a set
of key-value pairs. The more structured approaches for modeling context that
have been proposed in the past use RDF [12], UAProf and CC/PP [11], and
CSCP [1]. Ontologies, which allow the definition of more complex context models,
have been used in several context modeling approaches [17, 8, 3]. For use in our
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context management system, we have designed a context ontology [13] based on the
concepts of User, Platform, Service and Environment. This ontology is specifically
targeted at context-driven adaptation of mobile services [6].

In the following subsections we discuss how an adaptable component-based
context infrastructure, i.e. the Context Control Block as previously mentioned in
section 3, is able to manage context information. Apart from managing context,
the strength of our component-based approach relies on the fact that components
with similar function but different runtime requirements can adapt the behavior
of the context management system. The following subsections treat respectively
a general overview of the context management system, context retrieval, context
storage and context manipulation. Where applicable, they discuss how alternative
and optional components can adapt the context management system to better
suite the needs of the context-aware services.

4.1 General overview of the context management system

The job of context management is performed by the Context Control Block. It
consists of three components, each with a specific duty: Context Retrieval, Context
Storage and Context Manipulation. See Figure 2 for a general overview.
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4.2 Context retrieval

This component gathers information from sensors or other providers on the sys-
tem itself or in the neighborhood. Several issues with respect to the source of
information and accuracy are discussed in the following subsections.

Sources of information We distinguish the following information providers:
Sensors: Information can be acquired by sensors attached to the device [16].
This low-level information is prone to measurement errors and can require trans-
formation into conceptually richer information before being usable.
User profiling: Another source of information is acquired through user profil-
ing. Based upon a history of previous user actions and input, a general profile
with user preferences can be determined. It is clear that this kind of information
is error prone and subject to change.
Third parties: Information can also be exchanged with other parties in the
neighborhood. This information can be raw sensor data or be derived by combin-
ing all kinds of information.

Properties of information The value of information is determined not only by
the information itself, but also by several information properties.
Accuracy: With sensors as information providers, it is easy to determine the
real value of sensed data, as the granularity of measurement and accuracy is usu-
ally provided by the manufacturer of the equipment. This is not guaranteed for
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user profiled information. By combining information, small errors can propagate
through the derivation chain and result in unusable information.
Reliability: Trust is important when a device is using information provided
by third parties. Well-known devices have already had many occasions to prove
their information to be accurate, whereas unknown devices have not had such an
opportunity. Trust in other devices is managed by comparing all answers which in-
fluences trust in a positive or negative way. Note that this is no guarantee against
hostile or malicious information providers.
Age: Information, which proved to be valuable before, can now be too old to be
useful. Therefore, information is labeled with a time stamp defining its age. If the
measuring or deriving of information takes too long, we can fall back on a previous
value, but only if that information is not too old.

Component-based information retrieval modeling An overview of all com-
ponents involved in context retrieval is given in Figure 3. We have several compo-
nents acting as information providers: Sensors, a User Profile and Third Parties.
The Information Requester is the initiator of all information requests. In general,
it monitors information that triggers service adaptations, such as changes in cur-
rent network bandwidth. It sends these requests to the Relevance Filter, which
forwards them to the information providers. Another function of the Relevance
Filter component is to filter out unwanted information which has been pushed into
the context management system by third parties. When several sources provide
similar information in response to a request, the Accuracy Comparator selects the
‘most reliable and accurate information’ and forwards it back to the Information
Requester. In Figure 3, a Clock also periodically sends a time signal and pushes
this information to a Timer component. The Timer uses this information to
enable configurable periodic signals. The Information Requester can then send a
request to the Timer to be periodically notified to allow interval-based information
monitoring.

Support for adaptation Depending on the processing capabilities of the device,
components can be reduced in complexity or even eliminated. For example, instead
of comparing and selecting on accuracy and reliability, we can replace the Accuracy
Comparator by another component that only retains the first answer in a set
of responses, with a possible reduction in accuracy of context information as a
result. In the event a service only relies on the sensors of the device as information
providers, then the Relevance Filter and Accuracy Comparator in Figure 3 can be
completely removed, which means that the sensors are connected directly to the
Information Requester.
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4.3 Context storing

A context repository ensures persistency of context information. It should save
only up-to-date and relevant information in a way that queries and information
updates can be handled efficiently without losing the semantics of the data.

Context representation Context representation involves two aspects: the in-
formation itself, for example ‘Age=23’, and how it relates to other concepts, for
example a person. The first aspect can be represented by a set of key-value at-
tributes. The second determines the semantic meaning of this information.

Our context management system stores context as an expandable knowledge
base of ontologies for semantic modeling of concepts and as a fact container with
key-value pairs providing instantiations of these concepts. Using a separate at-
tribute container simplifies querying the instantiations.

History of context information For monitoring services it is useful to not
only save the most recent value of a certain attribute, but to retain previously
received values as well. In this way, the history of information can be exploited,
for example by calculating the distance traveled by tracking the current location.
This is implemented by including a time stamp with each key-value attribute.

Managing outdated and redundant information As storage capacity is lim-
ited, not all information can be retained. The oldest information is purged first,
but the duration of relevance is not the same for all concepts. Therefore, we pro-
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ID Attribute Value Concept ID Time Stamp Last Used Usage Count

1 Name John ID74358 07:53am 11:52am 7

2 Age 53 ID69230 07:54am 10:16am 2

3 Location 50◦52’ N ID38031 02:37pm 02:37pm 119

4◦22’ E

4 Bandwidth 1112 kbps ID16789 02:38pm 02:41pm 37

5 *LIFETIME* 30 sec ID16789 - - -

Table 1: Example of an instantiation of the Fact Container

vide for each concept a lifetime during which it is still of value. If the information
is older than the given lifetime, it is garbage collected.

Redundancy is a more complicated problem of information overhead. Should
information be removed after it has been used to derive new information or should
it be retained for later use? Our solution stores for each fact the latest occasion
of when and how often it has been used. Rarely used and old information are the
first candidates for removal. However, storing extra properties about facts requires
storage space as well, and thus the advantages have to be thoroughly considered
before implementing the removal of old or redundant data.

Component-based context repository modeling The component-based repos-
itory is implemented as two different container components. See Figure 4 for an
overview. The Information Requester sends new facts to the Fact Container, which
holds instances of concepts from context ontologies. Two switches are used to en-
able and disable history preservation and usage tracking. When low on storage
capacity, another signal is used to trigger the garbage collection of old facts. If
one of the supplemental ontologies (i.e. not our base ontology [13], which serves
as a common ground), is no longer referred to by a key-value pair, then it can
be removed from the Ontology Container as well. An instantiation of the Fact
Container is given in Table 1. Properties with respect to accuracy and reliability
of information have been omitted for legibility reasons. In this fact table, the
measurement of the current bandwidth usage is specified to be valid for at most
30 seconds, after which it is removed from the fact table.

Support for adaptation Storage can be unnecessary or outsourced to a device
with more storage capacity. In the latter case, information requests have to be
sent to a third party by using the Context Interface of a service. There is no
requirement that all components have to execute on the same device.

4.4 Context manipulation

This part transforms and reasons on context information to provide suitable in-
formation for initiating the context-aware service adaptation.
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Context transformation Context transformation changes the way certain in-
formation is represented. For example, a temperature expressed in ◦C can be
transformed into ◦F using simple mathematical transformation rules. Classifi-
cation is another kind of transformation, where accuracy of information is given
up for the sake of more meaningful information. For example, the geographical
location specification in Table 1 using longitude and latitude coordinates can be re-
placed by the nearest major city, in this case Brussels, resulting in a better human
understanding of the location. Classification is more complex compared to the
mathematical equivalences as it requires extra information defining the categories
and a general distance function to select the category that fits best.

Context reasoning Context reasoning derives new information based on existing
facts and derivation rules. Whereas context transformation changes the way a
concept is expressed, context reasoning combines derivation rules and facts into
other facts which were only available implicitly. For example, a calendar service
with information on events combined with the current time allows to predict the
current location of a person. Initially, we investigated Racer and Jess as reasoning
tools, but due to technical integration issues we chose for the Jena 2 Ontology and
Reasoning subsystem [9] for context manipulation.
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Component Type Memory

Weather Sensor 6264 bytes
Clock Sensor 7024 bytes
Relevance Filter Retrieval 11232 bytes
Fact Container Storage 23484 bytes
Context Transformation Manipulation 123766 bytes
Context Reasoning Manipulation 1080944 bytes

Table 2: Memory requirements for deploying a specific component

Context-based decision making and adaptation The decision making on ser-
vice adaptation may require manipulation of context information. The adaptation
is initiated by several triggers that fire due to a change in context. The necessary
information is delivered by the context repository, or it is deduced after several
transformation and reasoning steps.

Component-based context manipulation A general overview of the context
manipulation is given in Figure 5. The Context Transformation component and
the Context Reasoning component are able to derive new facts by combining in-
formation from the Fact Container and the Ontology Container. These new facts
are stored again in the Fact Container. The Resource Monitor is responsible for
enabling garbage collection on the Fact Container when running low on storage
capacity. The Context Dissemination component is responsible for providing the
necessary information to the triggers (not shown in the figure) that activate service
adaptation. If certain necessary context information is not present or cannot be
derived, then the Context Dissemination component is also able to send a request
to third parties using the Context Interface. For example, by providing name and
address information as possible inputs, the Context Dissemination component can
send an information request to a Yellow Pages service that is able to provide
mobile phone contact information.

Support for adaptation The elimination of unnecessary transformation and
reasoning components results in increased storage space as the transformation
rules are no longer required. If, however, context transformation or reasoning is
required but is too resource intensive on the current device, then the necessary
facts, ontologies and reasoning can be delegated to a more powerful device.

5 Evaluation, current status and future work

The component-based management system has been implemented to a large extent
(user profiling is not yet supported) on top of Draco [20], an extensible runtime
system for components in Java designed to be run on advanced embedded de-
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vices. The base system supports extensions for component distribution [14], live
updates [19], contract monitoring and resource management [22] and provides a
unique test platform for validating the proposed concepts in a pervasive and ubiq-
uitous computing context.

Several information providers, the storage components, and the transformation
components are operational. A test case showed that the advantage of regaining
storage space by eliminating old information is minimal, as the resource require-
ments for the libraries responsible for reasoning on OWL ontologies are much
higher than the storage capacity needed for small scale services (> factor 100).
A small overview of the memory usage for the deployment of several components
just before their activation is given in Table 2. It demonstrates how much memory
can be saved when certain components are eliminated.

Future work will focus on the modeling of resource requirements for context
transformations and context derivations. This is useful if a user has a preference
for receiving a rough but quick response, or for receiving a more accurate answer
for which he is willing to wait a bit longer. This work will result in a better
validation of the component-based context management system, because in the
current system it is difficult to define an optimal deployment without having even
a rough estimate of the processing time for all context management activities.

6 Related work

Research on context-awareness has already been focusing on service adaptations
in the past. The CoBrA architecture [2] is a context broker that uses ontologies
and maintains a shared model of context on behalf of a community of agents,
services, and devices in a certain environment. It also provides privacy protection
for the users in the space by enforcing the policy rules that these users define. The
difference between this and our system is that CoBrA manages the context for all
computing entities in a certain environment, instead of each device managing its
own context. The advantage of our approach is that it provides better support for
mobility in ubiquitous and pervasive computing environments.

Efstratiou et al. [7] also propose a service platform with support for context-
aware service adaptation. The authors describe the architectural requirements
for adaptation control and coordination for mobile applications. In our paper,
we have not only shown how services can be adapted, but also how the driving
force behind adaptation, i.e. the context management system, can be adapted to
different working conditions, including support for distributed execution.

The M3 architecture [10] is an open component-based architecture for perva-
sive systems that supports context management and adaptation, and includes a
coordination language to coordinate system events. The context manager uses
RDF to describe devices and user context. The context manager of M3 does not
support context-based self-adaptation.
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7 Conclusions

This paper presents a component-based approach for managing context informa-
tion. The novel contribution is that the management system itself can be adapted
to a device’s capabilities or service requirements by enabling or disabling certain
components or specific properties of certain components.

A further advantage is that these components do not necessarily have to execute
on the same device. In the event of excessive storage or processing power demands,
the context management system can be distributed, if necessary by relocating
components to other devices.

Future work will focus on the modeling of resource requirements for the trans-
formation and reasoning components, so that processing time can be estimated and
an optimal deployment of context operations can be achieved to further increase
the quality of service of our context management system.
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Abstract

Service-oriented computing is a new emerging computing paradigm that
changes the way applications are designed, implemented and consumed in
a ubiquitous computing environment. In such environments computing is
pushed away from the traditional desktop to small embedded and networked
computing devices around us. However, developing mobile and pervasive
services for a broad range of systems with different capabilities and limita-
tions while ensuring its users a minimum quality of service is a daunting
task.

The core contribution of this paper is a context-driven composition in-
frastructure to create an instantiation of a pervasive service customized to
the preferences of the user and to the capabilities of his device. We imple-
ment services as a composition of components. This enables us to compose
a service implementation targeted at a specific device while still being able
to adapt it at run-time to respond to changing working conditions.

1 Introduction

The third wave of computing is slowly appearing: ubiquitous computing. This
new computing paradigm promises an augmented reality that changes the way
people interact with computers. It promises continuous human computer inter-
action with small embedded and networked computing systems around us that
provide 24/7 access to information and computational capabilities, and envisions
pushing computing away from the traditional desktop system [15].

When Weiser introduced the area of ubiquitous computing [29] in 1991, he put
forth a vision of a deployment of devices at varying scales, ranging from hand-
held personal digital assistants to larger shared devices providing the necessary
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infrastructure support. He also envisioned a new paradigm of interaction using
natural interfaces such as speech, video and sensor inputs, instead of traditional
keyboard and mouse, to facilitate communication between humans and computers.

This new way of interaction with computational devices introduces two im-
portant non-functional requirements with respect to the development of pervasive
services. The first requirement is that services should not be developed from
scratch to provide an optimal implementation for each device with different capa-
bilities and limitations. As such, the design and the deployment process of services
should offer the software engineer the necessary flexibility to target services to a
broad range of systems, ranging from personal hand-helds and smart phones to
larger set-top boxes. The second requirement is that applications and services
need to be less dependent on user-intervention and prevent users from being over-
whelmed with intrusive human computer interactions. Therefore, service-oriented
architectures must be able to gather information about the user and his physical
and digital environment to autonomously adapt the behavior of the provided ser-
vices according to the current context of the user and the device he is interacting
with. It are these two gaps that our infrastructure is trying to fill in.

To alleviate the first concern we employ a component-based software engi-
neering methodology [23] for building services to be consumed within ubiquitous
computing environments. Component-based software engineering is being recog-
nized as an important approach for software upgrade and dynamic reconfiguration
in dependable resource-constrained and embedded devices. As such, services are
a collection of inter-connected computational building blocks that offer a certain
functionality to a network of devices with varying capabilities. The second concern
with respect to customization of services is tackled by context-driven composition
of components and using context-awareness, including user preferences, to increase
the non-intrusiveness of pervasive services. The overall objective is to achieve au-
tomatic composition of customized pervasive services using components as build-
ing blocks by using contextual information [18] for dealing with the variability of
pervasive computing devices and user personalization.

In section 2 we discuss several non-functional concerns with respect to services
being targeted at ubiquitous computing environments and how a component-based
development methodology can be of help for designing and deploying pervasive
services. Section 3 discusses how context, including user preferences and resource
availability among other information, and components are formally specified in
OWL to support automated service composition for optimal deployment on a
specific device. The core ideas of automated context-driven composition of com-
ponents into services are directly illustrated in section 4 and build upon previous
work on context modeling [18], pervasive service specification [17] and context
management support [4]. In section 5 we evaluate our composition infrastructure.
Section 6 provides an overview of related work. We end with conclusions and
future work in section 7.
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2 Non-functional concerns of pervasive services

Pervasive services offer a certain functionality to nearby customers and are accessed
in an anytime-anywhere fashion, while being deployed on all kinds of devices.
The aspects of user mobility, personalization and context-awareness may activate
service adaptation and migration to other devices with different characteristics. In
this section we review several non-functional concerns with respect to ensuring that
all the requirements of the delivery and provision of the service to be consumed in
a mobile and pervasive setting are met.

These concerns have an impact on the design and the deployment of services
and often define deployment constraints that take the capabilities and limitations
of a device into account as well as any user requirements or preferences with respect
to the service.

2.1 Resource-awareness

In the ubiquitous computing setting, available services will approach the user on
detection of his presence, while the user wants to have the best deals. However, this
multi-user and multi-computer interaction causes a competition of resources on
shared devices. Therefore, resource-awareness about the maximum availability and
current usage of processing power, memory, network bandwidth, battery lifetime,
etc., is a prerequisite to guarantee a minimum quality of service.

Due to the black box nature of components, a component’s functional prop-
erties (interfaces and task description) as well as its non-functional properties
(resource requirements and adaptation policies) [30] can be specified more easily
to better support resource-awareness.

2.2 Mobility

User mobility is a corner stone of the society of tomorrow. Due to possible wireless
network disruptions, a user may wish to download and run a service locally. If, on
the other hand, the downloaded service does not run within the currently available
resources of the device, the user may wish to run the service on a remote more
powerful device in the vicinity of the user or to relocate (parts of) an already
running service. In both cases the mobile setting of the user triggers service
migration to other devices.

The encapsulation of the implementation of components and their message-
based interaction make it easy to relocate a component for distributed execution
of the service by instantiating the component elsewhere [19] and rerouting the
messages.
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Figure 1: A simple component-based application

2.3 Adaptation

In the face of highly dynamic environments, heterogeneous devices and their chang-
ing context, services will need to adapt to changing working conditions.

For stateless components, a component can be replaced with a similar com-
ponent at runtime as long as the syntax and semantics of the interfaces of a
component remain the same [28]. Other components may require state transfer
first.
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2.4 A simple component-based application

Our pervasive service design methodology makes use of the SEESCOA component
methodology [26] which is targeted at software development for embedded systems.
This implies that a pervasive service incorporates components and connectors to
fulfill its functional aspects. Components provide the functional building blocks of
a service and use Component Ports as communication gateways to other compo-
nents. Connectors serve as the message channel between these ports. Communi-
cation between component ports is managed by sending asynchronous Messages.
Contracts [30] define restrictions or requirements on two or more components or
ports, for example, to limit or guarantee memory availability or to define timing
constraints. Composite Components are prefabricated compositions of component
instances and act to the outside as regular components. Their component ports
are exported internal component ports.

The example in Figure 1 shows how three components, Number Generator,
Switch and Control Relay, are composed into a new composite component Pau-
sible Number Generator. The number generator repeatedly provides random
numbers with a user-defined frequency. If the Switch component is enabled, then
the numbers are shown on a screen by the Number Display component. The ran-
dom number generator interacts with the Scheduler component to get notified of
when to send out a new number. The user is able to interact with the applica-
tion by using the Interactive Shell component. It provides a prompt to send
messages to the application, for example, to pause and later continue the random
number generation by (de)activating the switch. These messages are intercepted
by the Control Relay component, which forwards the messages to the right com-
ponent. The Timing contract specifies timing constraints for sending messages
from the number generator to the switch to ensure that messages are delivered on
time, and is only shown here for demonstration purposes.

3 Integrating context-awareness into component-
based pervasive services

The example in Figure 1 is an extension of an even smaller application that does
not include the switch and control relay. In the latter case, the user is not able to
pause the random number generation.

The core of our contribution is that pervasive services are modeled by specify-
ing all components, including the optional components and that these components
are instantiated by selecting an appropriate implementation or bypassed depend-
ing on the current context of the device or any user requirements. The functional
specification of components and runtime support for their non-functional concerns
in component systems allow the programmer to design services in terms of com-
ponents and focus on program logic instead of deployment dependencies. With
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proper middleware support, the programmer does not need to implement resource
monitoring, decision making or adaptation of services to respond to changing work-
ing conditions.

Two prerequisites for context-aware composition of pervasive services are an
explicit model for specifying context and middleware that is able to gather and in-
terpret this contextual information. In the Context Toolkit [5], context is modeled
as a set of key-value pairs. The more structured approaches for modeling context
that have been proposed in the past use RDF [13], UAProf and CC/PP [12], and
CSCP [2]. Ontologies, which allow the definition of more complex context models,
have been used in several context modeling approaches [21, 9, 3].

We have designed a context ontology [18] in OWL based on the concepts of
User, Platform, Service and Environment. This ontology is specifically targeted
at context-driven adaptation of mobile services [6]. This context ontology is used
in our context management system which is discussed in [4]. The context manage-
ment system, which in itself is also component-based, provides all the necessary
information for context-based composition and adaptation of pervasive services.
Pervasive services in our methodology are more than just a collection of compo-
nents with specific responsibilities. In [17] we provide a more detailed specification
of pervasive services. In short, pervasive services act as normal composite compo-
nents but with the following extra dedicated ports:

• Service Information Interface: the Service Information Interface provides a
static description of the semantics and syntax of a service and its service
ports, and hence of how the service can be interfaced, so that other com-
ponents or services can discover and use the service. This information is
expressed in OWL-s [25]. This port is used to gather information about
resource requirements and adaptation policies.

• Service Control Interface: The Service Control Interface is a standard dedi-
cated interface for controlling a service. It allows the service to be (re)started,
updated, relocated, stopped and uninstalled. By making this an obligatory
interface, no knowledge about the other service ports is required for basic
service management. This port is used to alleviate the adaptation concern.

• Context Interface: The Context Interface is responsible for the sending and
receiving of the context information available at run-time when the service
is active. Among other things, it allows the service to be notified of new
resources, and to inform other services or devices about resources currently
in use by this service.

By modeling services as components, all aspects of composing components into a
services apply to services is well, which means that services can be combined to
form a new service.
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<owl:Class rdf:ID=”SimpleComponent”>
<rdfs:subClassOf>
<owl:Restriction>
<owl:minCardinality rdf:datatype=”&xsd;#int”>

1</owl:minCardinality>
<owl:onProperty>
<owl:ObjectProperty rdf:ID=”hasPort” />

</owl:onProperty>
</owl:Restriction>

</rdfs:subClassOf>
</owl:Class>

<owl:Class rdf:ID=”CompositeComponent”>
<rdfs:subClassOf rdf:resource=”#SimpleComponent” />
<rdfs:subClassOf>
<owl:Restriction>
<owl:minCardinality rdf:datatype=”&xsd;#int”>

1</owl:minCardinality>
<owl:onProperty>
<owl:ObjectProperty rdf:ID=”hasComponentInstance” />

</owl:onProperty>
</owl:Restriction>

</rdfs:subClassOf>
</owl:Class>

<owl:ObjectProperty rdf:about=”#hasComponentInstance”>
<rdfs:domain rdf:resource=”#CompositeComponent” />
<rdfs:range rdf:resource=”#ComponentInstance” />

</owl:ObjectProperty>

<owl:Class rdf:ID=”Port”>
<rdfs:subClassOf>
<owl:Restriction>
<owl:cardinality rdf:datatype=”&xsd;#int”>
1</owl:cardinality>
<owl:onProperty>
<owl:DatatypeProperty rdf:ID=”maxInstances” />

</owl:onProperty>
</owl:Restriction>

</rdfs:subClassOf>
</owl:Class>

<owl:Class rdf:ID=”PortGroup”>
<rdfs:subClassOf rdf:resource=”#Port” />

</owl:Class>

...

Figure 2: A meta-model specification of a component in OWL
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<profile:serviceParameter>
<compprofile:RequiredResources rdf:ID=”requiredMemory”>
<profile:sParameter>
<context:Memory>
<context:bytes>1048576</context:bytes>

</context:Memory>
</profile:sParameter>

</compprofile:RequiredResources>

</profile:serviceParameter>

Figure 3: Minimum memory requirement as ServiceParameter in OWL-s

The automated composition of our infrastructure requires that all components
are fully specified. We therefore created a component ontology in OWL which
serves as a meta-model of all the concepts of the SEESCOA methodology, spec-
ifying components, ports, messages, parameters, connectors, contracts, etc. as
an OWL Class, ObjectProperty or DatatypeProperty with cardinality restrictions
where appropriate. See Figure 2 for a partial meta-model specification of a com-
ponent in OWL 1. It allows the software engineer to validate component descrip-
tions by using a regular OWL validator [1] so that for automated composition
the infrastructure can rely on correctly specified components. As components are
self-contained and perhaps independently developed, we have to make sure that
messages sent out by one component port are well understood by the other com-
ponent port on the receiving part of the connector. We therefore also declare all
message types as concepts in another OWL file. This concept ontology is necessary
as messages are not restricted to primitive data types, such as strings and integers,
but can also include objects of any kind of which the inheritance properties can be
modeled in the concept ontology as well. The component and concept ontology al-
low us to make sure that alternative implementations of the same blueprint match
syntactically and semantically and that connected component ports exchange mes-
sages that are understood by both parties.

Context-awareness comes into play during the evaluation of the non-functional
properties of services and components. The service and each component separately
can specify minimum resource requirements, such as the minimum availability of
memory, processing power or network bandwidth. These resource requirements
are specified by extending the serviceParameter concept in OWL-s of which
an example is given in bold in Figure 3. In this example, a minimum memory
requirement for the service is specified, but it could have been any contextual
requirement with respect to concepts in our context ontology [18]. For example,
user preferences in a certain context with respect to a service could be taken into

1The complete OWL meta-model specification of a component can be found at http://www.

cs.kuleuven.ac.be/~davy/owl-s/Component.owl
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Figure 4: Internet Gateway Service and Communication Service

account to increase the non-intrusiveness of the service.
Our context-driven composition infrastructure instantiates a pervasive service

by connecting a selection of components such that all requirements hold. In the
next section, we will describe an example of a service with several optional com-
ponents that can be activated when possible. These optional components require
extra resources, and we therefore specify triggers to model QoS requirements and
to define adaptation policies.

4 Context-driven composition of pervasive ser-
vices

The core ideas of how our infrastructure supports automated context-driven com-
position of pervasive services are discussed in this section. The concepts of taking
into account the capabilities and limitations of a device, resource awareness and
user preferences in a specific context are illustrated by means of an example. We
also provide an outline of our algorithm to discuss the steps taken to deploy a
customized pervasive service and mention implementation details.

Consider the following scenario in a ubiquitous and mobile computing environ-
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ment where two friends, Jack and Jill, are having a conversation over the Internet:
“Jack is heading off to work and using public transport. He is using his ad-

vanced smartphone and a shared Internet gateway service on the train. Bandwidth
is equally shared by all passengers currently logged on to the Internet gateway ser-
vice. Jill is at home using her laptop with broadband Internet connection and has
no resource limitations.

The communication service both Jack and Jill downloaded on their device is
able to communicate using text messaging, speech and video, sorted by increasing
bandwidth requirements. The speech and video quality (high, medium and low)
depends on the compression, the frame rate and the frame size being used. These
parameters are chosen dynamically depending on the available bandwidth and pro-
cessing power on the smartphone or are defined as user preferences in a certain
context.”

4.1 The component-based model of the communication ser-
vice

See Figure 4 for a simplified overview of both services. We will now focus on the
Communication Service for which a composition will be auto-instantiated depend-
ing on the current context of the user and the communication device. The service
has the following components:

• Audio Encoder and Decoder : Adaptable and optional components for (de-)
compressing the audio stream with high, medium or low quality encoding.

• Video Filter : Optional components for reducing the video frame rate or
changing the frame size. See Figure 5 for an instantiation of the OWL
component meta-model. The component name and port names are in bold
for clarification purposes.

• Video Encoder and Decoder : Adaptable and optional components for (de-)
compressing the video stream with high, medium or low quality encoding.

• Controller : (de-)multiplexes text, speech and video, and sends/receives the
combined data stream.

The audio and video components in this service model are optional, and can
be activated when enough resources are available. These components can have
several implementations using different encoding schemes. Both parties would
have to agree which encoding schemes can be used on the two communication
devices. However, in this example one party, Jill, has no resource restrictions and
can instantiate any component she likes.
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<component:SimpleComponent rdf:ID=”FrameRateFilter”>
<component:hasPort rdf:resource=”#FrameRate”/>
<component:hasPort rdf:resource=”#VideoIn”/>
<component:hasPort rdf:resource=”#VideoOut”/>

<component:PortGroup rdf:ID=”FrameRate”>
<component:maxInstances rdf:datatype=”&xsd;#int”>

1
</component:maxInstances>
<component:hasMessage>
<component:InMessage rdf:ID=”SetFrameRate”>
<component:hasParameter>
<component:Parameter rdf:ID=”FramePerSec”>
<component:parameterType rdf:datatype=”&xsd;#anyURI”>

&xsd;#int
</component:parameterType>

</component:Parameter>
</component:hasParameter>

</component:InMessage>
</component:hasMessage>

</component:PortGroup>

<component:PortGroup rdf:ID=”VideoIn”>
<component:maxInstances rdf:datatype=”&xsd;#int”>

1
</component:maxInstances>
<component:hasMessage>
<component:InMessage rdf:ID=”NewFrame”>
<component:hasParameter>
<component:Parameter rdf:ID=”Frame”>
<component:parameterType rdf:datatype=”&xsd;#anyURI”>

&concepts;#VideoFrame
</component:parameterType>

</component:Parameter>
</component:hasParameter>

</component:InMessage>
</component:hasMessage>

</component:PortGroup>

<component:MulticastPort rdf:ID=”VideoOut” />
<!-- Similar to the video-in port -->

...

</component:SimpleComponent>

Figure 5: Instantiation of the OWL component meta-model for a video frame rate
filter component
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Component Optional User Processing Bandwidth

Preference Power
Text-based Messenger false - ≈ 50 MIPS > 0 bps

Audio Encoder/Decoder true High Quality ≈ 200 MIPS 64 kbps

Medium Quality 32 kbps

Low Quality 8 kbps

Video Encoder/Decoder true High Quality ≈ 800 MIPS 10:1 Reduction

Medium Quality 20:1 Reduction

Low Quality 30:1 Reduction

Frame Resizer true - ≈ 100 MIPS 4:1 Reduction

Frame Rate Filter true - ≈ 50 MIPS 2:1 Reduction

Table 1: Non-functional requirements and restrictions of the communication ser-
vice.

4.2 Resource requirements for deployment

The minimum resource requirements for the service, as shown in bold in Figure 3,
specify what is needed to have a text-based conversation. This kind of communi-
cation requires the least bandwidth and processing power. If more resources are
available, audio and video-based communication can be enabled as well. Informa-
tion about available resources is provided by our context management system [4].
In this example, the limiting factors are the processing capabilities of the smart
phone and the available bandwidth for each passenger. An overview of all re-
source requirements is given in Table 1. The total bandwidth requirements for
video streaming depend on the quality options and the use of other video filters.
The processing power requirements are only an estimate as a real device may have
hardware support for multimedia applications. Our prototype is implemented in
the Java language and makes use of other pure Java libraries. Therefore, the
system requirements are a lot higher to process audio and video on demand in
real-time.

4.3 User preferences in a certain context

A user may have a preference stating that during office hours the high quality
option for video encoding should be used. See Figure 6, the preference property
and value as well as the time and location conditions are marked in bold. Using this
contextual information, an appropriate service is instantiated that takes any user
preferences and the current available resources and the limitations and capabilities
of the device into account. For example, before deploying the communication
service on a PDA or smart phone, we check if the hardware has the necessary
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<context:UserPreference rdf:ID=”VideoEncoding1”>
<context:prefProperty rdf:resource=”#VideoQuality”/>
<context:prefValue rdf:resource=”&concepts;#High”/>
<context:prefCondition>
<context:Location>
<context:where rdf:resource=”&concepts;#Office”/>

</context:Location>
</context:prefCondition>
<context:prefCondition>
<context:Time>
<context:when rdf:resource=”&concepts;#NineToFive”/>

</context:Time>
</context:prefCondition>

</context:UserPreference>

Figure 6: User preference with respect to video encoding

support for video communication as, for example, not all devices have a camera
on-board.

4.4 Outline of the context-driven service composition pro-
cedure

The goal of our context-driven composition infrastructure is an automated instan-
tiation of a service targeted at the capabilities of a specific device that takes into
account any user preferences in a specific context. The whole algorithm is entirely
based on the processing of OWL and OWL-s specifications and consists of the
following steps.

1. Hardware Process the hardware description of the device to discover re-
source specifications, such as maximum available memory, processing power,
network bandwidth, etc., as well as support for user input and output, such
as microphone, camera, speaker, keyboard, display, sensors, etc. This is part
of the context specification of a device and is largely static information.

2. Resource awareness Request the current available resources from the con-
text management system. This is also part of the current context, but mostly
dynamic information achieved by monitoring the system.

3. Service requirements Check any I/O requirements of the service with the
I/O support of the device. Check if the minimal resource requirements can
be fulfilled. If deploying is not possible, then stop or propose to run the
service on another device in the neighborhood or relocate already running
services.
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4. User preferences Check for all preferences if the context of application
is fulfilled and if these preferences can be enforced given the available re-
sources. Checking if the context applies, may require some reasoning steps,
for example, to determine that geographical coordinates of a GPS system
point to a location known as our office.

5. Component selection Given the available resources, eliminate all optional
components which resource requirements are too demanding. For each oblig-
atory component, retrieve the resource requirements for all of its implemen-
tations.

6. Constraint solving Given the above resource constraints of the device and
the requirements for the obligatory components and user preferences, solve
the set of equations to find a minimal composition of component instances.
Cut down on the user preferences if no solution is found.

7. Adaptation policy Check which optional components can be enabled for
the preliminary minimal service instantiation from the previous step. Given
the available resources, these optional components can be enabled immedi-
ately, when enough resources are available or when the context changes and
other user preferences are to be applied.

For the multimedia components of the communication service, we made use
of the IBM Mpeg4 Java toolkit [11] and for the OWL parsing and reasoning the
Jena2 framework [10] is used. The necessary infrastructure support for instanti-
ating a customized service based on the service model was developed on top of
Draco [27], an extensible runtime system for components designed to be run on
embedded devices. It acts as a component container that instantiates components
and manages all connections between components. It has runtime support for
non-functional concerns, such as component distribution, live updates, contract
monitoring and resource management. This runtime environment with extensions
provides a unique test platform for validating the proposed service concepts in a
ubiquitous computing context.

5 Evaluation

The case study has shown that for varying hardware and resource descriptions the
implemented infrastructure is able to compose and instantiate a service while also
taking the user preferences into account. Another advantage is that composing
the service targeted at a specific device can also be carried out on a more powerful
device when composing the service, for example, on a personal hand-held would
take too long.
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Something that is currently not implemented is multi-party negotiation of
which components to instantiate as there can be dependencies between compo-
nent deployments on different devices. In the above example, there is no use in
instantiating a video encoding component on one device if the other party is not
able to process or show the video stream.

The two non-functional concerns with respect to resource-awareness and user-
preferences in a certain context are easily managed using a component-based
methodology if all aspects are fully specified. These aspects are specified by hand
in OWL using the Protégé [20] tool. We acknowledge that this is not a user friendly
way to declare user preferences.

However, not all non-functional aspects can be solved that easily using a
component-based software engineering methodology. For cross-cutting concerns,
such as security or logging, an aspect-oriented software development approach
(AOSD) can prove to be more useful. Security concerns, for example, relate to the
connection between components and may impose restrictions on how to customize
and adapt pervasive services, such as restricting the relocation of parts of a service
to another device to avoid interception of sensitive messages sent over a network.
The disadvantage of using AOSD techniques is that depending on the tools ap-
plied, such as AspectJ [24], the technology can be quite invasive while modifying
the component in such a way that other non-functional concerns, such as resource
requirements, are no longer guaranteed to be correct.

6 Related work

Two very well-known component models are OMG’s CORBA Component Model
(CCM) [16] and Sun’s Enterprise JavaBeans (EJB) [22]. However, both only pro-
vide limited support for non-functional concerns, such as persistency, transactions
and access control. Neither of them provide support for dynamic selection of
component instantiations.

The COMQUAD component model [8] provides support for non-functional as-
pects and describes them orthogonally to the application structure using descrip-
tors. These non-functional aspects are woven into the application using an AOSD
approach based on the non-functional properties of components. Additionally, the
COMQUAD component model has extensions to provide support for stream-based
communication. However, selecting components based on functional properties is
not the goal of the authors. In our composition infrastructure, both functional
and non-functional properties need to be considered to guarantee interoperability.
The authors are working on providing support for adaptational behavior, as al-
ready supported in our infrastructure using composite components. The authors
also acknowledge the interference between functional and non-functional aspects
and between different non-functional concerns. Additionally, our infrastructure
supports automated component selection and composition using a context-driven
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approach.
Efstratiou et al. [7] propose an architecture with support for context-aware

service adaptation. The authors describe the architectural requirements for adap-
tation control and coordination for mobile applications. The adaptation mecha-
nisms to respond to, for example, a change in resource availability, are less flexible
than ours as the authors define operational modes of an application together with
a contextual trigger that would make the application switch to that mode. This
coarse-grained adaptation mechanism allows them to use very simple XML de-
scriptions of a service and operation mode. Our approach does not require the
software engineer to define all possible instantiations of a service. Our composi-
tion infrastructures takes care of finding an appropriate composition, which addi-
tionally supports taking user preferences into account. Our infrastructure allows
operation modes that the software developer originally may have not yet foreseen.

Lin et al. [14] propose a goal description language for automatic composition of
semantic web services. The authors acknowledge that it is hard to adapt to users’
requirements in current web service compositions, and propose a goal description
language based on the OWL ontology description language to describe the goals
that need to be achieved, relationships within goals, constraints for achieving the
goals, and a way to detect any inconsistencies in the specified goals. However,
this language for automatic composition is targeted at web services and does not
consider the non-functional requirements of pervasive services as mentioned in a
previous section.

7 Conclusion and future work

We have developed infrastructure support for automated context-driven com-
position of components into pervasive services, while taking into account non-
functional concerns such as the capabilities and limitations of a device on which it
will be deployed, resource availability and user preferences in a specific context. It
lets the software engineer focus on the application logic of smaller building blocks,
while optimal deployment of a service on a specific device and adaptation sup-
port for responding to changing working conditions is managed by our supporting
infrastructure.

First, we have identified several non-functional concerns with respect to perva-
sive services and then discussed how a component-based methodology can alleviate
these concerns. We formalized the component methodology by creating a meta-
model of all software aspects of components to allow automated processing of the
functional and non-functional properties of components and services. We discussed
how context-awareness can be used for composition of component-based services
using our previous work on context modeling [18], specification of pervasive ser-
vices [17] and context management support [4]. We illustrated the core ideas of our
infrastructure support by means of an example, and gave an outline of all the steps
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in the procedure to achieve a customized service. We evaluated our work and can
conclude that for targeting a specific platform and incorporating user preferences,
our automated context-driven composition infrastructure is able to provide the
necessary support for these non-functional concerns typical for pervasive services.

However, more work should be carried out to provide support for cross-cutting
non-functional concerns, such as security. Security requirements cannot be derived
from component descriptions as is the case for resource requirements. Future work
in the short term will focus on how to integrate multi-party negotiation for selecting
and instantiating components in the presence of dependencies between component
deployments on different devices.
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Abstract

Self-adaptable systems dynamically adapt to satisfy new functionality re-
quirements, to optimize performance and to adapt to variable runtime con-
ditions. Context-aware systems acquire and utilize information about the
context of a user and a device to provide personalized applications. Adap-
tation in a transparent way for the user is an important concern for both
systems. To decrease the adaptation complexity of self-adaptable context-
aware systems, we propose to model self-adaptation across three layers of
abstractions: the runtime infrastructure, the context middleware and the
user applications. The aim is to achieve per layer self-adaptation of the
composition or behavior of these layers without jeopardizing the integrity
and usability of the overall system. We discuss a multi-dimensional depen-
dency and conflict resolution mechanism to guide self-adaptation and find a
stable reconfiguration of the system at runtime.

1 Introduction

The ubiquitous and pervasive computing paradigm [11] requires proper systems
support for non-intrusive adaptability of context-aware applications and the plat-
forms they run on. Self-adaptable context-aware systems promise to fill in this
gap as they spontaneously modify their functionality in response to changing de-
mands. Context-aware and self-adaptable systems reconfigure (1) the runtime
infrastructure that manages computational resources and provides the basic func-
tions to deploy and run applications, (2) the context middleware that retrieves,
aggregates and utilizes context information for non-intrusive application behav-
ior, and (3) the composition or behavior of user applications to accommodate to
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resource variability, changing environments, user preferences, etc. The number
of (re)configurations in each of these layers separately can be large and result in
an exponentially growing number of combinatorial variants for self-adaptivity of
the whole system. The question that poses itself and is investigated in this pa-
per is how correct and consistent self-adaptation can be achieved for the overall
system when each layer is responsible for its own domain-specific self-adaptation.
In this paper we study a multi-dimensional dependency and conflict resolution
mechanism to find a stable and consistent reconfiguration. Projection and inter-
section in a multi-dimensional reconfiguration space are used to restrict the ways
of how domain-specific self-adaptation can be combined. Conflict resolution helps
to maintain the system integrity and usability by avoiding endlessly alternating
self-adaptations and reconfigurations leading the system into an unusable state.

The remainder of this paper is organized as follows. In section 2 we describe
self-adaptivity in the runtime infrastructure, the context middleware and the ap-
plications. Section 3 discusses how integrity issues may arise due to dependencies
between these layers and describes the multi-dimensional dependency and con-
flict resolution mechanism that permits per layer self-adaptability while achieving
stable reconfigurations for the overall system. We then describe related work in
section 4 and conclude with section 5.

2 Self-adaptation in context-aware systems

A context-aware system [3] usually involves a runtime infrastructure for deploying
context-aware applications enhanced with a context middleware that is capable of
acquiring and aggregating context information on the current location and time,
user preferences and activities, available devices, services and resources in the
vicinity of the user. Self-adaptation [4] is a key feature of reflective systems [6] as
they have the ability to contain a representation of itself and manipulate its state
during its execution. Our previous work [8] discusses how context is used to adapt
component-based services to heterogeneous devices and networks.

2.1 Application self-adaptation

Applications are modeled as a composition of mandatory, optional and alternative
inter-connected components [10]. Figures 1 and 2 show the composition of a
Jabber-based and multimedia-enabled conferencing client that supports web based
document sharing. Examples of behavioral and structural self-adaptation that the
application supports include amongst other:

• At home, the media player will automatically increase the volume when
playing one of your favorite songs.
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Figure 1: The conferencing client

• Replace/remove the Video Decoder component according to video input and
free processing power.

• Replace the Jabber Protocol component with another instant messaging pro-
tocol component.

2.2 Context middleware self-adaptation

Our context middleware is also component-based and is represented as the Context
Control Block in Figure 1. It involves the following context managing subcompo-
nents:

• Input: These components gather data from information providers, such
as sensors, stored user preferences and profiles, databases and other third
parties.

• Filter: These components filter out irrelevant or old data or compare the
accuracy of different input components that provide the same kind of infor-
mation.
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Figure 2: The multimedia player

• Persistency: A context repository provides persistency for a concept’s at-
tributes as well as the ontologies that model the concept’s relationships.

• Transformation: These components translate from one representation to
another, e.g. temperature in oC to oF , or location in GPS coordinates to
city.

• Reasoning: This component derives new information by combining known
context concepts and derivation rules, e.g. current location based on agenda
and time.

• Dissemination: This component provides the application with the re-
quested context information.

It is self-adaptable and can whenever appropriate (un)load its own context man-
aging subcomponents. The composition of our context middleware and its self-
adaptation capabilities are discussed more in detail in [7].

2.3 Runtime infrastructure self-adapta-tion

The runtime infrastructure provides the basic functions to deploy and run com-
ponent compositions, which include both the user applications and the context
middleware. Self-adaptivity takes place at this level to provide uniform access
to platform specific I/O devices, hardware resources and resource monitors. Self-
adaptation in the runtime infrastructure mainly involves resource-awareness:
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• Decrease the CPU clock frequency when no application is active or when the
system is idle.

• Reduce the display backlight to extend the autonomy of the device when
running on battery.

• Load support for and provide access to the capabilities of the WiFi resource.

Access to the resource monitors, I/O devices and hardware resources is enabled on
demand when required by the applications or the context middleware and disabled
when they are no longer needed.

3 Multi-dimensional dependency and conflict res-
olution

In this section we discuss how integrity issues may arise due to dependencies
between the runtime infrastructure, the context middleware and the user ap-
plications and how they may result in conflicting concurrent or alternating self-
adaptation. We therefore describe a multi-dimensional dependency and conflict
resolution mechanism that permits per layer self-adaptability while achieving sta-
ble and consistent reconfigurations for the overall system. Projection and inter-
section in a multi-dimensional reconfiguration space are used to restrict the ways
of how domain-specific self-adaptation can be combined. Conflict resolution helps
to maintain the system integrity and usability by avoiding endlessly alternating
self-adaptations and reconfigurations leading the system into an unusable state.

3.1 Dependencies and conflicting behavioral and structural
self-adaptivity

Self-adaptation within the context-aware applications can trigger self-adaptations
in the context middleware and in the runtime infrastructure, and vice versa.

3.1.1 Behavioral and structural self-adaptivity dependencies between
multiple layers

Assume the conferencing client enables the Video Decoder component and asks
the context middleware to be informed of when the user is moving around in order
to disable the video stream and not distract the user. The context middleware
adds the location input component to its composition which in turn requests the
runtime infrastructure to activate the WiFi resource access module in order to
use the Service Set IDentifier (SSID) and the Received Signal Strength Indication
(RSSI) of WiFi access points with known positions.
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Vice versa, the runtime infrastructure may decide to scale down the CPU
clock frequency when the battery is running out of power. Due to the decreased
processing power the conferencing client removes the Video Decoder component
as it cannot keep up with decoding the video stream in real time.

3.1.2 Alternating self-adaptations jeopardizing the integrity and us-
ability of the system

It is not difficult to see how things go wrong due to hidden dependencies when
combining the two scenarios from above. Alternating self-adaptation can occur as
follows:

1. The context middleware informs the client application that enough free CPU
power is available.

2. Application self-adaptation: The multimedia player adds the Video Decoder
to its composition.

3. The battery usage (% per time unit) increases due to the high CPU load
caused by the decoder.

4. Runtime infrastructure self-adaptation: The runtime infrastructure scales
down the CPU speed.

5. Application self-adaptation: The multimedia player removes the Video De-
coder as it can not decode at the required frames per second.

6. The continuously high CPU load disappears and as a result of this the battery
usage goes down again.

7. Runtime infrastructure self-adaptation: The runtime infrastructure re-enables
the CPU at full speed.

This process repeats itself endlessly and can be avoided if the Video Decoder com-
ponent were able to state a battery usage requirement for each system.

3.1.3 Concurrent self-adaptations causing competition for shared com-
putational resources

Assume the context middleware informs the multimedia player that enough pro-
cessing power and bandwidth is available. In that case the multimedia player
enables the Video Decoder component to play a live video stream, and the context
middleware will notify the decoder when its user is moving.

The way the context middleware manages location-awareness is completely
abstracted from the application. Assume the context middleware instantiates a
computationally intensive input component that makes use of WiFi signal strength
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triangulation based on SSID and RSSI information and a remote database to match
with well-known positions. In this case there is a competition for bandwidth and
processing power between decoding the live video stream on the one hand and
estimating the current position and fetching remotely available location samples
on the other hand. These resource dependencies can only be determined at run-
time as the positioning is completely hidden from the application. Moreover, the
same multimedia player self-adaptation will not always trigger the same context
middleware self-adaptation when the required context managing components are
already active for another application and ready to be reused.
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3.2 Modeling self-adaptation in the multi-dimensional re-
configuration space

As mentioned before, a context-aware system consists of multiple building blocks
that are subject to structural or behavioral self-adaptation. The number of com-
binations of independent (re)configurations in each of the three layers can grow
exponentially. However, self-adaptivity of the whole system is constrained by de-
ployment dependencies on the components and modules:

• Resource dependencies: Each component requires computational resources
to be deployed, including free memory and processing power and possibly
also some bandwidth, storage, battery autonomy, etc.

• Component dependencies: Some components rely directly on the pres-
ence of another component to operate correctly (e.g. mandatory components
in a composition). Depending on the availability of alternatives for a manda-
tory component, we either have a 1-to-1 dependency, or otherwise an M-to-N
dependency.

• Contextual dependencies: Components may rely on context provided by
input or transformation components from the context middleware.

Note that optional components represent themselves in the multi-dimensional re-
configuration space as isolated building blocks or as an isolated cluster of building
blocks. As such, they are easy targets to free up resources.

Figure 3 shows in subfigure (a) an initial system configuration with 2 com-
ponents and projection onto two resource dimensions. The connector in between
the 2 components (represented with a solid line) defines a 1-to-1 component de-
pendency. Each projection onto one of the dimensions (represented with a dotted
line) specifies a resource dependency. In subfigure (b) behavioral self-adaptation is
visualized as a component shifting in the multi-dimensional reconfiguration space.
Subfigure (c) demonstrates structural self-adaptation due to an additional loca-
tion input component as a contextual dependency (represented with a curved
arrow). In subfigure (d) both kinds of self-adaptation are combined. The figure
also demonstrates an expansion of the multi-dimensional system reconfiguration
space to model the extra resource deployment dependency.

3.3 Resource feasibility analysis for concurrent structural
and behavioral self-adaptation

Reconsider the self-adaptation scenarios that were mentioned in Section 2. Assume
the Multimedia Player composite component decides to include the location-aware
Video Decoder component into its composition. The SSID and RSSI based in-
put component for location-awareness and the WiFi resource access module are
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activated to fulfill the contextual dependency of the Video Decoder component.
This structural self-adaptation is demonstrated in Figure 4 in subfigure (a). As-
sume that as part of the same reconfiguration process another component is sub-
ject to behavioral self-adaptation which increases its CPU and memory usage as
shown in subfigure (b). Both self-adaptations have an impact on the available
resources. The resource vectors in subfigure (c) demonstrate the impact of both
self-adaptations. The hatched area visualizes the intersection of the available pro-
cessing power and memory and models the free resource space. It spans the same
dimensions as the reconfiguration space itself. The cumulated sum of all resource
vectors, defined as the cumulated resource vector, should point into this free re-
source space for self-adaptation to be feasible from a resource perspective. The
dimensions of the cumulated resource vector can be negative. This means that the
availability of this particular resource will increase after self-adaptation.

If the end point of the cumulated resource vector points into the free resource
space it only guarantees that such a reconfiguration can exist. It does not tell how
it can be achieved from the current configuration. Self-adaptation of the whole
system is a sequential process of structural and behavioral self-adaptation steps
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at each layer. The order of this sequential process is determined by the fact that
each self-adaptation step should be able to take place given the available resources.
This is illustrated by the stable and unstable resource points in Figure 5. Stable
resource points reside in the free resource space and thus can be achieved through
stepwise self-adaptation, while unstable resource points identify a resource conflict
as they reside outside the free resource space and thus can never be reached.

At runtime, each layer in the context-aware system is able to inspect the multi-
dimensional reconfiguration space. If one layer, e.g. a user application, wishes to
self-adapt but requests assistance from another self-adapting layer, e.g. the context
middleware, it marks its new reconfiguration as tentative and waits for approval of
the other layer. This approval ensures that its own self-adaptation does not con-
flict with the self-adaptation of the layer on which it depends. Later on, a correct
ordering of self-adaptation steps is determined. This approach solves the prob-
lem of concurrent self-adaptations causing competition for shared computational
resources.

3.4 Analyzing recurrent and alternating self-adaptations

One of the scenarios demonstrated alternating self-adaptations due to a hidden
resource dependency between the battery usage and the continuously high CPU
load caused by the Video Decoder component. Alternating self-adaptations that
jeopardize the integrity of the system usually involve recurrent overlapping self-
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Figure 6: Alternating self-adaptations in multiple layers due to reoccurring self-
adaptation conditions and actions

adaptations in multiple layers. Recurrent self-adaptations within one layer are
caused by a bad self-adaptation strategy in the layer itself.

Multi-layer alternating self-adaptations cannot be avoided solely with the ap-
proach discussed above. However, if each layer keeps track of when and why
it self-adapted, then recurrent and alternating self-adaptive behavior can be de-
tected. Figure 6 visualizes the time dimension that illustrates the evolution of the
self-adapting context-aware system. It shows the reconfiguration conditions and
actions for both the runtime infrastructure and the user application. Both layers
suffer from recurrent self-adaptations, which are illustrated by the two loops at
the left. Alternating self-adaptations occur when the following conditions are met:

• At least two layers suffer from recurrent self-adaptations, i.e. they show
reoccurring self-adaptation conditions and actions in a short time span.

• These recurring self-adaptations overlap both in the time domain as well as
in the resource domain.

Loop detection is performed at the same time when resource feasibility is analyzed.
It ensures that recurrent self-adaptations will not occur indefinitely. However, the
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last question that remains is which action from the overlapping self-adaptations
will conquer: ‘Add Video Decoder’ or ‘CPU Speed = 50%’? This decision is based
on the priority of the self-adapting actions of each layer:

runtime > context > applications

In this case, the end result would be that the CPU speed is downscaled to 50% of
its full speed and the Video Decoder component is removed from the multimedia
player.

3.5 Evaluation

Our approach to self-adaptation for a context-aware system (runtime infrastruc-
ture, context middleware and applications) has the following benefits:

• Self-adaptation of each layer is specified and managed independently from
one another. This decreases the overall adaptation complexity.

• The three layers of abstraction enable optimized deployment of the con-
text middleware and provide runtime and context middleware agnostic self-
adaptation capabilities to the applications.

• Deployment dependencies are automatically resolved. Conflicting self-adapti-
vity behavior is detected in advance before causing any usability issues.

Unfortunately, there are also an important drawback. Although independent
self-adaptation for each layer has its advantages, it puts the burden on the devel-
oper to design a self-adaptation strategy for the application that works correctly
under all circumstances. Moreover, our approach makes it more difficult to blame
misbehaving applications. Unfair applications can occupy all resources, hoping
that other context-aware applications will self-adapt to give up some of their re-
sources.

4 Related work

In recent years, many researchers have addressed the issue of context-awareness
and self-adaptive middleware. This research has greatly improved our knowl-
edge of how context-aware and self-adaptive middleware can accommodate to new
functionality requirements, performance optimization, variable runtime conditions
and changing environments. Providing a detailed review of the state of the art on
context-awareness and self-adaptability is beyond the scope of this paper. Instead,
we focus on those contributions that are most related to the work presented in this
paper.

Puppeteer [2] is a system for adapting component-based applications in mo-
bile environments. Compared to our work Puppeteer also takes advantage of the



5 Conclusion 117

component-based nature of the applications to perform adaptation. The differ-
ence with our work is that their goal is to adapt applications in order to achieve
reductions in user-perceived latencies in two office applications without modifying
the applications themselves.

The BBN QuO system [5] also supports applications that adapt to resource
variability allowing users to define operation regions. The runtime systems moni-
tors the application and execution environment and activates application handlers
when the application changes operation region. Compared to our work, context-
awareness is not being considered for application adaptation.

Sousa et al. [9] compare their work with other systems that adapt their com-
puting strategies in reaction to bandwidth, memory, CPU and power variation.
They claimed their work is an improvement as it was not restricted to adaptation
of one component at a time, but they also tackled multi-component integration,
configuration and reconfiguration. Our work also deals with multi-component re-
configuration, but subdivides these components into three layers of abstractions
to separate self-adaption concerns into domain specific reconfigurations. Resource
dependencies are resolved transparently and feasibility of system self-adaptation
is automatically ensured by means of a correct order of stepwise reconfigurations.

CARISMA [1] is another context-aware reflective middleware system for mo-
bile applications, but the crucial difference between this work including other ap-
proaches and our proposal is that our work decreases the adaptation complexity by
separating the self-adaptation behavior into three independent layers of abstrac-
tion. Any dependencies that may arise during the reconfiguration of the system
are resolved automatically.

5 Conclusion

In this paper we discussed structural and behavioral self-adaptation of a component-
based system subdivided into three layers: the runtime infrastructure, the context
middleware and the user applications. Each layer relies on its own notions of intro-
spection and intercession to achieve domain specific reconfiguration. We identified
inter-layer dependencies that may lead to concurrent self-adaptations causing com-
petition for computational resources and alternating self-adaptations jeopardizing
the usability of the system.

We proposed a multi-dimensional resource dependency and conflict resolution
mechanism to achieve stable and consistent self-adaptations. Projection and in-
tersection in a multi-dimensional reconfiguration space are used to restrict the
ways of how domain-specific self-adaptation can be combined. Conflict resolution
helps to maintain the system integrity by avoiding self-adaptations leading to an
unusable state.
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Abstract

Developing and deploying context-aware mobile and pervasive applica-
tions that are adaptable to a broad range of high-end and low-end systems
is a daunting task. The contribution of our research within the pervasive
computing domain is a context-awareness infrastructure developed in the
framework of the CoDAMoS project1. The infrastructure provides runtime
support for context-driven adaptation of component-based mobile services
and supports context-driven resource discovery, service adaptation and ser-
vice mobility at runtime. The research demonstration will illustrate peer-
to-peer interoperability and context-driven service adaptation at runtime on
both high-end computing systems and resource constrained mobile handheld
devices.

1 Introduction

With the continuous growth of wireless communication, mobile hand-held devices,
such as PDAs and mobile phones, are becoming a powerful platform that allows
users to create a whole range of entertainment and business applications that are
more intelligent and supportive to the user compared to most nowadays applica-
tions. A pervasive computing environment [5] supposes that (1) applications are
deployed on devices ranging from desktop computers to handheld devices, (2) that
they are aware of contextual information on the user, the device itself and its en-
vironment, and (3) that they can be adapted to this dynamic context accordingly.

1http://www.cs.kuleuven.be/˜distrinet/projects/CoDAMoS/
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For example, in such an environment applications may have to be adapted to the
varying device capabilities, such as memory or screen size. Furthermore, applica-
tions may have to be moved while active from one device to another, in order to
provide the mobile user with the best user experience.

The contribution of our research is a context-awareness infrastructure that full-
fills these three needs by providing runtime support for context-driven adaptation
of component-based mobile services. In this paper, we give a high-level overview
of our Java component-based infrastructure that runs unmodified on both high-
end and low-end devices and illustrate its support for context-aware application
adaptation by means of a pervasive computing showcase.

2 Context-driven adaptation of component-based
services

We use components as modular building blocks for the design and deployment
of adaptable services. Component-based applications and services [3] are more
flexible than monolithic applications: the component paradigm makes it possible
to add, remove or replace a component at runtime when the context changes.

An overview of our context-aware runtime infrastructure is given in Figure 1.
Draco [4] is our lightweight extensible Java-based component middleware (shown
in yellow) with support for live updating using better suited components and
distributing component-based applications. This component middleware and all
components run unmodified on top of the J2ME Personal Profile 1.0 virtual ma-
chine for handhelds and on the Java 2 Standard Edition 5.0 for desktop systems
(shown in purple).

The context-awareness layer (shown in orange) is responsible for acquisition,
storing, aggregating, reasoning on and disseminating the context information. The
context is modeled using our context ontology [2] (which defines the relationships
that hold among the basic concepts: User, Platform, Service and Environment)
and other domain specific ontologies. The context processing chain and a sub-
set of the context ontology is shown in Figure 2. By making use of the Jena 2
semantic web framework the context layer is able to reason on the current con-
text and adapt the component-based applications according to user preferences,
service requirements or resource availability. Moreover, the context layer is also
component-based [1]. This means that the context layer, while monitoring the re-
source usage, can decide to (un)load one of its own context managing components
or to distribute it to another device when it is too computationally intensive for
the device om which it is currently deployed.
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3 Illustrating a pervasive computing showcase

The following scenario shows the possibilities of our context-awareness infrastruc-
ture, which will be demonstrated: Mr. Smith is a sales representative and is
attending a meeting where the results of a survey administered by his company are
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being presented. All attendants can use a display to interact with the shared white-
board in the conference room using a conferencing application. Mr. Smith has to
leave the meeting early. Upon detection that Mr. Smith is leaving, this conferencing
application moves from his display in the conference room to his personal wireless
handheld device with reduced functionalities because of the reduced resources. Later
on, whenever appropriate devices show up in the vicinity of Mr. Smith, some parts
of the conferencing application can move to other devices in order to save the bat-
tery from draining, to provide a larger display, more bandwidth or more processing
power.

Our infrastructure will be demonstrated by using a laptop which plays the role
of a high-end terminal in the conference room and one or two handheld devices
(Qtek 9090) playing the role of attendants’ mobile personal terminals. All devices
are connected to a wireless network. The Draco middleware and context infras-
tructure are installed on the laptop and the handheld devices. The laptop also
hosts a repository of components and provides a model of the conferencing ap-
plication which is shown in Figure 3. The application model is a loosely coupled
composition of components providing support for jabber-based communication,
slide shows, audio and video transmissions. The application model also states
whether these components are mandatory or optional.

The laptop is able to discover in a peer-to-peer fashion the presence of the
PDA and its resources using a service discovery protocol. Information on the
PDA hardware specifications and available resources is passed on to this protocol
by the context infrastructure. When the conferencing application is relocated
from the laptop to the user PDA, the application model and knowledge on the
available resources allow the infrastructure to adapt the conferencing application
to optimize it for the mobile handheld device.

The context infrastructure provides location awareness on the PDA by moni-
toring the RSSI signal strength and SSID identifiers of known WiFi access points
in the conference building. When Mr. Smith is leaving the conference room, the
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reduction in signal strength on the PDA triggers an event for the application to
be relocated to the PDA and to be adapted to the new device. During relocation,
the application remains active and its state is preserved. Thus, the contact list,
the current conversation, the presenter’s notes and the slides are not lost during
transfer and redeployment.

4 Summary

Our context-aware infrastructure enables applications to be deployed on a broad
range of hardware platforms and be adapted at runtime without any manual re-
configuration or loosing the state of the application. Context information, such as
the current location and resource usage, is used to drive the adaptation process.
On the fly discovery of available resources with a service discovery protocol is used
to increase the application QoS within in a mobile environment.

In this demo, we will show how our context-aware framework relies on the
component-oriented design to support the deployment of context-driven adaptive
services. We will illustrate our framework with a conference client application.
This application is adapted and relocated according to the user context and avail-
able computing resources.
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Abstract

With the Semantic Web relying on ontologies to establish online machine-
interpretable information, the Internet is growing into a semantically aware
computing paradigm that facilitates Web entities’ discovery of the knowledge
and resources they need. Ambient intelligence aims to enable smart interac-
tion beyond the Internet by embedding intelligence into our environment to
unobtrusively support users’ daily activities. To accomplish these goals, on-
tologies and semantic awareness are crucial for better understanding a user’s
context.

While interest in the Semantic Web has spurred the development of
large-scale semantic grid architectures, expanding the Semantic Web to the
other side of the computing spectrum is a complex undertaking. The tech-
niques and tools that support the Semantic Web aren’t designed to deal with
the resource-constrained devices with which people frequently interact in an
ambient-intelligence environment.

To counter this disadvantage, we developed a coding scheme for ontolo-
gies that embeds semantic awareness in devices with limited memory and
processing capabilities, such as sensory nodes and smart phones. This scheme
provides a compact representation of an ontology and is enhanced with an
efficient and effective semantic-matching algorithm.

1 Semantic matching and ambient-intelligence de-
vices

Ambient Intelligence envisions computing devices pervasively and unobtrusively
embedded in the environment, connecting hardware and software infrastructures,
collecting information on users and their context, and adapting these devices’
behavior to better assist the users. Ontologies help to structure this information
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by using an established vocabulary of terms and concepts in a specific domain
of interest. You can use them to describe the semantics of services offered in
the environment, a device’s capabilities, and a user’s preferences and activities.
In general, they characterize the situation of entities (person, place or object)
considered relevant to the interaction between a user and an application [5].

The OWL specification provides an expressive language with many logical con-
structs to define classes and properties and their relationships. Ontologies can
reuse classes and properties defined in another ontology without having to remodel
all the relationships that hold among them. The reuse of classes and properties by
linking to other machine- interpretable ontologies facilitates the semantic matching
and uniform interpretation of any shared information. Semantic matching is often
accomplished through subsumption queries. Subsumption refers to the reflexive,
transitive, and antisymmetric relationship between classes that states that a class
A subsumes a class B if and only if the set of instances of class A includes the
set of instances of class B. The same principle holds for OWL properties. The
following scenario illustrates why location- and context-aware computing requires
semantic matching:

“An adventurous tourist is planning a backpacking trip and looking for
new places to explore. His PDA with integrated GPS has become in-
dispensable for finding nearby activities that match his interests and is
handy for finding cheap accommodations and transportation. A local
authority uses an e-tourism OWL ontology [2] to make travel informa-
tion available on a web portal. A user profile on the PDA specifies the
tourist’s personalia and interests; the PDA will use this data to obtain
personalized travel information. To facilitate ambient intelligence, an
OWL context ontology on the PDA provides a semantic markup of the
user profile, the user’s context, and the link to the e-tourism ontol-
ogy [4]. To limit the search results when browsing the web portal on
the PDA, only travel information is returned that semantically matches
the tourist’s context and preferences.”

In this scenario, ontologies specify times and places of interest, classes of ac-
tivities, transportation and accommodations, and relationships between them.

However, our experiments have shown that general-purpose ontology reason-
ers, such as Pellet [7], are unsuitable for manipu- lating an OWL context ontology
on a smart phone to match services with the request, the user profile, and the
preferences [4]. Commodity computing hardware has several gigahertz of process-
ing power for complex semantic-matching tasks. The smart phones and wireless
programmable sensor nodes that are often in ambient-intelligence prototype envi-
ronments must make do with much less.

To illustrate how limited these devices’ processing power is, we benchmarked
their performance with several well-known numeric tests in Java and native code,
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Figure 1: Comparing the performance of a smart phone (PXA263 400-MHz XScale
CPU) with that of a desktop PC (3.2-GHz Pentium 4).

and compared the results with those of a fairly recent desktop. We used these
platforms:

• a Qtek 9090 smart phone with a PXA263 400-MHz XScale CPU and 128
Mbytes of RAM for storing and running programs;

• an Imote 2 wireless sensor node with a PXA271 XScale CPU that dynami-
cally scales from 13 to 416 MHz, 32 Mbytes of flash memory, and 32 Mbytes
of SDRAM (synchronous dynamic RAM); and

• a desktop PC with a 3.2-GHz Pentium 4 processor and 1 Gbyte of memory.

As Figure 1 illustrates, the speed of the CPU-bound numeric benchmarks on
the smart phone was less than 1/100 of the speed on the desktop system. (The
figure doesn’t include results for the Imote2 because it performed similarly to the
smart phone.) According to Moore’s law, his performance lags by about four to
eight years.

2 Subtype testing and inheritance encoding

The subsumption of classes in an ontology is somewhat related to multiple inheri-
tance in an object-oriented programming language. Various inheritance encoding
algorithms for fast subtype testing [1,3,6,9] inspired our encoding scheme because
they offer two benefits:
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Figure 2: A hierarchy encoding of tourist activities with bit vectors.

• Compact bit representation: The data structures for representing sub-
type relationships are small. The algorithms usually encode each class as a
bit vector and reuse bit positions to represent different classes. For example,
the multiple-inheritance hierarchy in Figure 2 on the left shows four classes
with a 3-bit encoding (we explain this figure in more detail later).

• Fast matching: Bit vector representations allow for efficient, constant-time
subsumption or subtype testing by means of binary AND/OR operations.
For example, in Figure 2, the class Activity subsumes the class Safari because
100 AND 111 = 100 (or 100 OR 111 = 111).

The encoding in Figure 2 traverses the graph in breadth-first order (Activity,
Adventure, Sightseeing, Safari) and assigns different bit positions from left to right
to each root class (for example, Activity : 1..). It assigns a subclass a different bit
position (for example, Adventure: .1. and Sightseeing : ..1) if that subclass has only
one parent or has siblings (to distinguish subsumption by either the class itself or
its parent or siblings). To compute the empty positions in the code, we use the
binary OR operation on the codes of the subclass’s parents. As the encoding
continues, it pads the parents’ bit vectors with zeros on the right (for example,
Activity : 100).

Although the ontology-encoding requirements for efficient semantic matching
are the same, we can’t apply many of the subtype algorithms because programming
languages and ontologies have a different point of view on classes. A compiler
knows all the classes in a program (the closed-world assumption) and can assume
that no other classes are being subsumed if they don’t exist. Ontologies make no
assumption on the information’s completeness (the open-world assumption).

For example, in Figure 2 on the right, a new ontology reuses the Adventure and
Sightseeing classes to define the new Rafting subclass. However, we can’t encode
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Rafting without modifying the existing codes. By inheriting from both the parent
classes Adventure and Sightseeing, Rafting appears to also inherit from Safari.
Because this isn’t the case, the new subclass’s encoding results in a conflict, and
we must reencode Safari. To solve this conflict, we could introduce a new bit
position for each class (that is, Safari : ...1. and Rafting : ....1), but this approach
doesn’t scale well for large ontologies. This solution would affect both the compact
bit representation and the fast matching because it must compare more bits.

Reuse of ontologies and the concepts defined therein is a main goal of ontologies,
so reencoding would occur rather often whenever conflicts arise owing to new
inheritance relationships. Preferably, an ontology’s encoding should be carried out
once in advance and then shared as much as possible. So, we devised an algorithm
that enables incremental, conflict-free encoding of multiple inheritance hierarchies
of OWL classes and properties. It guarantees the reuse of existing encodings
and the ability to extend encoded classes without leading to false subsumption
results. The encoding is based on the multiplication of coprime numbers and on
quickly detecting whether one number divides another one. To explain our coding
scheme, we use subsumption relationships between classes. However, the same
principles also hold for the subsumption of properties (for example, the property
hasSibling subsumes the property hasSister) and anonymous classes (for example,
intersections of class descriptions, or domain and range constraints for a property
used in a class extension).

3 Ontology encoding with prime numbers

Incremental encoding without conflicts requires that each class in the hierarchy has
its own identifier. We call this identifier the differentiating gene gA of a class A in
the inheritance (or subsumption) hierarchy χ. Assume that a function ϕ : χ→ G
uniquely maps a set of classes in a hierarchy χ = {C1, C2, ..., Cn} to a set of genes
G = {g1, g2, ..., gn}:

∀ C ∈ χ : g = ϕ(C). (1)

Inspired by nature but with a twist, we define that a class A that is subsumed by
a class B (denoted as A ≺ B), inherits all the genes of class B. As such, a class A
can have multiple genes: those that it inherits from its ancestors, and gA, which it
shares with its descendants. We define Γ(A) as the set of genes of class A ∈ χ with
ancestor and equivalent classes B ∈ χ (we denote ancestry as Child <: Ancestor
and equivalence as Father ≡ MaleParent):

Γ(A) = { gA } ∪ { Γ(B) | A <: B ∨ A ≡ B }. (2)

If classes A,B ∈ χ are equivalent, then this definition ensures that Γ(A) = Γ(B).
We need to determine a function ψ(Γ) that encodes a set of genes Γ(A) to a
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compact representation γ(A)

∀ A ∈ χ : γ(A) = ψ(Γ(A)), (3)

such that either the maximum or the average encoding length |γ(A)| is minimal,
that is:

max
A∈χ
|γ(A)| or

∑
A∈χ
|γ(A)| is minimal

The gene thus represents an inheritance or subsumption relationship. The goal
now is to find an efficient coding scheme that provides a compact representation
of these relationships. A straightforward but naive and memory-consuming imple-
mentation for n classes uses a distinguishing bit position for each gene (or class)
and represents inheritance in a binary matrix of n vectors, each n bits long, which
thus requires n2 bits in total. Our coding scheme achieves much better results.

3.1 Compact representation

The number of classes in an ontology is usually much larger than the number of
a class’s ancestors. Consequently, the binary-matrix representation of the inher-
itance relationships is often sparse; that is, it contains many 0s. So, we’ll only
encode a reference to the ancestors in the representation of a class. To do this, we
assign each class a number as a differentiating gene g ∈ G that’s coprime with all
the other genes, that is,

∀gi, gj ∈ G : gcd(gi, gj) = 1.

We can then define the encoding γ(A) of class A as the multiplication of its
differentiating gene gA with the inherited genes of its ancestors - that is, the
product of the genes in Γ(A):

γ(A) =
∏

g∈Γ(A)

g. (4)

The following theorem illustrates the importance of using co-prime numbers as
genes.

Theorem 1: A class A ∈ χ is subsumed by a class B ∈ χ if and only if the
encoding γ(B) of class B divides the encoding γ(A) of class A,

A ≺ B ⇔ γ(A) mod γ(B) = 0. (5)

Proof: We will provide a proof for the implication in both directions.

[⇒] : A ≺ B ⇒ γ(A) mod γ(B) = 0.
If a class A ∈ χ is subsumed by a class B ∈ χ, then by definition

A ≺ B ⇔ A ≡ B ∨ A <: B.
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If A ≡ B, then by using the definition in (2) we conclude that both classes have
the same encoding

γ(A) = γ(B) ⇒ γ(A) mod γ(B) = 0.

If A <: B, then class A inherits all genes from class B, or Γ(B) ⊂ Γ(A). Using the
definition in (2):

Γ(B) ⊂ Γ(A) ⇒ γ(A) = q · γ(B)

with q ∈ IN defined as

q =
∏
j

gj with gj ∈ Γ(A)\Γ(B)

This means that γ(A) mod γ(B) = 0.

[⇐] : A ≺ B ⇐ γ(A) mod γ(B) = 0.
If the encoding of class B divides the one of class A, then

γ(A) = q · γ(B) with q ∈ IN.

According to (4), we can define the encodings of classes A and B as follows:

γ(A) =
∏
k

gk with gk ∈ Γ(A), γ(B) =
∏
l

gl with gl ∈ Γ(B).

Combining these definitions results in

γ(A) = q · γ(B) ⇒
∏
k

gk = q ·
∏
l

gl.

Each gl on the equation’s right divides the product on the equation’s left. Because
all g ∈ G are pairwise co-prime, there’s a k for each l such that gk = gl, or

Γ(B) ⊂ Γ(A) ⇒ A ≺ B.

As a corollary, a class A ∈ χ is subsumed by a class B ∈ χ if and only if the gene
gB = ϕ(B) of class B divides the encoding γ(A) of class A,

A ≺ B ⇔ γ(A) mod gB = 0. (6)

The genes g ∈ G needn’t be prime numbers. For example, the genes in
G = {76, 93, 145, 161, 169, 187} are pairwise coprime but aren’t prime numbers.
However, because each prime p ∈ P can be present in the factorization of only one
gene, using primes as genes results in shorter encodings. A class’s encoding length
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Figure 3: A hierarchy encoding of accommodation with prime numbers

− computed using the binary logarithm lg(x) − is always smaller than that of its
descendants: A class B with an ancestor class A has at least one extra gene gB
in its factorization. Because the smallest prime number is 2, the multiplication of
the genes of class B will at least be 1 bit longer than the encoding of class A.

Figure 3 illustrates the encoding of a multiple inheritance hierarchy χ =
{A,B,C,D,E}. Each class’s differentiating gene is underlined. For example, class
B inherits genes 2 and 7 from its ancestors and is assigned 11 as its differentiating
gene gB . The encoding of class B becomes γ(E) = 2× 7× 11 = 154.

Because classes A and R have no ancestors, their encodings γ(A) and γ(R)
are based solely on their differentiating genes gA = 2 and gR = 7. The degree of
compaction depends solely on the prime number p assigned to a class C. Later,
we discuss the heuristics for assigning a prime number to each class to optimize
the encoding length.

3.2 Conflict-free and fast incremental encoding

Because we assign each class Ci ∈ χ a distinct prime number pi = ϕ(Ci) as its
differentiating gene, conflicts for subsumption testing never arise. To encode a
new class Cn+1 that’s incrementally added to a hierarchy χ of n classes C1..n,
we assign the next unused prime pn+1 = ϕ(Cn+1). Because conflicts are of no
concern, encoding leaf classes is straightforward. Moreover, there’s no need to
traverse the hierarchy to collect the ancestors’ genes. Instead, we can compute the
new code for class Cn+1 using the least common multiple of its parents’ encodings.
If Cn+1 is added to the hierarchy χ as a non-leaf class, we update its descendants’
encoding that encoding with by pn+1 and the genes of any new ancestors. This
reflects the descendants’ inheritance from Cn+1 and its ancestors.
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EncodeHierarchy(in: hierarchy, out: gamma)

i = 0, n = SizeOf(hierarchy)
primeTable[1..n] = ComputePrimes(n)
classList = Roots(hierarchy)
while SizeOf(classList) > 0 do {

// Determine the next best class
bestClass = First(classList)
for each C in classList do

if SizeOf(Descendants(C)) > SizeOf(Descendants(bestClass)) then
bestClass = C

// Assign the next gene to the class and its descendants
i = i + 1
AssignDifferentiatingGene(bestClass, primeTable[i])
AddInheritedGene(Descendants(bestClass), primeTable[i])

// Remove the class and add its children to the list
RemoveClass(classList, bestClass)
AddClass(classList, NoDifferentiatingGene(Children(bestClass)))

}
// Compute the encoding for all classes
for each C in hierarchy do

gamma[C] = MultiplyAllGenes(C)

Figure 4: A pseudocode implementation of the minimal-average-encoding-length
algorithm

3.3 Optimizing the encoding length

We present two heuristics for the map- ping function p = ϕ(C), which assigns
a prime number p to each class C to achieve compaction comparable to that
of the subtyping algorithms we mentioned before. Assigning a random prime
number to classes isn’t a good idea because a class’s prime number affects the
encoding length of not only the class itself but also its descendants. As a rule of
thumb, we assign a prime number to a class before assigning one to its descendants.
By intelligently ordering the remaining candidate classes, we can achieve a more
compact representation.

Heuristic 1 attempts to minimize the average encoding length of the bit vectors
in the subsumption hierarchy. It sorts the candidate classes by their number of
descendants and assigns a prime number to the class with the most descendants.
This heuristic results in the overall smallest encoding of the whole subsumption hi-
erarchy. Figure 4 shows a pseudocode implementation of this hierarchical-encoding
algorithm. The hierarchy containing the classes C serves as input; the output is
the encoding γ(C) for each class C.
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Heuristic 2 attempts to minimize the bit vectors’ maximum encoding length.
It tries to keep the longest code’s size as short as possible. This longest code will
occur in one of the hierarchy’s leaf classes. This heuristic replaces the bestClass
selection in the EncodeHierarchy() algorithm (see Figure 4) with three steps:

1. Given the partial gene assignment, determine each leaf class’s minimum code.
If k of a leaf class’s ancestors haven’t yet obtained a prime number, then
compute this minimum code by multiplying the already inherited genes with
the next available k + 1 prime numbers.

2. Of all the candidate classes that have the leaf class with the largest minimum
code as a descendant, select the class with the most descendants as the best
class.

3. Remove this class from the list, and add to the list each of its children whose
ancestors have already been assigned a differentiating gene.

This heuristic achieves the smallest maximum encoding length for a single
class. For both heuristics, Figure 5 presents the encoding-length results for several
ontologies and inheritance hierarchies:

• The Pizza ontology is used in the Protege-OWL tutorial; it was contributed
by the CO-ODE (Collaborative Open Ontology Development Environment)
project (99 classes).

• The well-known Wine ontology is used to explain the basic features and
some of the more advanced concepts of OWL DL (133 classes).

• SUMO (the Suggested Upper Merged Ontology) models general-purpose
knowl- edge; it’s developed by the IEEE Standard Upper Ontology Working
Group (630 classes).

• The Java 1.30 Types hierarchy isn’t an ontology but rather part of a bench-
mark suite for comparing the compactness of several subtyping algorithms
(5,438 classes).

• UNSPSC (the Universal Standard Products and Services Classification) is a
tax- onomy of products and services (9,797 classes).

• The Gene Ontology project is a joint effort to create a vocabulary of genes
of all organisms and to describe associated gene products (20,945 classes).

• OpenCyc is an upper ontology that aims for human-like reasoning with a
general knowledge base of everyday common sense. We used the v0.7.8b
OWL version (25,565 classes).
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Figure 5: The (a) maximum class encoding lengths and the (b) total encoding
lengths relative to the binary matrix’s size, for several ontologies and hierarchies

Figure 5a shows the length of the longest encoding among all classes. Figure
5b shows the total length of all encodings added together relative to the binary
matrix’s size. Remember that for a binary-matrix representation of n classes, a
single bit vector’s length is n bits and the total matrix is n2 bits.

3.4 Optimizing the subsumption test

In Theorem 1, we argued that a class A ∈ χ is subsumed by a class B ∈ χ if and
only if the gene gB = ϕ(B) of class B divides the encoding γ(A) of class A. Given
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the sizes of the bit vectors in Figure 5a, a machine word length of 32 or 64 bits
clearly won’t suffice. We need arithmetic support for big integers. However, after
investigating several math libraries that support arbitrary precision, we concluded
that the division algorithms have some avoidable overhead:

• Most libraries only support divisions with two big integers. However, more
than 100,000,000 prime numbers fit in 32 bits, and an ontology with that
many classes won’t occur anytime soon. So, a faster implementation with
the divisor being a machine-word integer is possible.

• The division operation takes into account the sign of the dividend and the
divisor. Because both integers are positive, we don’t need to compute the
sign of the result.

• Many libraries compute the quotient and the remainder at the same time.
Because we need to know only whether the division succeeds, we don’t need
to compute the quotient.

So, we implemented a fast method for checking whether a big integer can be
divided by an integer of fewer than 32 bits. In many cases, our coding scheme
lets us decide whether a class A (with encoding γ(A) and differentiating gene pA)
subsumes a class B (with encoding γ(B) and differentiating gene pB) without
carrying out the expensive division. We use the following three tests to quickly
rule out subsumption.

3.5 Comparing bit-vector lengths

A class A will never subsume a class B if its encoding length is larger than that
of class B. This is because a descendant of class A always inherits all the genes
from class A and has its own differentiating gene.

3.6 Comparing differentiating prime numbers

Because our scheme encodes classes before their descendants, we can rule out
subsumption of class B by class A if pA > pB . We could also use the depths of
classes A and B in the hierarchy by ruling out sub- sumption of class B by class
A if depth(B) < depth(A), but experiments have shown that this doesn’t much
decrease the number of divisions.

3.7 Comparing division by the principal prime numbers

Not all divisions can be avoided with the optimizations we’ve described. Because
a big integer might be several hundred bits long, the implicit computation of the
remainder might be a lot slower than the simple binary OR or AND operations
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Figure 6: Pairwise subsumption of all n classes in the hierarchy

that subtype-testing algorithms use. Nevertheless, we can use a similar technique
for fast subsumption checking between classes. For any prime number p ∈ P , a
class A won’t subsume a class B if a prime number divides the encoding of class
A but not that of class B. So, a class A doesn’t subsume a class B if

γ(A) mod p = 0 ∧ γ(B) mod p 6= 0.

If each class describes in k bits whether k strategically chosen prime numbers
occur in its factorization, then k of these comparison tests for two classes A and
B can execute in parallel with a simple binary AND operation on both k-size bit
vectors. Of course, to maximize the benefit, these prime numbers p must be well
chosen. For example, a prime number of a single root class that’s inherited by all
the other classes will gain nothing. We call these k well-chosen prime numbers
the k principal prime numbers of a specific hierarchy encoding. We’ve discussed
elsewhere how to determine these numbers [8].

3.8 Evaluating the tests

Figure 6 shows the results of an experiment in which we conducted n2 subsumption
checks - that is, each combination of the n classes in the subsumption hierarchy.
The results show for k=64 how many subsumption tests returned true (that is,
there was a semantic match) and how many divisions were needed. For some
hierarchies, the quicker comparison tests reduced the number of divisions to less
than 1 percent of the subsumption tests. When two classes semantically match, the
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Figure 7: The semantic-matching test environment

quicker comparison tests can’t rule out subsumption. In that case, divisions will be
necessary to verify the semantic match. So, the number of divisions should always
be higher than the number of subsumptions. The only case where a division is not
needed to verify the match is for semantically equivalent classes in an ontology.
Because they get the same distinguishing gene, we once again avoid a division.

4 Evaluating the heuristics

Because ontology encoding is time- and memory-intensive, we carried out this step
on a desktop PC. The advantage is that it needs to be done only once. After the
encoding, we tested our semantic-matching algorithm for the tourism scenario we
mentioned earlier, using the Qtek 9090 smart phone and the Imote2 sensor node.
We also compared our results with several subtype-encoding algorithms.
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Figure 8: Subsumption testing with the prime-based algorithm: (a) encoding
length, (b) performance.
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4.1 Setting up the test environment

We used Pellet on the desktop PC to classify the concepts and to infer the implicit
subsumption relationships among the classes and properties in three ontologies:

• SUMO.

• UNSPSC. Part of the Unspsc ontology deals with tourism and travel-related
services, but we encoded the entire ontology for the experiment.

• Tourism. This ontology imports various concepts from tourism ontologies
(http://e-tourism.deri.at/ont/e-tourism.owl and http://protege.cim3.net/file
/pub/ontologies/travel/travel.owl) as well as our own context ontology (http:
//www.cs.kuleuven.be/˜davy/ontologies/2007/04/Context.owl).

We then encoded the inferred subsumption hierarchy into a compact represen-
tation. We stored the encoded ontologies on the resource-constrained devices
along with Java and native C implementations of our semantic-matching algo-
rithm. Then we tested how many subsumption checks were carried out per time
unit. Figure 7 illustrates the setup’s workflow.

4.2 Benchmarking algorithm performance

Figure 8a compares the encoding lengths for our scheme with those for the hierarchy-
encoding algorithms of Andreas Krall and his colleagues [6] and Yves Caseau and
his colleagues [3]. These two other algorithms gave the shortest encodings of all
the algorithms we tested. Our scheme achieves a less compact representation, but
it doesn’t need to reencode classes in the hierarchy when new classes are added.
We carried out performance testing on both the Qtek 9090 and the Imote2 but
show the results only for the Qtek. The Imote2 has a similar processor with com-
parable speed and gives similar results. The slight differences that were observed
could be due to the use of a different cross-compiler for the Linux-based Imote2.
We also loaded the original ontologies into Pellet on the desktop PC and measured
the memory consumption. Given that Pellet’s memory usage was on the order of
tens of megabytes instead of kilobytes with our encoding, the memory usage of an
ontology reasoner clearly would be a bottleneck for resource-constrained devices.

Figure 8b shows the number of subsumption tests per millisecond. The first
experiment compared our algorithm’s Java implementation with a Java HashSet
alternative that stores each concept’s ancestors in a hash table. For all the ontolo-
gies, our algorithm was quicker. Moreover, because each concept in the HashSet
implementation had a pointer to all its ancestors (requiring at least 32 bits per
pointer) and some overhead for structuring the hash table, our algorithm consumed
less memory.
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The second experiment compared our algorithm’s C implementation with a
native implementation of Krall and his colleagues’ algorithm. Although our algo-
rithm is slower, it doesn’t perform that much worse. We also tested our algorithm
on the desktop PC and compared its performance with that of the ontology rea-
soner. The Java version achieved more than 20,000 requests per millisecond; the C
version was on average approximately five times quicker. Pellet could process only
approximately 80 subsumption tests per millisecond. Our algorithm was about
250 times faster than this Java-based reasoner. Other experiments with native
ontology reasoners, such as FaCT++ and Racer, gave results in the same order of
magnitude (fewer than 100 subsumption tests per millisecond).

These extraordinary results were achievable only because we compiled the
knowledge ahead of time when we constructed the subsumption hierarchy. Nonethe-
less, if your primary concern is the semantic matching of service descriptions, user
preferences, and device capabilities (or of any user context, for that matter), and
the corresponding ontologies are known in advance, then you can significantly im-
prove the semantic matching by transforming the ontology with our scheme. The
coding itself can be time consuming for very large ontologies. However, this is
acceptable because, as we mentioned before, encoding should only be carried out
once. The results show that embedding semantic awareness in mobile and sensory
devices with limited memory and processing capabilities is feasible, even when
applications run in a Java virtual machine environment.

5 Conclusion

Our semantic-matching algorithm offers an interesting alternative to class-subtyping
encoding techniques, because it yields a new way of compaction without changing
old conflicting codes during incremental encoding.

If you’re interested only in subsumption checking, there are better approaches
than ontology reasoners, which consume considerable memory and processing time.
But comparing an ontology reasoner with a vastly optimized and dedicated al-
gorithm for a single problem such as subsumption would be unfair. Ontology
reasoners prove their usefulness for complex queries that our algorithm currently
can’t solve. For example, our algorithm can’t test a class’s satisfiability - that is,
determine whether instances of a particular class can actually ever exist.

While our algorithm can encode classes and properties, including restrictions
on a property’s domain and range, it doesn’t cover all the logical constructs that
are in many description-logic languages such as OWL. On the basis of the chang-
ing requirements for inferencing support, we’ll investigate how to extend our en-
coding mechanisms for other logical constructs without seriously decreasing our
algorithm’s performance.
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Abstract

The applicability of pervasive and mobile computing in the health care
sector is beyond dispute. This paper explores the use of the mobile phone as a
tool for personalized health care assistance for individuals diagnosed with di-
abetes. By monitoring user location and activity on the mobile phone, recog-
nizing past behavior and augmenting the logging of blood glucose levels with
context data, our prototype application assists with taking well-informed de-
cisions on daily drug dosage to achieve and maintain stable blood glucose
levels. Evaluation of the prototype application indicate that a brief training
of the application suffices to capture patterns in the user’s relevant context
that simplify glucose level trends analysis. We describe some of the details
of the user study and the prototype application, and conclude with plans to
investigate context-driven activity prediction to further improve the decision
support for the user.

1 Introduction and Motivation

Technical advances in the miniaturization of wireless sensors and wearable comput-
ing have paved the way for the empowerment of patients to monitor their health,
to assisted living for the elderly in the home environment, and to provide seamless
access to health care services anytime and anywhere. While enabling technologies
for ambient medical devices significantly improve the monitoring and treatment
of individuals outside the hospitals, the wearable on-body systems are often too
costly to achieve widespread adoption. This paper focuses on the usability of
one of the most pervasive wireless devices - the mobile phone - as a commodity
tool for personalized health care management. With its expanding capabilities
and increasing processing power, the mobile phone is often considered to be the

149
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platform of choice for location- and context-aware computing [11, 13]. By auto-
matically capturing the relevant context, we want to investigate how beneficial the
mobile phone platform can be to individuals diagnosed with diabetes to manage
their blood glucose levels without requiring any additional systems (beyond the
equipment they use already) or without being augmented with additional activity
sensors, such as pedometers, accelerometers or heart rate monitors.

The motivation to use diabetes as a case study for health self-care is twofold.
First of all, the still incurable disease is becoming as widespread as the mobile
phone itself. Many international reports predict that in the near future about
one out of ten adult individuals will have diabetes. The 2005 National Diabetes
Fact Sheet of the United States [2] estimated that in 2005 about 7.0% of the US
population had diabetes. The World Health Organization has indicated that the
number of people worldwide that will suffer from diabetes is expected to rise to
at least 370 million by 2030, compared to 177 million in 2000. These numbers
are staggering, considering that there is no cure and that, beyond the financial
burden, the consequences of remaining undiagnosed or maltreatment are severe:
blindness, amputations, kidney diseases, heart strokes and in the worst case death.
The advances in pervasive and ubiquitous computing provide an opportunity to
help prevent the onset of diabetes in persons with a high risk by monitoring and
intervening in their lifestyle and keeping them in shape. Secondly, when an indi-
vidual is diagnosed with diabetes, the application of context-awareness can enable
these individuals to make better informed choices, help them manage their blood
glucose levels in a more practical way, increase their independence from profes-
sional caregivers and lead a more pleasurable life.

In this paper we describe the design of an application for the mobile phone
that assists the Type 1 insulin dependent diabetic to keep track of food intake,
user activities, blood glucose levels and insulin dosage. The specific aim is to not
just replace a paper diary with a portable electronic device, but to capture and
integrate the relevant user context into the data log in order to improve similarity
measurements with previous situations. The augmented data logs and similarity
analysis help to find trends and advise the individual more accurately and tailored
to the current situation. The major challenge is to identify classes of activities,
such as eating and exercise, that have some effect on blood glucose levels. As daily
life typically presents recurring behavioral patterns, we investigate the presence
of correlations between time and place on the one hand and types of activities on
the other hand, and use these correlations to find similar situations of the past as
a recommendation for the patient.

As the mobile phone is not equipped with additional sensors, the proposed
system relies on user input with respect to food intake and insulin dosage, and
synchronizes with the blood glucose meter to obtain the blood glucose levels. It
achieves location-awareness using GSM cellular data and derives the type of activ-
ity by means of a short training period and online user feedback. By comparing the
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outcome of our tool with the results of a user study, we demonstrate the feasibility
and practicability of the system. The long-term objective is to improve support
for online unsupervised learning in the proposed system to remain reflective of
the ongoing and changing situations of the user and to predict future activities to
prevent blood glucose level swings.

The remainder of this paper is organized as follows. In section 2, we first de-
scribe some details of a user study to assess the technical feasibility and possible
benefits of diabetes management with mobile phones. We then present the ap-
proach taken to capture activities and discuss the heuristics for measuring context
similarity in section 3. In section 4 we discuss the results obtained from the user
study and the evaluation of the functionality of the proposed system. We continue
in section 5 to survey relevant related work within the area of pervasive computing
and health care with mobile phones. We end with conclusions and present future
work in section 6.

2 Feasibility Analysis

A feasibility study was carried out by questioning a group of participants about
their mobile phone usage to assess the possibility of using location and activity-
awareness with the device to recognize similar previous situations and hence im-
prove decision support for managing one’s blood glucose levels. As such, the aim
is not to carry out a user-centered usability test of the application, but rather
to analyze the technological feasibility of the application upfront. Therefore, the
number of participants in the feasibility study is not as extensive as what one
would otherwise expect for usability experiments.

2.1 Participants in the study

In this study 17 participants were interviewed about their mobile phone usage
to investigate whether the device can be used to automatically collect data about
their location and activities. 7 of the participants were diabetic and also responded
to two specific questions to investigate how acceptable they consider the use of a
mobile phone to manage diabetes. All diabetics − males and females ranging in
age from 25 to 55 − in this study were Type 1 insulin-dependent and were still at
work. The age category +55 was not included in the study as these people typically
suffer from Type 2 non insulin-dependent diabetes, which is often treated with pills
and modifying one’s diet. Furthermore, due to their age some of the candidates
felt more comfortable with pen and paper or had professional caregivers measure
their blood glucose levels and inject insulin.
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Question Answer

Q. 1 Do you use your mobile phone
often?

All participants had a mobile phone
and used it daily or at least several
times a week.

Q. 2 Do you use your mobile phone as
your main home phone?

12 % used their mobile phone as their
main phone. 88 % also had a landline
telephone or shared one with relatives
living under the same roof.

Q. 3 When and where do you turn off
(and not silence) your mobile phone?

24 % turned off their mobile phone
when going to bed, 12 % at work,
and all when required by safety reg-
ulations.

Q. 4 How do you use your mobile
phone (except for voice calls)?

SMS/MMS, camera and navigation
were mentioned when the mobile
phone supported these functions.

Q. 5 Do you always have your mobile
phone with you?

88 % responded positive, while others
sometimes forgot their mobile phone
or intentionally left it behind during a
short activity (e.g. a coffee break).

Q. 6 How do you think your mo-
bile phone could help you manage dia-
betes?

Quicker and easier logging (e.g. times-
tamps and food intake), notification,
easier recall and visualization of old
measurements.

Q. 7 Which concerns do you have
about using a mobile phone for this
purpose?

Application will be too complicated,
what if battery runs out, screen is too
small, loosing data (e.g. mobile phone
theft)

Table 1: Interview with the participants before the experiment

2.2 Questionnaire

The questions that were posed and the results of this questionnaire are shown in
Table 1. These questions were asked to investigate the following hypothesis:

The mobile phone can be used to manage diabetes by: (1) obtaining user input
on food intake, (2) correlating human activity with time and location-awareness,
and (3) recognizing previous similar situations in order to provide the user decision
support on insulin dosage.



2.3 Results of the questionnaire 153

Food Intake Physical Exercise (classification)

Breakfast Profession (high/moderate)
Lunch Household work (high)
Dinner Sports (high)
Fruit Leisure activities (moderate)
Snacks Socializing (light)
Water Sleeping (none)
Coffee Break
Soda
Alcohol

Table 2: Classification of user activities and events

After filling in the questionnaire, the participants were also asked what kind of
features they expected and to write down activities and events they thought had
an effect on their blood glucose levels and that our application should be able to
recognize or infer. All collected information is stored in the electronic diary and
so that it can be reused later on to find similar situations.

2.3 Results of the questionnaire

The results of the first five questions show that the position of a mobile phone
can be used to represent a person’s location with a reasonable accuracy during the
day. Charging the battery and regulations at work were the two main reasons why
a mobile phone was not turned on or near to its owner. Although these results
were obtained during a previous study with various users (including people not
diagnosed with diabetes), we assume that these usage statistics can also serve as
a good estimate for the smaller diabetes population.

With respect to the last two questions on managing diabetes, we concluded
that some of the concerns of the participants are adherent to the mobile phone
and cannot be addressed. Nonetheless, the volunteers were open to the idea of
using the device in the hope that it would more accurately monitor their wellness.

The activities and events mainly fell into two categories, namely food or calorific
intake and physical exercise. The first category increases blood glucose levels, while
physical activities reduce blood glucose levels. As dealing with numbers is more
practical than classes of food products, we translate a broad range of food prod-
ucts into their energy equivalent with a food nutrition table. A typical diabetes
Type 1 diet consists of 35 calories per kilogram of body weight and 50% of these
calories should come from carbohydrate at 4 calories per gram. As it is not the
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 MAP SAMPLING WITH GSM SIGNAL STRENGTH AND THIN PLATE SPLINE INTERPOLATION
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Figure 1: Sampling and TPS interpolation of the signal strength from a mobile
phone to a tower with given Cell ID and Location Area Code (LAC), and con-
struction of the directed and RSSI labeled graph representing a synthetic map of
the places visited.

type of activity but the intensity of the activity that affects the blood glucose, we
classified the various activities with the help of the participants listed into four
exercise levels of activities (none, light, moderate and high) based on their inten-
sity. The classification of the activities is shown in Table 2. The effects of other
aspects, such as stress, sickness, or pregnancy, were not taken into account in this
study.

3 State and Activity Recognition

In this section, we describe the approach taken to capture user activities and
discuss the heuristics for measuring context similarity. We will represent places
the individual has visited with a labeled directed graph and correlate the exercise
level of user activities with certain positions.

3.1 Implicit location-awareness with GSM cellular data and
Markov chains

Our experimental setup relies on GSM cellular data to obtain the location of the
user. We first determined the average cellular coverage to investigate how precise
a GSM is when used as a positioning device. Several drive tests with a GPS
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throughout the country learned that a tower with a unique Cell ID and Location
Area Code (LAC) covers areas with a diameter from 400m in urban environments
to about 3000m in rural environments. Interpolation of the (averaged) Received
Signal Strength Indication (RSSI) at various locations provides a higher accuracy
of the coverage of a GSM cell tower, but later on during the experiment this
technique proved to be too computationally expensive on the mobile phone.

However, as knowledge about the exact whereabouts of a user is not mandatory
(we only need to recognize locations that were previously visited), we simplified
the location representation by means of a directed graph where nodes represent
cell towers with a unique Cell ID and LAC, and where edges represent handovers
or transitions to another cell tower. Each edge is labeled with the RSSI of the
old and the new cell tower. That means that at each handover two RSSI values
between 0 and 99 are stored. An RSSI value of 0 means the signal strength is ≤
-113 dBm, 99 is an undetectable signal, while all values between 1 and 30 represent
signal strengths from -111 dBm to -53 dBm. We used Thin Plate Spline (TPS)
interpolation [3] to estimate the signal strength of an antenna at various places.
TPS computes a smooth and minimally bended surface that passes through a
set of given control points. The interpolation process and labeled directed graph
representation are both illustrated in Figure 1, but only the latter is used for
implicit location-awareness because TPS is too computationally intensive to be
carried out at runtime on a mobile phone.

During the experiment, each participant builds up a synthetic map of the places
he has been to. By marking and time stamping the transitions between cell towers,
we use this map to predict with a certain accuracy what activity is being carried
out and which places the participant will go to next. To this end, the data is used
as statistical input for a Discrete Markov Process. Based on the trace logs of the
participants, we filter out the cell towers (Cell ID/LAC) that were only briefly
encountered. As we do not consider activities that take less than 15 minutes, we
filter out cell towers to which a mobile phone is connected less than 15 minutes in
total.

Assuming that after filtering N cell towers remain, we construct a Markov chain
with N distinct states S1, S2, ..., SN . During each handover between cell towers, a
change of state occurs. The probability of each state change (Si → Sj) is derived
from the occurrences of handovers in the trace logs of the participant. We denote
the time instants associated with the state changes as t and the corresponding
state (or cell tower) at time t = 1, 2, 3, ... as qt.

Our Markov chain is of first order, which means that the probabilistic descrip-
tion of the handovers depends on the current and the predecessor state:

aij = P [qt = Sj |qt−1 = Si], 1 ≤ i, j ≤ N,
aij ≥ 0,

∑N
j=1 aij = 1

The above state transition probabilities aij assume that handovers are independent
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Figure 2: The state transition probability matrix for the implicit location-
awareness Markov model. Each state transition probability is subdivided into
a 24-hour time dependent subclassification.

of time. As in real life these probabilities are time dependent (e.g. going to work in
the morning and returning in the evening), we further decompose the probabilities
into 24 substates: a per hour of the day subdivision of the handovers. When equal
probabilities aij arise, the current time is used to choose the most likely next state.
This is illustrated in Figure 2. The state transition probability a45 = 0.5 of S4 to
S5 is decomposed into per hour substates.

For each of the N cell towers, the total duration of connectivity is used to
estimate the probability of being in that state:

πi = P [q1 = Si], 1 ≤ i ≤ N

We can then, for example, determine the probability of connecting to a sequence
of three cell towers O = S2, S4, S7 as follows:

P (O|Model) = P [S2, S4, S7|Model]

= P [S2].P [S4|S2].P [S7|S4] = π2.a24.a47

With this model we can compute the probability of future locations and transitions
from one location to another. The advantage of this approach is that, while the
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exact positions are unknown, we can link the whereabouts of a user to his routines
and daily life. Due to memory constraints we limit the size of the transition table to
N = 100. As our prototype implementation continuously logs handovers between
cell towers, it enables the user to recompute the state transition probabilities aij

whenever his situation drastically changes.

3.2 Activity-awareness with a Hidden Markov Model

In the previous section we considered a Markov model in which each state corre-
sponded to an observable event, i.e. a cell tower. In this section, we will discuss
how we relate types of activities (none, light, moderate and high) to locations.
As the exercise level of physical activities is difficult to observe, but the outcome
corresponds to an observable event (the blood glucose levels), we will use a Hidden
Markov Model (HMM) with the 4 exercise levels as hidden states and the blood
glucose levels (and insulin dosages) as observable states. As such, the HMM is
characterized by the following properties:

1. N , the number of hidden states S in the model, with N = 4 in our experi-
ment. We distinguish the individual states by referring to the exercise level
in the subscript of the state: S = Shigh, Smoderate, Slight and Snone.

2. A = {aij}, the state transition probability distribution as described earlier
for the location Markov chain.

3. π = {πi}, the initial state distribution with πi = P [q1 = Si] and i = 1..4.
These values depend on the overall activity level of the participant (occupa-
tion, sports activities, etc.).

4. V = {vi}, the set of discrete observations. We explain below how we dis-
cretize the blood glucose measurements to a set of 15 observations.

5. B = {bjk}, the observation symbol probability distribution which contains
the probabilities of producing an observation k while being in state j:

bjk = (vk|sj)

The range of blood glucose levels is too large for each value to be represented as
a different observation. We therefore round the value up or down to the nearest
multiple of 20, i.e. V = {v60, v80, v100, v120, ..., v300} represents blood glucose levels
of 60, 80, 100, 120, ..., 300 mg/dL. Two extra observations vlow and vhigh represent
measurements below 60 and above 300 mg/dL. This discretization results into 15
observations in total.

We then asked the participants to identify days in their trace logs when little to
no physical activity took place. We used this information to analyze the impact of
various food products on the blood glucose level. The output of this analysis was
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Figure 3: Overview of the different steps in the process of finding similar situations
from the past given the current context and blood glucose measurements

a rough estimation of a proportional relation between calorific intake and insulin
dosage. After filtering out the effect of food on the glucose measurements, we
obtained a ‘normalized’ version of the blood glucose levels that only depend on
physical activity and insulin dosage. As such, within the same range of glucose
measurements the physical activity is inverse proportional to the insulin dosage.
By time aligning this data with the location model, we can infer correlations
between places and types of activities and use this data to train the HMM. This
approach makes several assumptions that greatly simplify the data processing:

1. The amount of calorific intake, the duration of an activity, and the insulin
dosage have a linear effect on the glucose measurements.

2. Only these parameters have an effect on the glucose measurements.

In reality, other factors, such as stress or sickness, can influence the blood glucose
levels in unexpected ways. Given that taking into account all factors into one
model is already a rather complex undertaking, we consider the above assumptions
to be reasonable approximations for a first evaluation. However, longer term
experiments and larger data sets are needed for verification purposes.

3.3 Similarity analysis

As it keeps a log of time and location, food intake, activities and insulin dosage,
the goal is to find a historical context in the data set that most resembles the
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 MEASURING AND VISUALIZING BLOOD GLUCOSE RESULTS

Figure 4: Measuring the blood glucose level and obtain a visual representation on
a mobile phone for comparison with previous results.

current situation. The whole process is visualized in Figure 3. The steps that the
user and the mobile phone undertake, include:

1. The user measures his blood glucose level at 17:30 just before having dinner.
The results from the glucose meter are reported to the user.

2. The current blood glucose results are inserted into the prototype application
on the mobile phone, as well as the type and amount of calorific intake that
took place after the measurement at midday.

3. The mobile phone retrieves the current context using its own clock and the
current cell tower. This primary context is used to query a time table con-
taining past locations, activities, glucose measurements and insulin dosages.

4. Matching entries in the log book are filtered and sorted according to partic-
ular heuristics that are described below.

5. The selected entries are presented to the user, including the parameters that
matched with previous measurements.

Most individuals stated that they had a basic insulin dosage plan with a number
of insulin units for each main meal of the day. This basic amount was adjusted
depending on the current glucose level, on their meal and on the activities that
were planned after the meal. The timing of the measurement is the most important
filtering criterion because it defines the basic amount of insulin units to start from.
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 DAILY LOGS OF GLUCOSE LEVELS OF TWO PATIENTS ON FOUR RANDOM DAYS
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Figure 5: Daily log of blood glucose readings at different times of a day. The ideal
blood glucose levels are 70 to 140 mg/dL before a meal and 110 to 180 mg/dL
about 1 hour after a meal.

Once the base insulin dosage is known, we look for similar glucose values in the
past within the same time frame. The previous measurements are ranked according
to (1) glucose level, (2) calorific food intake, (3) physical activities. These three
rankings are combined into a weighted score using 50%, 25% and 25% respectively.
We also analyze and compare the current trend by carrying out the same procedure
for the 3 preceding measurements. A final ranking weighs the 4 combined scores
with 50%, 30%, 10% and 10% respectively. This final ranking is then used to find
the best similar situation taking into account current and previous results.

4 Experimental Evaluation

This section presents the results obtained from the evaluation of the functionality
of the prototype application. The application was evaluated on its ability to assist
the diabetic with finding similar situations from the past to help decide on the
insulin dosage. Two types of users participated in the study: diabetic and non-
diabetic. The second group was only used to help determine the ability to predict
user activities based on location information, but did not carry out any blood
glucose measurements.

The Java prototype application that we developed was tested on a Qtek 9090
smartphone. This wireless handheld device has the following main characteristics:

• Processor: Intel PXA263 400 MHz
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 REPORTING THE GLUCOSE RESULTS AND INSULIN DOSAGE OF THE BEST MATCH 
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Figure 6: Reporting back after similarity analysis. The values in blue represent
the best match while the current values are shown in red.

• Display: 240 x 320 pixels

• Memory: 128MB RAM

• Operating System: Windows Mobile 2003 SE

• Java VM: IBM J9 (J2ME)

This device was used to test the application on its effectiveness to derive user
activities and on its usefulness from a user’s point of view.

4.1 Procedure and participants

As discussed in section 2, 17 participants of which 7 were diabetic, took part in the
feasibility analysis. These users also participated in the experimental evaluation of
the application. The test group was extended to 26 persons of which 11 diabetic.

During an initial one week training phase the participants with and without
diabetes were asked to write down their activities while the application tracked
time and location. We are not so much interested in the exact activity that
was carried out, but rather in finding correlations between time, location and
the exercise level of the physical activity (none, light, moderate and high), and
therefore mapped various user activities to the 4 exercise levels (this mapping is
user dependent). The baseline exercise level written down by the user is then
compared with the estimations of the application. The end result of the training
period was a personalized spatio-temporal activity model that is used to initialize
the feedback mechanism of the application.
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Figure 7: Predicting the most likely next location, and the corresponding activity
given the location.

In the testing phase, this model is used to predict next locations and activities.
The difficulty with providing quantitative results when using hand-over graphs as
the form to represent location is that the accuracy can not be expressed in terms
of distance to the actual location because the location representation is based on
the Cell ID and LAC identifiers of a GSM tower (and the RSSI signal strength)
and not on any explicit knowledge of the tower’s position.

From all persons diagnosed with diabetes we also collected data from blood
glucose measurements (as shown in Figure 4). During the experiment, these par-
ticipants tested their blood glucose levels four times a day for three weeks and
were supposed to follow a diet of four to six meals a day. Two of those blood
glucose logs of each 4 days are visualized in Figure 5. Our application obtained
these glucose measurements indirectly through synchronization of the glucometer
with a desktop computer, or if that is not possible, by inserting the data manually.

4.2 Location-awareness and user activity

The accuracy of the location prediction was fairly low in the beginning but in-
creased rapidly after a training period of a week. The absolute values on how
well the location handover model can predict the next location after the training
period differed from person to person, but we have obtained results ranging from
55% to 85% on average. The results of one test person are shown in Figure 7.
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One of the participants noted that at a particular place his cell phone had about
equal probabilities of being connected to either one of two different cell towers.
This may have caused the low prediction accuracy but this can be ameliorated
after grouping cell tower data that cover the same area. Also in the case when the
user is visiting unknown places, no handovers to neighboring locations have been
registered before. In those cases, location or activity predictions cannot be made.
Under these circumstances, the predictions are not used to compare and rank the
previous situations.

More interesting to note was that a low accuracy on predicting the next loca-
tion did not necessarily mean that the activity prediction (that relies on location
information) was low too. If handover to two different cell towers would have equal
probabilities, then this could have an effect on predicting the activity except when
the different towers relate to the same place where the same activity is carried
out. In Figure 7 we also show the accuracy of the prediction of the exercise level.
The accuracy in this figure is quite high, but this can be easily explained. First,
there are only 4 categories of exercise level, and second, some people only were
very inactive and such never had e.g. a high exercise level.

4.3 User evaluation

During the test phase of the experiment, each participant was presented with a
previous similar situations based on time, location and activity information.

The first user evaluation was carried out with both the participants with and
without diabetes, and deals with recognizing similar situations (times and loca-
tions, activities). One part of the application listed several situations similar to
the current context, and provided arguments to the user on why it assumed the
situation was similar. The arguments were given as statements that the user could
verify for correctness.

• Recognizing the same place:
You are now where you were 0 days ago at 7:45.

• Predicting the current activity:
Your current exercise level is ‘moderate’.

• Finding the most similar location, time and activity combination:
You are in the same situation as 1 day ago at 17:20.

Although our experimental setup deals with numbers to estimate location and
activity, it was very difficult to obtain quantitative results with respect to the
correct classification of the current situation and comparing the baseline exercise
level evaluated by the user with the predicted exercise level of the activity (none,
light, moderate and high). The main problem for the participants was the difficulty
to interpret the arguments of the application. The participants had a hard time



4.3 User evaluation 164

trying to assess if the arguments like those stated above were true. The cause of
this problem was threefold:

1. Users had no exact description of the location.

2. Users could not remember where they were at a previous time and location.

3. Users were not sure if the classification of their current activity into one of
the 4 exercise levels was correct.

Because the location and activity recognition is normally carried out behind the
scenes and hidden for the user, we considered the effectiveness of the recognition
functionality more important than the usability for the end-user, and verified the
prediction together with the participants after the training period.

The effectiveness and usefulness of the application for the participant to manage
his diabetes on a mobile phone was carried out in a second user evaluation. As such,
this user evaluation was only carried out for the persons diagnosed with diabetes.
The application tried to find similar situations not only based on time, location
and previous activities, but also on similar blood glucose levels and insulin dosages.
Specifically for the the latter, the application compared the last four states (the
last 24h) and based on the best matching situation it gave the diabetic participants
some advice on the insulin dosage, as shown in Figure 6. We presented the blood
glucose results that were measured right after the best matching candidate to
allow the user to improve on past behavior. These blood glucose results serve as
an estimate for the next measurement if the same kind of meal and insulin dosage
is maintained.

The user was asked to classify these reports by pushing on a button labeled
’+’ or on a button labeled ’-’ if the advice was helpful or not. A report is helpful
if it was used to make a decision. The appreciation of the reports for the different
participants ranged from 46% to 73%. One reason for the low scores in some cases
was that the feedback of the application was the same as the default insulin dosage
plan. It was therefore considered correct but not helpful. This reason was verified
by checking how well the participants were able to manage their diabetes, and on
average people who did well gave a lower score.

Another concern that was raised was the fact if the application could distin-
guish weekends and the other days of the week to predict future locations and
activities. In our current implementation we do not differentiate between weekend
and weekday location distributions, because for most users the application recog-
nized the different patterns by itself. Although adding a filter to support such a
constraint is fairly trivial, we investigate the possibility of using different profiles
so that other cases, e.g. for those working in different shifts, can also be supported.

During a last interview, we also reviewed the last two questions and corre-
sponding answers of the questionnaire to verify if the prototype application met
their expectations. Here are some of the remarks on how the participants perceived
the application compared to the traditional pen and paper technique:
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• The application forced to keep more detailed logs than what they wrote down
before. Almost all of them considered this to be a good thing, although for
some it meant a bit more work.

• The graphical representation of the data, as shown in Figure 6, is much ap-
preciated to compare the current situation with previous ones, but it requires
a display of a reasonable size to be readable.

• One particular feature that was requested was to add the ability to label places.
This would come in handy to recall places and activities of similar situations
in the past.

• It was not straightforward to modify the base insulin dosage plan recom-
mended by a doctor. Some participants requested the possibility to select
different profiles because their default insulin dosage plan alternates each
week.

Because of the large amounts of data that were captured implicitly by the mobile
phone (e.g. location) or given by the user (e.g. food intake or glucose levels),
the participants would appreciate a feature to generate overview reports of the
collected data. Although our application also runs on regular desktop computers
(except for collecting cell tower data), we did not implement this kind of support.

5 Related Work

In recent years, the mobile phone has received a lot of attention as a platform for
pervasive computing research. Many experts in the field have studied location-
awareness issues [10, 4], while other researchers investigated the development of
ubicomp and context-aware applications for this commodity device [11, 13, 12].
Providing a detailed review of the state-of-the-art in each of these domains is
beyond the scope of this paper. Instead, we review relevant work in the fields of
activity recognition, similarity analysis and the use of the commodity device for
diabetes wellness management.

The use of GSM cellular data for activity recognition is discussed in [1]. Sim-
ilar to our approach, the authors use a Hidden Markov Model (HMM) to infer
the current activity based on the Cell ID, Location Area Code (LAC) and signal
strength. The authors obtained an 80% classification accuracy of being stationary,
walking and driving in a metro and urban environment. In [8], similar experiments
are carried out with neural networks. Contrary to the previous approach, we use
supervised learning to capture 4 types of activities. In our case, the user first
identifies during a short training period activities it considers relevant for control-
ling diabetes. After this first initialization step, the model is further improved
by online learning with user feedback. While the previous authors argued that
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in their case accelerometers would have probably been more straightforward, we
found that applying HMMs proved satisfactory in the experiments that we carried
out.

In [6], Keßler discusses how to use context information to improve similarity
analysis. He discusses three applications of similarity measurement in the geospa-
tial domain and investigates which aspects of Dey’s and Abowd’s definition of
context (i.e. identity, activity, location and time) play a crucial role to define sim-
ilarity in each of these cases. The paper presents a process for similarity requests
that aligns the concepts in the request and a chosen set of weighted context pa-
rameters along an application specific knowledge base. This alignment is made
possible by relying on the structure of a shared vocabulary in the knowledge base
and context information. The weighted context parameters are used to influence
the outcome of the similarity analysis. In our research, we investigate how similar-
ity of context parameters obtained on a mobile phone, such as time and location,
can infer other context parameters, such as type of activity, and how in a sec-
ond step this model is used to analyze similarity of context, blood glucose levels,
food/calorific intake and insulin dosage with previous situations. Although our
approach does not explicitly rely on ontologies or on a shared knowledge base, we
also use weights to influence similarity but the weights are more crude and based
on user feedback.

Mamykina et al. discuss in [9] how they investigated health management prac-
tices of individuals with diabetes. They studied ways in which reflection on prior
actions impacts future lifestyle choices and how our health monitoring applications
can help to make well-informed decisions by finding correlations between past ac-
tions and health states. Our prototype application follows the health reasoning
decision cycle in which the patient monitors his blood sugar level, notices and at-
tributes the change in blood sugar to particular actions and modify the behavior
based on the learned inferences. They also stressed the need for intelligent data
analysis to find true correlations and to carefully present this information to the
users in order to avoid confirmation bias. Confirmation bias arises when users
seek evidence for a hypothesis they formed while ignoring inconsistent evidence.
While Mamykina engaged the participants in reflective explorations of and reason-
ing about possible correlations between activities and changes in the blood sugar
readings, our application uses Markov chains and HMMs to automate this step.
The advantage of actively engaging the participants in hypothesis-based reasoning
is that it increases the overall awareness of diabetes, but this proactive analysis
could result into confirmation bias of the hypotheses formed by the users.

In the area of mobile computing for diabetes, a special purpose cell phone
for diabetics, the GlucoPhone, was developed by HealthPia [5]. The GlucoPhone
attempts to incorporate health care into everyday life by integrating a cell phone
and a glucometer. As such, the device is capable of measuring blood glucose
levels and sending the results in a text message to an online database for review
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by professional caregivers or relatives. Earlier on in 2003, a similar approach was
carried out by Vikram Kumar in the DiaBetNet project [7]. In essence, DiaBetNet
is a guessing game for diabetic children that lets them estimate their current blood
glucose level on a handheld computer. A blood glucose meter transmits the results
to the handheld and the latter awards the children points based on how closely
their guess was. The overall goal is to teach children how to control their disease.
The setup of our system is very similar to the above approaches, but our research
is more focused on dealing with the daily hassle of managing the disease and being
able to detect trends in blood glucose levels.

6 Conclusions and Future Work

In this paper we have presented a prototype system that helps individuals di-
agnosed with Type 1 insulin dependent diabetes to manage their disease. The
application runs on the mobile phone and monitors user location through GSM
cellular data and infers various kinds of user activity. By recognizing similar situ-
ations in the past, and augmenting the logging of blood glucose levels with current
context data, our prototype application is able to assist the patient with deciding
on his daily drug dosage. By collecting qualitative and quantitative feedback from
participants that evaluated that application, we assessed the usefulness of the ap-
plication. The overall satisfaction of the participants regarding the application
was positive.

Given the technical capabilities of the mobile phones that were used during the
experiment, we had to take into account memory and processor limitations during
the design of the application and the selection of algorithms. One of the conse-
quences of the scarce resource availability was that the Thin Plate Spline interpola-
tion of the signal strengths − to improve location-awareness accuracy − proved to
be too computationally expensive for a mobile device. However, the less resource
demanding simplified directed labeled graph approach that was used instead ap-
peared to be good enough to construct an implicit location-awareness model. The
same limited resources story also holds for the use of Hidden Markov Models. Once
the probability matrices are computed, the application runs smoothly on the mo-
bile phone, but for the training of the HMM a mobile phone is obviously no match
for a plain desktop system. Also, as with all applications that rely on Markov
models, there is no such data as more data. In our experiment the participants
logged their blood glucose levels for at least two weeks. A longer term study is
required to verify the results as in the current experiment not enough data was
available to use one part of the data set to train the HMM and use the other part
to verify its effectiveness. From a usability perspective, the participants were quite
happy to use a mobile phone as handwriting issues were no longer an issue and in
some respects the blood glucose measurements were more accurately logged than
before.
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For future work, we will further investigate context-aware activity prediction to
assess whether more importance should be given to previous actions compared to
future actions, or vice versa. In the similarity analysis, we compared the context
parameters and measurements of up to 4 previous states but only looked ahead
one state to decide which situation was the most similar to the current. We also
plan to investigate the effect of our advisories on the occurrence of blood glucose
swings (from too low to too high and vice versa), but larger data sets are required
to pursue this direction.
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Abstract

The ubiquity of wireless ad hoc networks and the benefits of loosely cou-
pled services have fostered a growing interest in service oriented architectures
for pervasive computing. Context-aware services and runtime adaptation are
key to expedite human interaction with dynamic pervasive computing envi-
ronments. We explore two types of live service mobility to avoid service
disruptions in mobile ad hoc networks. Service migration moves a service at
runtime from one host to another including its state, while service diffusion
replicates the service and the state on multiple hosts. We analyze the basic
requirements for service mobility and evaluate our OSGi-based implementa-
tion for service mobility with real-life experiments. Our results show that
the overhead of state transfer and synchronization is limited for relatively
small applications and that the delay for handing over to a replicated service
in a small scale network with enforced network failures remains minimal.

1 Introduction

The late Mark Weiser [22] envisioned ubiquitous computing as the next logical
step to the era of the traditional desktop as the mainstream computing paradigm.
Smart objects that are invisibly embedded in the environment around us will in-
teract with one another and adapt to the situation at hand without any human
involvement. Service-oriented computing (SOC) [13] is a key enabler of Weiser’s
vision. It represents the current state of the art in software architecture [19] that
utilizes services as fundamental building blocks for the rapid development and
deployment of applications. It relies on a service-oriented architecture (SOA) to
organize loosely coupled services, to bind them and manage their life-cycle. By
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breaking up an application into an orchestration of independent reusable services
with well-defined interfaces, SOA facilitates the creation of new intelligent appli-
cations. It provides the required flexibility to customize applications to highly
dynamic environments by adapting the service deployment and composition to
the new context.

The focus of this paper is on how we can improve the availability and accessi-
bility of services in a highly dynamic ad hoc network where intermittent network
connectivity can disrupt an application when multiple services on mobile and sta-
tionary devices are temporarily coupled to behave as one single application. We
propose to replicate the same service and its state at runtime (i.e. live mobility of
services) on multiple devices near to the user that can provide a guaranteed qual-
ity of service (QoS) with support for state synchronization between the replicated
services. This way, we increase the number of opportunities a user can interact
with a service and we can better deal with volatile network connections by handing
over to a replica if the connection between two services breaks down. As such,
we say that the same service has diffused to multiple hosts. We will illustrate the
applicability of smart service diffusion in a distributed setting on top of the OSGi
framework [12].

Service mobility presumes that services are distributed in a network on which
they can be discovered and in which they can interoperate seamlessly. OSGi ini-
tially did not have any extensions for transparent distributed services. However,
transparent remote service invocation on the OSGi framework is an issue that has
been addressed by several researchers and projects. The Eclipse Communication
Framework [20] provides a flexible approach to deal with remote services and ser-
vice discovery on top of the Equinox OSGi implementation. Remote OSGi services
can be called synchronously and asynchronously on top of various communication
protocols. The R-OSGI [17] is a similar framework to deal with distributed ser-
vices.

The previous two projects address network transparency for OSGi services, but
do not deal with live service mobility. We aim to replicate a service at runtime on
one or more hosts to increase accessibility and expedite human interaction with
the service. This means that we need to redeploy the service and transfer the
state [8] of the service, and keep the state synchronized when diffusing a service
to multiple hosts. The Fluid Computing [1] and flowSGI [16] projects explicitly
deal with state transfer and discuss state synchronization mechanisms and ways
to resolve state conflicts. Optimistic replication is a technique to enable a higher
availability and performance in distributed data sharing systems. The advantage
of optimistic replication is that it allows replicas to diverge. Although users can
observe this divergence, the copies will eventually converge during a reconciliation
phase. In [18], the authors provide a comprehensive survey of techniques developed
to address divergence. Because conflicting states break transparent handover to
a replicated service, our approach to service replication and state synchronization
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follows the more traditional pessimistic replication and aims to prevent divergence.
In order to keep the service diffusion approach scalable, the targets selected

for diffusion need to be well-chosen. That is why we use context-awareness [3]
as a way to improve the target selection for service migration and diffusion. In-
formation about the characteristics of the services and the devices in the vicinity
helps to select appropriate targets for service mobility. By keeping track of the
service context, we also learn for each service the devices the user will most likely
interact with. As a result, compared to the Fluid Computing and flowSGI ini-
tiatives, our method enhances the peer selection for service replication by using
context information of the service and the device. This approach provides better
guarantees that the application will actually work and be used on the device. Im-
plementing context-awareness with OSGi has been investigated in the past. In [5],
the OSGi platform was used to perform context discovery, acquisition, and in-
terpretation and relied on an OWL ontology-based context model that leverages
Semantic Web technology. In [23], the authors present an OSGi infrastructure for
context-aware multimedia services in a smart home environment. Although the
application domain that we target goes beyond multimedia and smart home envi-
ronments, there are other context-awareness systems [9], [7] leveraging the benefits
of the OSGi framework to implement context-aware behavior.

The article is structured as follows. In section 2 we list the requirements to
enable seamless service migration and diffusion. Section 3 provides details on
how we realized these requirements on top of the OSGi framework. In section 4
we conduct experiments that illustrate the effectiveness of service diffusion in a
real-life scenario. We measure the overhead of state transfer and synchronization
as well as any benefit in improved availability and accessibility. We end with
conclusions and future work in section 5.

2 Requirements for service migration and diffu-
sion

Pervasive services offer a certain functionality to nearby users. They are accessed
in an anytime-anywhere fashion and deployed on various kinds of mobile and sta-
tionary devices. When users or devices become mobile, proactive live service mo-
bility to multiple hosts can provide a solution to the increased risk of disconnecting
remote services. In this section we review several non-functional concerns and re-
quirements that need to be fulfilled to ensure that the migration and diffusion of
a service in a mobile and pervasive setting can be accomplished.

2.1 Device, service and resource awareness

In a pervasive services environment, the multi-user and multi-computer interac-
tion causes a competition for resources on shared devices. Therefore, knowledge
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Figure 1: Smart diffusion of services requires awareness on the availability of
devices, services and resources that surround the user. In this illustration, a
camera is looking for a device with adequate resources that can show its pictures
on a better display.

about the presence, type and context of the devices (including resource-awareness
about the maximum availability and current usage of processing power, memory,
network bandwidth, battery lifetime, etc.) is a prerequisite to guarantee a mini-
mum usability and quality of service. Before relocating a service to another host, a
service discovery protocol (SDP) can be used to verify if the service is not already
available [6].

2.2 Explicit service state representation and safe checkpoint-
ing

Stateless services can be replaced with similar ones or redeployed on another host
at runtime without further ado as long as the syntax and semantics of the inter-
faces remain the same such that the binding can be reestablished. Stateful services
require a state transfer after redeployment before they can continue their opera-
tions on a different host. Furthermore, the service must be able to resume from the
state it acquired. Therefore, services should model the properties that characterize
their state and make sure that check-points of their state are consistent [8], [21].
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Figure 2: Live migration and diffusion of services. Service migration completely
relocates the service to another host, while service diffusion redeploys the same
service on other hosts and ensures service state replication and synchronization.

2.3 State synchronization and support for disconnected op-
eration

Due to possible wireless network disruptions in the mobile setting of the user, com-
plete network transparency of remote service invocations can have a detrimental
effect on service availability and accessibility. The service platform should pro-
vide support to deal with intermittent network connectivity in order to recover
from temporary failures in network connectivity between two services. With han-
dover to replicated services whose states are synchronized, the effect of network
disruptions can be reduced. Moreover, with discrete state synchronization, the
requirement for continuous network connectivity can be mitigated.

2.4 Enhanced service life cycle management

The service platform must provide functions to manage the life-cycle of services,
such as deployment, withdrawal, starting, stopping and updating. If a service
cannot be run locally because of a lack of resources, the service needs to be moved
to a remote and more powerful device in the vicinity of the user. The service life
cycle management should move services to new hosts and replicate the state if
necessary and support two kinds of service mobility (see Fig. 2):

• Service Migration: Once the replicated service has moved to a new host,
the original one is stopped and uninstalled. This is the typical behavior of
‘follow-me’ applications that move along with the user.
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• Service Diffusion: In this adaptation, the original service becomes active
again once the state has been extracted. New replicas acquire the service
state and get activated. After activation, service states are synchronized.

Of course, a combination where a service is replicated on multiple hosts, but
where the original is uninstalled should also possible. Also note that plain service
migration does not require any state synchronization at all, but handing over to a
service replica is no longer possible when trying to recover from a network failure.
As the effect of network disruptions cannot be mitigated completely, we must also
clean up stale replicated services. This problem is similar to distributed garbage
collection where heartbeats or lease timeouts are used to detect disconnections
and recycle memory. Similar algorithms can be reused to clean up these services.

3 Context-aware service mobility on the OSGi
framework

In this section we will discuss how the previous requirements have been imple-
mented on top of the OSGi framework [12]. This lightweight service oriented
platform has been chosen for its flexibility to build applications as services in a
modularized form with Java technology. OSGi already offers certain functionali-
ties that are needed to implement the service migration and diffusion requirements.
OSGi is known for its service dependencies management facilities and the ability
to deal with a dynamic availability of services. Moreover, OSGi can be deployed on
a wide range of devices, from sensor nodes, home appliances, vehicles to high-end
servers, and allows the collaboration of many small components, called bundles,
on local or remote computers. As such, OSGi is a viable platform for service
orientation in a ubiquitous computing environment.

3.1 Extending service descriptions with deployment con-
straints

Services in the frame of OSGi are published as a Java class or interface along with
a set of service properties. These service properties are key-value pairs that help
service requesters to differentiate between service providers that offer services with
the same service interface. Service providers and requesters are packaged into a
OSGi bundle, i.e. a JAR file with a manifest file that contains information about
the bundle, such as version numbers and service dependencies. Service descriptions
are stored in the service registry of OSGi. Service requesters can discover and bind
to a service implementation by actively querying for the service or by subscribing
to a notification mechanism in order to receive events when changes in the service
registry occur.
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A recent addition to the OSGi R4 framework that simplifies the registering
of POJOs (plain old Java objects) as services and the handling of service de-
pendencies is the Declarative Services (DS) specification [12]. Dependency in-
formation that is currently not mentioned in the service descriptor deals with
non-functional properties such as hardware, software and resource constraints.
For example, one OSGi bundle could be successfully deployed on a J2ME CDC
Foundation Profile, while another could need at least a J2ME CDC Personal
Profile or a J2SE virtual machine because it uses AWT for a graphical user in-
terface. Moreover, resource (memory, processing power, storage) and hardware
(screen, audio, keyboard) dependencies need to specified as well. The current
key-value pair format for service properties is too limited to describe these com-
plex constraints. As discussed in our previous work [15], [11], [14], ontologies
provide a convenient richer specification format to describe and discover perva-
sive services with support for QoS and context-awareness. We therefore opted
to add a ‘deployment’ entry into the Declarative Service descriptor in which
we refer to an ontology that is included in the JAR file of the OSGi bundle:

<?xml version=”1.0”?>
<component name=”jabber”>

<implementation class=”communication.impl.JabberChatClient” />
<service>

<provide interface=”communication.ChatClient” />
</service>
<deployment>

<require name=”resources1” class=”descriptor.owl#MemoryDependency” />
<require name=”software1” class=”descriptor.owl#JavaVMDependency” />
<require name=”hardware1” class=”descriptor.owl#DisplayDependency” />
<require name=”hardware2” class=”descriptor.owl#KeyboardDependency” />

</deployment>
</component>

It models the above dependencies as class restrictions on concepts defined in our
context ontologies1. A device should comply with these constraints if the service
is to be deployed successfully. For example:

<owl:Class rdf:about=”#MemoryDependency”>
<rdfs:subClassOf rdf:resource=”http://www.cs.kuleuven.be/˜davy/ontologies/2008/01/

Hardware.owl#RAM” />
<rdfs:subClassOf>

<owl:Restriction>
<owl:onProperty rdf:resource=”http://www.cs.kuleuven.be/˜davy/ontologies/2008/01/

Hardware.owl#currAvailable” />
<owl:someValuesFrom rdf:resource=”>= 98304” />

</owl:Restriction>
</rdfs:subClassOf>

</owl:Class>

1See http://www.cs.kuleuven.be/~davy/ontologies/2008/01/ for the latest revision of our
context ontologies.
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The previous constraint declares that a device should have at least one memory
resource instance (of class RAM or one of its subclasses) with a property currA-
vailable that has a value larger than or equal to 98304. The type of the property
is specified in the Hardware.owl ontology, and for this value it is bytes.

<owl:Class rdf:about=”#JavaVMDependency”>
<rdfs:subClassOf rdf:resource=”http://www.cs.kuleuven.be/˜davy/ontologies/2008/01/

Software.owl#VirtualMachine” />
<rdfs:subClassOf>

<owl:Restriction>
<owl:onProperty rdf:resource=”http://www.cs.kuleuven.be/˜davy/ontologies/2008/01/

Software.owl#hasRenderingEngine” />
<owl:someValuesFrom rdf:resource=”http://www.cs.kuleuven.be/˜davy/ontologies/2008/

01/java.owl#JavaAWT” />
</owl:Restriction>

</rdfs:subClassOf>
</owl:Class>

The above constraint declares that a device should have at least one Java vir-
tual machine instance with a GUI rendering engine instance that belongs to the
JavaAWT class. The main advantage of our context ontologies [15] is that complex
semantic relationships only need to be specified once and can be reused by every
service descriptor. Moreover, each device profile can specify their characteristics
with the same ontologies. If a device then would specify that it runs OSGi on top
of JDK 1.6, then an AWT rendering engine dependency would semantically match,
but a Java MIDP 2.0 LCDUI rendering engine would not. Resource and hardware
constraints can be expressed in a similar way. The matching itself to verify that a
service can move to a particular host is carried out by a context enabling service
that is described in the following section.

3.2 Context-awareness as an OSGi distributed declarative
service

In order to diffuse OSGi services in a way that takes into account the heterogeneity
and dynamism of a ubiquitous computing environment, we need to be aware of
what the characteristics and capabilities of these devices are, where they are lo-
cated, what kind of services they offer and what resources are currently available.
The CoGITO (Context Gathering, Inspecting and Transforming Objects) frame-
work will provide this information on each host. It gathers and utilizes context
information to positively affect the provisioning of services, such as the personal-
ization and redeployment of services tailored to the customer’s needs. The core
functions of the enabling service are provided as a set of OSGi bundles that can
be subdivided into the following categories:

• Context Acquisition: These bundles monitor for context that is chang-
ing and gather information from resource sensors, device profiles and other
repositories within the system itself or on the network.
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 COGITO: A CONTEXT AWARENESS ENABLING SERVICE

CONTEXT
STORAGE

CONTEXT
MANIPULATION

CONTEXT
ACQUISITION

RESOURCE
SENSORS COGITO

SERVICE
REGISTRIES

DEVICE
PROFILES

DEVICE AND
SERVICE

DISCOVERY

SMART SERVICE
MOBILITY

EVENTS, NOTES
AND TODOS

INSTANT
MESSAGING

SERVICE CUSTOMIZATION

GAMES AND
MULTIMEDIA

Figure 3: Building blocks of the CoGITO enabling service.

• Context Storage: A context repository ensures persistence of context in-
formation. It collects relevant local information and context that remote
entities have published in a way that processing can be handled efficiently
without losing the semantics of the data.

• Context Manipulation: These bundles reason on the context informa-
tion to verify that context constraints are met. Besides a rule and matching
engine that exploits semantic relationships between concepts [14], it also
provides adapters that transform context information into more suitable for-
mats.

A high-level overview of the building blocks of the context-awareness enabling
service is given Figure 3. We will now discuss some of the design patterns and
architectural styles that were used to decompose the CoGITO framework into mul-
tiple OSGi services. This modular approach saves resources when certain context
managing services are not required and allows for service migration and diffusion
of parts of the context framework itself as well.

3.2.1 Perception of the physical world

Sensors are typically used to capture data from the physical world. A large variety
of sensors exists that sense time, location, temperature, motion, touch, light, accel-
eration and so on. However, there are other ways to perceive the current context.
For example, a scanner that detects the presence of certain RFID-enabled items,
web services providing access to information, data profiles stored on a device, or
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 FACADE DESIGN PATTERN FOR CONTEXT INPUT

Input

<ContextItem>
  <ProviderUID>32afc954-a85e-c7b1-f636-123564831237</ProviderUID>
  <Class>http://localhost/context#Temperature</Class>
  <Value type =`http://localhost/units#Celsius'>20.6 </Value>
  <Precision type =`absolute'>0.2</Precision>
  <Accuracy type =`relative'>0.95</Accuracy>
  <TimeStamp>2006-09-37 09:37:41+01:00</TimeStamp>
  <Coverage>http://localhost/context#Room</Coverage>
  <Location type =`http://localhost/context#Office'>02.45</Location>
</ContextItem>

Temperature
Sensor

Figure 4: An abstract representation of a sensor typed with quality attributes.

a user that manually provides information can serve as input. In order to verify
the relevance of the detected information, sensed values can be typed with a set
of quality attributes:

1. Accuracy: This refers to the degree of veracity. It describes the closeness
of the measured value to the actual true value, or the extent to which the
provided information is correct (e.g. 36.8 ◦C vs. 37.1 ◦C, or 99%).

2. Precision: This is closely related to the accuracy parameter, but describes
how detailed a measurement is stated (e.g. 36.9 ±0.1 ◦C ). Measurements
that are precise are not necessarily accurate, and vice versa.

3. Spatial coverage: This parameter defines the geographic scope of the in-
formation. For example, the temperature provided by an outside weather
station is unusable for controlling the central heating in a building.

4. Timeliness: Timeliness refers to how current the provided information is
at the time of delivery. If not sufficiently up-to-date, the temperature infor-
mation may not be useful either for the task at hand.

5. Semantic interpretability: Some sensors may express data in semanti-
cally related types, e.g. ’Celsius’ and ’Fahrenheit ’. If these relationships are
not understood, relevant information could be neglected.

We encapsulate context acquisition into an input component with a unified
interface implemented according to the facade design pattern [4]. The input com-
ponent hides the inner workings of the sensor and adds the relevant quality prop-
erties to the sensed values (as illustrated in Fig. 4). As the other context managing
components will use the unified interface, we reduce dependencies with this design
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 PIPE AND FILTER ARCHITECTURAL STYLE TO TRANSFORM CONTEXT
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Figure 5: A chain of time-independent and time-sensitive context translations.

pattern and hence increase flexibility. The encapsulation into an abstract repre-
sentation also simplifies the comparison of input components that return similar
context information.

3.2.2 Filtering and translation of the sensed context

While most context-aware systems have sensors in place to capture information,
not all of them perform extensive processing or reasoning on the collected data
before determining which action to carry out. Once the context information has
been acquired, we can inspect and reflect upon the collected data by processing
it with context specific translation components or with general purpose reason-
ing algorithms. For both techniques, historic context values can be preserved to
aggregate multiple sensor values or to detect new patterns.

Translating the representation of sensed context, using it as input to gather
related context, or creating a filtered view to select relevant context are all com-
mon context transformation operations. Fig. 5 shows how the classical pipe and
filter architectural style is used to filter or transform sensed data. Here we use it
to convert a sensed value (e.g. an IP address) to the name of a city by using of a
geomapping database, which in turn can be used to derive the current weather or
the name of the country to which it belongs and its currency. It is clear that this
architectural style is very flexible to collect data related to the sensed information.
However, one must pay special attention to when this translation chain is carried
out: when the information is sensed or when the information is requested by the
application. For example, inferring the weather is time-dependent while infer-
ring the local currency is not. As such, context transformation not only requires
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Figure 6: Decoupled transformation of context with support for persistence.

support for orchestration, but also coordination between the context managing
components.

3.2.3 Sharing context with the blackboard pattern

The blackboard architectural pattern, as illustrated in Fig. 6 decouples context
translating components. Instead of directly communicating with one another, they
interact through the mediation of a shared repository. This pattern also allows
them to subscribe for context changes in their area of interest. The main advan-
tage over the pipe and filter pattern is that there is no predetermined sequence
on how these components process the context data. Since there is no direct com-
munication between the components, the architecture topology makes replacing
components very easy. Implementing persistence of context data is another feature
that can be easily achieved with this pattern. The downside is that in a distributed
environment, the node that hosts the repository will become a bottleneck. If this
node goes down, the whole system will be affected.

3.2.4 Integrating reasoners with the chain of responsibility pattern

The various context transformations in the previous subsections were carried out
by domain specific components, and now we integrate general purpose reasoners
to achieve hybrid reasoning. We use the chain of responsibility design pattern
to encapsulate these reasoning algorithms. Each reasoner is typically suited to
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Figure 7: Decoupling between the sender and the receiver for solving a context
reasoning problem.

solve a defined class of problems. The chain of responsibility design pattern avoids
coupling of the sender of a request to the receiver (i.e. a particular reasoning engine)
by giving more than one object the chance to handle the request. Reasoning
problems are passed along a chain (see Fig. 7), until one context reasoner accepts
the problem and solves it.

CoGITO is implemented as a distributed Declarative Service. As the Declara-
tive Service specification does not cover the registration of remote services, we have
each device announcing its presence and that of its context enabling service with a
service discovery protocol like UPnP, SLP or ZeroConf. Upon joining a network,
each other node in the network creates a remote proxy to the enabling service of
the joining node, and the Declarative Services bundle will ensure lazy registration
and activation of the proxy whenever remote context is acquired. When a node
leaves the network, the proxies on the other nodes are deactivated. This approach
for distributed Declarative Services simplifies the collection of context information
on the network, but more importantly it also enables transparent sharing of in-
tensive context processing services (such as a rule or inference engine bundle) on
resource-constrained devices.
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3.3 Service state representation, extraction and synchro-
nization

In order to replicate stateful services on multiple hosts with support for state
synchronization, we need to explicitly model the state variables of the service,
extract them at runtime and send them to the replicated peers. In order to keep
state representation and exchange straightforward and lightweight, we encapsulate
the state of a service in a JavaBean. JavaBeans have the benefit of (1) being able
to encapsulate several objects in one bean that can be passed around to other
nodes, (2) being serializable and (3) providing get and set methods to automate
the inspection and updating of the service state. The approach is quite similar to
the stateful session beans in the Enterprise JavaBeans specification [2]. Stateful
session beans maintain the internal state of web applications and ensure that
during a session a client will invoke method calls against the same bean in the
remote container. In our approach however, a JavaBean is situated locally within
each replicated service and does not involve remote method calls. Instead, the
contents of the JavaBean is synchronized with those of the replicated services.

3.3.1 Incremental state synchronization

The most straightforward way to synchronize the state between the replicated
services is to capture and share the state as a whole. For services with a small
and stable state, this approach works rather well. However, when a large volatile
service state needs to be synchronized with multiple diffused services, network
delays and throughput become an issue. Imagine a presentation service that holds
a series of images and an internal clock as part of its state. While the clock changes
each second, the images do not. Nonetheless, a large state of more than 100KB
that needs to be synchronized each second with each replicated presentation service
would not be unimaginable in the case of full state state synchronization. It is
clear that the size of the state may become a bottleneck for full state transfer.

Therefore, when modeling the state variables of the services, we identify whether
they are volatile or stable. State synchronization will start with a full state syn-
chronization and continue with incremental state transfers of the volatile state
variables. To ensure that we have a consistent state on each diffused service, we
track if and when each state variable has changed. If a state variable has changed,
it will be included in the following incremental state transfer (even if it is a stable
state variable). The reason why we do not incrementally transfer per changed state
variable, is because this fine-grained state synchronization requires each replicated
service to never miss a single state update. With a more coarse-grained mecha-
nism grouping several small volatile state variables in the state transfer (even if
they have not changed since the last update), a diffused service can recover more
easily from a missed service state update. Because it is not easy to identify in ad-
vance which state variables are stable or volatile, we use the time of the last state



3.4 Extending the life-cycle management to relocate services 187

variable change and the change frequency to modify the type of the state variable
at runtime. In our current implementation, we mark state variables as stable if
their state transfer rate is at least an order of magnitude smaller than the transfer
rate of volatile state variables. Basically, our incremental state synchronization
scheme comes down to a dynamic partitioning of the service state into a fast and
slow changing part. In theory however, we could dynamically partition the service
state into more than two parts with each part its own state transfer frequency,
but due to management complexity and bookkeeping overhead per state variable
we have chosen not to implement this feature.

3.3.2 State conflict resolution

Our current implementation synchronizes as soon as the state of an application
has been changed. When network failures arise, the state updates are put in a
queue and another attempt is carried out later on. The queue holds the revision
number of the last state that was successfully exchanged. If, however, two or more
replicated services independently continue without state synchronization, a state
transfer conflict will occur when the involved hosts connect again. In that case,
a warning will be shown and the user can choose to treat the services as separate
applications, or have one service push its state to the others. This approach is
rather crude, but acceptable as long as we are mainly dealing with single-user
applications.

3.4 Extending the life-cycle management to relocate ser-
vices

In a ubiquitous computing environment where pervasive services are replicated, a
user may switch from one replicated service to another. Therefore, we add extra
information to the service state that helps to coordinate the synchronization of
the state changes. For example, we add a revision number that is increased after
each write operation on the bean and use Vector Clocks [10] among all peers to
order the state updating events.

Fig. 8 shows the extended life cycle of a service. The original life cycle states
of an OSGi bundle include Installed, Resolved, Starting, Active, Stopping and
Uninstalled. The dashed arrows define an automatic transition (e.g. a bundle goes
automatically from the Starting to the Active state), while full arrows denote
transitions initiated by the application or the user. We have extended the life
cycle with new states. With the new transitions, an active service can not only
be stopped, but also have its state extracted and synchronized. At that point the
service can continue to migrate to a new host, during which the original service
is uninstalled and the replicated service is inserted its new state before becoming
active. Or the original service can diffuse to a new host, after which the original
and replicated service become active again. We use a lease timeout algorithm to
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Figure 8: New service states in the life-cycle of a migrating or diffusing service.
Some of the transitions of the original service are shown in green, the ones of the
replicated service(s) in red.

garbage collect stale replicated services in order to recycle resources. Whether or
not the original service will be cleaned up depends on the current context and the
interaction pattern with the user. The timeouts are application dependent, but
can be reconfigured by the user.

4 Experimental evaluation

The usefulness and feasibility of dealing with context-aware service migration and
diffusion will be illustrated with three applications: (1) a grocery list application,
(2) a Jabber instant messaging client, and (3) a Sudoku game. The devices used
in the experiment include two PDAs, a laptop and a desktop, all connected to
a local WiFi network. This setup will simulate the real-life scenario in the next
section.

4.1 Scenario

The scenario goes as follows: It is Saturday morning and mom and dad go shop-
ping. Everybody at home uses the grocery list application to make up a shared
grocery list. In the past, mom sometimes forgot her grocery list at home, but now
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 GROCERY LIST ON THE MOVE

-Adaptation
-Relocation
-State transfer
-Synchronization
-Handover

Figure 9: The grocery list is automatically adapted to fit the new screen size
if needed. After redeployment the states of all the replicated grocery lists are
synchronized.

she only needs to take along her smartphone. The application just diffuses along.
Dad also has his PDA with him and runs the same replicated application. They
decided to split up the work and go shopping separately. At the mall, each time
mom or dad finds a product that they need, it is removed from the shared sticky
note application. They get each others updates when the state of the application is
synchronized.

Mom is still checking out while dad is already at the car. As he is waiting,
he has another go at the Sudoku puzzle that he was trying to solve on the home
computer that morning. His daughter is online and starts a conversation. She
wants to send him a picture, but the display of his PDA is too small. He takes
his briefcase, turns on his laptop, the application migrates and he continues the
conversation there. Unfortunately, he forgot to charge his battery so after a while
his laptop gives up on him. “Back to the PDA but then without the picture”, dad
decides. In the meantime, mom has arrived and dad tells her about the picture.
She will have a look at it at home once the application synchronizes with the desk-
top computer.
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Table 1: Overhead results of state transfer, synchronization and handover delay.

Grocery List Jabber Client Sudoku Puzzle

Bundle size 87693 bytes 288235 bytes 54326 bytes

State size 64328 bytes 18235 bytes 1856 bytes

Relocation time 11 seconds 13 seconds 7 seconds

Handover delay (audio) 51 msec 61 msec 54 msec

Handover delay (log) 157 msec 213 msec 78 msec

4.2 Experiments

In the experiment all the applications are launched on the desktop PC. The Jabber
instant messaging client and Sudoku puzzle diffuse to one handheld, while the
grocery list application diffuses to both PDAs. In this experiment, we simplify the
decision process of whether to migrate or to diffuse a service to multiple hosts if the
opportunity arises. In a real deployment, the CoGITO framework keeps track of
when and where a service is used and which of the available devices in the vicinity
are matching candidates capable of running the service. As such, the usage pattern
of a service in a given context will decide what type of service mobility will be
initiated by the framework.

The application states are continuously synchronized between all hosts. Later
on, the instant messaging application migrates from one PDA to the laptop and
back (while synchronizing with the desktop PC). The mobility of the grocery list
is illustrated in Figure 9. Additionally, these three applications all make use of two
extra general-purpose services: (i) a stateless audio-based notification service, and
(ii) a stateful logging service. By only deploying them on the desktop computer
and synchronizing them on the laptop, we enforce that these two services can only
be reached from a PDA through a remote connection. The applications will invoke
them when (1) the grocery list changes, (2) the online status of somebody changes
or (3) when the puzzle is solved. The bindings to the remote services are used to
test handover to a replicated service after network disruptions. We let the setup
run for 30 minutes, in which the following actions are simulated:

• Each 30 seconds the grocery list is modified and synchronized. This event
also triggers an invocation to both the remote services.

• Each 5 seconds the state of the Jabber client is synchronized. Each minute
the online status of somebody in the contact list changes, and this triggers
an invocation to the remote services.

• The Sudoku puzzle changes each 15 seconds and the 81 digits of the puzzle
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Figure 10: Average state synchronization sizes and synchronization delays for the
three applications (the lower the size or delay, the better).

are synchronized. A puzzle is solved after 10 minutes, and this initiates an
invocation to the remote services.

Each 3 minutes we shut down a random network connection for 1 minute to
verify if the replicated applications can recover from the missed state updates and
that handover to one of the remote replicated services. We measured the overhead
of state transfer and synchronization and compare that to the resources that the
applications required. We also measured the service availability and responsiveness
by measuring the delay of handing over to another remote replicated service after
a network disconnection.

In a first variation of the experiment, we always performed full state transfer,
while in a second variation we also allow incremental state synchronization as
discussed in the previous section. Both versions of the experiment were repeated
3 times. The averaged results of the state sizes and the handover delays are shown
in Table 1 and are more or less the same for both variations of the experiment.
The average transfer throughput and synchronization delay are shown in Fig. 10
for the full and incremental state transfer variation of the experiment separately.

4.3 Discussion of the results

The test results show there is only a small overhead for the state transfer. This is
mainly a consequence of the size of the applications. They are rather small as they
would otherwise not run on mobile devices. For the Sudoko Puzzle, practically all
state variables except for the player’s name (i.e. the board, the total playing time,
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etc.) were marked as volatile. So there was no significant difference between full
and incremental state synchronization.

For the Grocery List and Jabber Client applications we see a big improvement
with the incremental state synchronization, because these applications had rather
large stable state variables (list of all grocery items, thumbnail pictures of friends,
etc.) that were transferred less frequently. For other applications with large chunks
of data that need to be replicated only once as part of the state of the service, we
expect a similar improvement with incremental state synchronization.

The delays in state synchronization are low because the experiments were car-
ried out on a local WiFi network. Other tests in multi-hop networks showed
longer but still acceptable state synchronization delays (worst case at most 5 times
longer). More interesting though is the difference in service relocation time and
state exchange time. By proactively moving the service in advance, the time to
get an up-to-date replica is a lot smaller for state synchronization compared to
service relocation. As such, service diffusion with state synchronization provides a
much better usability to the user compared to plain service migration. Of course,
this assumes the required bandwidth is available.

The handover to the remote services worked in all cases because we avoided the
case where all network connections to the remote replicated services are disrupted.
In theory, our framework can handle this particular case if the remote service calls
can be buffered and invoked asynchronously. However, our current implementation
does not support this. Interesting to note for the handover to the replicated
services (in our experiment, the stateless audio service and stateful log service),
is that handover to another log service takes a bit longer on average. This result
is due to the fact that for the audio service we do not need to wait until the
replicated service has acquired the latest revision of the service state. If state
synchronization is taking place during handover, the handover delay can become
higher. In our experiment, the remote services were only available on two hosts
(the laptop and the desktop). If more devices would host a replicated service,
the decision to handover to a particular device could depend on which replica is
already completely synchronized.

5 Conclusions and Future Work

This paper presents a context-driven approach to live service mobility in pervasive
computing environments. It focuses on service migration and diffusion to multiple
hosts to increase accessibility and expedite human interaction with the service.
We summarized the basic requirements for service mobility, including enhanced
service descriptions, context-awareness to select appropriate targets for service
migration, and life-cycle management support to carry out service relocation with
state transfer and state synchronization. We have discussed how we implemented
these requirements on top of the OSGi framework and validated our prototype
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by means of several applications that are replicated in a small scale network with
enforced network failures.

We studied the effects of service migration and service diffusion. Service mi-
gration moves an application from one host to another including its state, while
service diffusion replicates the service and the state on multiple hosts. State syn-
chronization ensures that each service can be used interchangeably. Experiments
have shown that the overhead of state transfer and synchronization is limited for
relatively small applications. The results illustrate that, if the available network
bandwidth permits, the time to keep the state in sync is a lot smaller than to
migrate a service from one host to another. This means that if a user wants to
use another device because it provides a better quality of service (e.g. the bigger
screen in the scenario), that proactive service diffusion provides a much better
usability (i.e. shorter delays).

Future work will focus on a better handling of state synchronization conflicts,
investigating the possibility to automatically partition the service states into more
than two parts each with their own optimized state transfer frequency. However,
our main concern will always be to keep the supporting infrastructure flexible and
lightweight enough for low-end devices with room left to actually run applica-
tions. The outcome of this future work could result in a better policy with respect
to on how many remote devices a service should be replicated and under which
circumstances service migration would be a better approach compared to service
diffusion.
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Chapter 3

Conclusions and Suggestions
for Future Research

This chapter concludes the work that was presented in this thesis, summarizes our
main contributions, and indicates possible directions for future research.

The research presented in this thesis focuses on context-aware applications in
Ambient Intelligence environments. It addresses the difficulties associated with the
development of context-aware applications that adapt to changing circumstances
and that collaborate in highly dynamic Ambient Intelligence environments. A ma-
jor part of the thesis has been devoted to the development of a context management
middleware, with the following requirements in mind: (1) the need of being able
to express relevant context information in an unambiguous way, (2) requiring con-
text information to be managed efficiently, (3) using the context information to
select and adapt applications with little user intrusion, and (4) support interaction
between distributed context-aware applications.

3.1 Contributions

This thesis makes a number of important research contributions, including con-
ceptual foundations for the modeling and efficient matching of context information
and semantically described applications, and a supporting middleware for context
management that simplifies the task of implementing context-aware behavior.

3.1.1 Context Modeling Abstractions

The context modeling abstractions presented in this thesis provide developers with
semantic foundations that can be extended and specialized with application spe-
cific ontological concepts. In section 2.1 (Towards an extensible context ontol-
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ogy for Ambient Intelligence), the necessity of ontologies for the establishment
of context-aware pervasive computing systems is broadly acknowledged. In this
paper, we presented a generic ontology for the description of context information
based around 4 generic context entities: (i) user, the central concept in context-
aware computing, (ii) environment, describing relevant aspects of the user’s sur-
roundings, (iii) platform, the hardware and software of the device through which a
user interacts with the service, and (iv) service, describing the functionality offered
in the user’s environment. This context ontology is enhanced with a vector space
model that uses context quality parameters to manage context ambiguity and to
identify irrelevant context providers.

A second problem that we tackled, is the significant memory and processor
requirements for matching with ontologies using standard reasoning tools that
make them unfit for the resource constrained devices in an Ambient Intelligence
computing space. As our research relies heavily on semantics, we have shown in
section 2.6 (Encoding Semantic Awareness in Resource-Constrained Devices) an-
other novel contribution that presents an algorithm for semantic matching that
uses prime numbers for the encoding subsumption of concepts or classes and prop-
erties defined in ontologies, as well as other relationships. The use of prime num-
bers was a promising solution for an incremental and conflict-free encoding of large
ontologies. The encoding also guarantees the reuse of existing ontology encodings
and the ability to extend encoded concepts without leading to false subsumption
results. The complementary semantic matching algorithm is particularly useful
for resource constrained devices in a pervasive computing environment, as it out-
performs the subsumption testing in many ontology reasoners in terms of having a
compact representation of the concepts and being able to compute the subsump-
tion relationship efficiently. This novel solution for semantic matching with little
overhead made it possible to use semantic matching in service discovery protocols
and to annotate events for a semantic publish/subscribe notification system.

3.1.2 Component-Based Adaptable Middleware for Context
Management

Our component-based middleware for the management of context information, as
presented in section 2.2 (Adaptive context management using a component-based
approach), is able to collect, transform, reason on and use context information
to adapt applications. By employing a component-based approach, we enable our
middleware not only to support context-aware adaptation of applications, but also
to support adaptation of the context managing middleware itself at deployment
time and at runtime. Based on deployment requirements of the applications and
the capabilities of a device, our middleware will enable or disable certain compo-
nents or reconfigure specific properties of certain components, but always with the
goal to adapt applications at runtime with minimal intervention of the user.
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Related experimental research presented in [64] showed that the self-adapting
context middleware can more than double the autonomy of a mobile handheld
device by intelligently adapting the approach for location-awareness depending on
the resolution required by the applications. The result is an increased autonomy of
the handheld device and a better resource usage trade-off between the application
middleware and the regular applications. In section 2.7 (Mobile Phones Assisting
With Health Self-Care: a Diabetes Case Study) we present another case study
that not explicitly deals with adaptation, but where our context middleware was
also successfully used on a mobile handheld device. The purpose of this case
study was to evaluate the use a context-aware application in real life. The task of
implementing the application was greatly simplified by the supporting middleware
that was responsible for collecting low-level location information, other sensor data
and human input, and comparing that information to find similar situations in the
past in order to predict future user actions and provide useful feedback to the users
of the application.

3.1.3 Context-Driven Application Adaptation

Our approach to context-aware adaptation and collaboration of pervasive services
is based on a reconfigurable composition of inter-connected components that offer
a particular functionality to a network of devices with varying capabilities. In
section 2.3 (Automated context-driven composition of pervasive services to alle-
viate non-functional concerns), we discussed why a semantic description of both
functional and non-functional aspects of each component is key for having (1) a
pervasive service design methodology that supports discovery, adaptation, compo-
sition and distribution within Ambient Intelligence computing environments, and
(2) an adequate modeling of relevant context information for characterizing the
user-service interaction that drives the context-aware service personalization and
adaptation. The feasibility of our approach was illustrated in section 2.5 (Context-
aware adaptation for component-based pervasive computing systems) and demon-
strated at well-known international conferences including Middleware 2005 and
Pervasive 2006.

The modular composition of pervasive services and the context middleware
along with their semantic description are both fundamental to being able to ex-
press how the behavior or the composition should be adapted for a certain context.
Given that adaptation is a process that changes a composition from one configura-
tion to another, it is not unlikely that adaptation conflicts may emerge due to (1)
lack of resources to carry out the transition, and (2) existence of conflicting adap-
tation rules. One of our contributions discussed in section 2.4 (Multi-dimensional
Dependency and Conflict Resolution for Self-adaptable Context-aware Systems)
includes algorithms to detect unfeasible adaptation rules and recurring adaptation
patterns due to inconsistent or incomplete adaptation rules or hidden dependencies
that harm the usability of the service or the system.
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3.1.4 Context-Aware Ad Hoc Application Interactions

Achieving effective context-aware adaptation would not have been possible with-
out the proper support for flexible context management. The component-based
design and the lightweightness of the context middleware made it possible to de-
ploy it on low-end devices, such as PDAs and sensor nodes, and share context
information with peers while keeping the overhead for the applications minimal.
In a distributed and mobile setting, network disconnections and adaptation de-
lays become noticeable and sometimes an annoyance for the user on the move.
In section 2.8 (Context-Driven Migration and Diffusion of Pervasive Services on
the OSGi Framework), we investigate ways to mitigate the risk of disconnections
during service provision in mobile ad hoc networks and expedite human interac-
tion with the service. It presents context-aware service migration and diffusion
to replicate services in advance to multiple hosts as a novel solution to increase
accessibility and to allow for handing over to a replicated service with a synchro-
nized state whenever network connections break. Our experiments showed that
by proactively moving the service in advance and incrementally synchronizing its
state, the time to get an up-to-date replica is a lot smaller for state synchronization
compared to a complete service relocation. As such, service diffusion with state
synchronization provides a much better usability to the mobile user compared to
plain service migration.

3.1.5 Critical Reflections and Lessons Learned

We aimed in this thesis at providing an integrated solution for the development of
context-aware services by offering the necessary modeling abstractions, algorithms,
and middleware support to handle context-aware adaptation and collaboration in
Ambient Intelligence environments. The main contributions of our research have
all been implemented over the years and validated in various research projects,
including the IWT SBO CoDAMoS, the IBBT CROSLOCiS and the ITEA LOMS
research projects. We have shown that the methodology presented in this thesis
can facilitate the development of context-aware services with uses cases in the
multi-media and health-care domain.

Nonetheless, the research field on context-aware computing has evolved in the
meantime as well. Solutions presented several years ago may have been replaced
with better current state-of-the-art alternatives. In this section, we will discuss
reflections on our work made by other researchers in the field.

Context Modeling and Reasoning. Back in 2004, we proposed an ontology
to represent context in an Ambient Intelligence environment. With more than
100 references to our paper ‘Towards an extensible context ontology for Ambient
Intelligence’ to date, we will only list how some researchers commented on or
used and/or extended our context ontology. In [93], Wojciechowski et al. extended
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our context ontology for use in the area of Ambient Assisted Living (AAL). The
authors proposed a three layer ontology involving an infrastructure, a service adap-
tation and a user interface layer with mappings between all layers. The ontologies
were extended a.o. to describe health related situations. A taxonomy of prede-
fined situations with graphical representations helps technically challenged users,
like elderly people, to define context specific behavior of their services. Several
other researchers have discussed the applicability of our ontology in the health
care and home automation domain [54, 60, 8].

Our ontology has shown its usefulness in the area of context-aware semantic
service discovery. In [85], Suraci et al. discuss our related work in the frame of
the IST FP6 DAIDALOS II (Designing Advanced network Interfaces for the De-
livery and Administration of Location independent, Optimised personal Services)
project on how context and semantic languages are needed for service discovery
in heterogeneous networks. They come to the same conclusion that OWL-S is an
effective solution for the description of services, but that proper extensions are
needed for a semantic description of contextual information. Similar conclusions
about service discovery and integration were drawn by Urbieta et al. in [88].

The difficulty of using ontologies emerges from the expensive needs in terms of
memory and processing time for the underlying technologies and inference tools.
Other researchers have reused our optimization work on ontology encoding with
prime numbers. In [25], Dasgupta et al. applied our encoding scheme using the
same concept of gene inheritance and addition for measuring similarity between
semantic concepts in their Semantic Genome Propagation Scheme (SGPS). SGPS
is then used later on in their work to compute a multi-dimensional similarity
between two services. Our work in that area to optimize semantic matching has
also been acknowledged by researchers outside the Ambient Intelligence area [31].

Lessons learned: as lessons learned, we can conclude that while performance
issues exist, the use of ontologies to describe context is commonly accepted these
days. Even the W3C is working towards the standardization of an ontology-based
context model in their latest W3C Working Draft (16 June 2009) of the ‘Delivery
Context Ontology’ [35]. Compared to our requirements presented in 2004, the goals
of the ontology have not changed. The editors explicitly state in their motivation:

The Delivery Context is an important source of information that
can be exploited to create context-aware applications, thus providing
a compelling user experience. Particularly, it can be used to adapt
web content and applications to make them useable on a wide range of
different devices with different capabilities.

All the major concepts in our context ontology (User, Environment, Service and
Platform) are also covered in the Delivery Context Ontology. In various areas,
the latter is more extensive with a more detailed terminology to describe the new
characteristics and capabilities of current handheld devices.
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While deciding upon a standardized terminology is good to improve interop-
erability, a similar effort for expressing the quality of context (QoC) would be
useful to improve the context aggregation with unknown context sources. Other
researchers also argued in [56] and [59] that it is difficult to obtain reliable contex-
tual information because there is no standard terminology regarding granularity
of context information in context classification schemes and the quality of a given
piece of contextual information is not guaranteed. While some of our work ad-
dressed the issue of ambiguous context, dealing with context uncertainty remains
a challenge.

Context Management. The component-based design methodology we used,
has provided the flexible adaptation we needed to support context-driven applica-
tions which react to changes in their context. In his work on adaptive multimedia
systems based on intelligent context management, Kanellopoulos [52] acknowl-
edges our novel contribution of a context management system that can adapt
itself to a device’s capabilities or service requirements by enabling or disabling
certain components or specific properties of certain components.

The benefit of using components is also recognized by Rouvoy and his col-
leagues in [73, 72] and [21] in their work on the COSMOS framework (Context
Entities Composition and Sharing) for managing context information in ubiquitous
context-aware applications. When they are comparing their work with our mid-
dleware for adaptive context management, they recognize the component-based
approach for its ability to dynamically adapt the context management system to
changing situations and application requirements with the objective to deploy or
undeploy on demand functional context management components, such as filter-
ing, history or transformation. Their concern with the Singleton design pattern
for functional context management services is that our middleware does not scale.
Instead, COSMOS decomposes context observation policies into fine-grained units
called context nodes. To achieve scalability, it replicates these functional con-
text management services and integrates them into context nodes when necessary.
While their observation on our design is correct, it is clear that the authors are
focusing on horizontal scalability (more nodes in the network) and not on vertical
scalability (deploying on sensor nodes up to high-end server) like we do. Moreover,
it is not clear how their distributed deployment approach can guarantee scalabil-
ity or what strategies they implement for scalable context dissemination on the
network level.

Bettini et al. [6] investigated distributed context monitoring for the adaptation
of continuous services, like realtime multimedia streaming. When reviewing our
work, they argue that our proposal includes sophisticated techniques for resolv-
ing inconsistencies between conflicting context data. Their concerns regarding our
middleware are that mechanisms for minimizing exchange of data and re-evaluation
of rules are not specifically taken into account. Like many other proposed archi-
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tectures for context-awareness, our middleware indeed does not explicitly support
adaptation for continuous services. The authors present the CARE middleware
that uses trigger-based mechanisms to support context-aware continuous services
with optimization algorithms to minimize the data exchange.

In [61], Paspallis et al. present a pluggable and reconfigurable architecture for
a context-aware enabling middleware system that is used in the FP6 IST MU-
SIC project. Similar to our approach, they implement intelligent activation and
deactivation of context plug-ins based on the needs of the active applications.
Not surprisingly, their results indicate that it significantly improves the resource
utilization in context-aware applications, especially when deployed on lightweight
mobile devices. Their claims that our approach is only driven by the objective
of saving storage space and that it does not support the modeling of context de-
pendencies are not entirely true. Storage space is only one of the many resource
aspects that we take into account, and applications can express on a high level
their contextual dependencies (using a query language). The purpose of our mid-
dleware is to create chains of context managing components to provide the required
information to the applications. The deduction of high-level context information
from low-level data is hence not made explicitly, but instead automatically derived
from the capabilities of the components in our middleware.

Lessons learned: the biggest lesson learned here is that while middleware for
context management comes in various favors, the component paradigm has been
key to the design of many of such systems. Most of them share the key character-
istic of handling context information on behalf of the applications, but they all are
optimized for or target different application areas. In our research, context man-
agement evolved from a mobile device middleware that adapts local component-
based applications into a multi-tenant enabling service with less focus on applica-
tion adaptation but with the aim of delivering context management as a service
to other applications or services. Resource consumption and processing overhead
were two of the main drivers. Better support for multimedia adaptation, realtime
applications, horizontal and vertical scalability, privacy, etc. are other relevant
themes of interest which we did not address.

In our work, we used a component-based design for our middleware to easily
adapt it to the capabilities of the underlying Java-enabled platform and the re-
quirements of the applications. Experiments with the diabetes case study have
shown that this approach comes with some coordination and management over-
head that can be avoided in closed loop systems where there is a tight coupling
between the context-aware applications and the underlying sensing framework.
The increased availability of sensing technologies in mobile phones gave rise to
standardization efforts that specify dedicated interfaces for generic sensor func-
tionality optimized for the resource-constrained devices. The Java Specification
Request JSR 256: Mobile Sensor API is such an example that allows applications
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direct access to the underlying sensors. As a result, a lot of the acquisition that was
encapsulated into our context middleware, is now being integrated into the Java
virtual machine on which our middleware runs. This is another level of abstraction
that can be more suited for developers that wish fine-grained control over that the
data that they acquire. For example, context management that uses statistical
analysis to find direct correlations between low-level sensor data and high-level
situations could benefit from such programming abstractions. Another advantage
of this approach is that it eliminates the use of semantics and ontologies. This
advantage may seem contradictory to our requirements in the introduction. How-
ever, the adoption of the OWL ontology language in many domains has led to the
creation of many independently developed ontologies each having their own data
vocabulary with no shared semantics. This issue has evolved into new research
challenges on ontology alignment to determine correspondences between seman-
tically equivalent concepts. As such, a semantically specified component-based
adaptable context middleware certainly has its advantages, but it is not the holy
grail for all kinds of context-aware applications.

Context-aware Adaptation. Our work in the CoDAMoS project focused on
using context information to adapt component-based services before and after
delivery of the service to the user. The steps involved include simple constraint
solving and enabling optional component deployment based on user preferences
with straightforward algorithms. In [26], Davidyuk et al. discuss various algorithms
for composing pervasive applications. In their work, they present two application
allocation algorithms based on evolutionary and genetic algorithms using mutation
and crossover operators on a group of candidate solutions for searching better
deployments. Interesting in their approach is the representation of solutions to
decrease the difficulty of the search problem, and the implementation and efficiency
of the search operators and the fitness function. When comparing their work with
ours, the authors highlight some of the issues that our approach does not address
(such as defining a fitness function that needs to be optimized). Like the authors
state, our approach is similar to backtracking where we first try to find a minimal
composition of components targeted at a terminal client device and it cuts down
on user preferences if no suitable solution is found. The lack of a fitness function
makes it difficult to compare the suitability of two solutions. Our case studies
have shown that hidden dependencies or conflicting user preferences can cause
sequences of unstable configurations. While our middleware has been enhanced to
detect and address such situations, it appears to be a problem that is not explicitly
taken into account with the evolutionary and genetic algorithms.

Conflict resolution in context-aware computing is a problem that has also been
raised by Qi and colleagues in [68] and [95]. The authors acknowledge that dif-
ferent adaptation policies may conflict with each other. The authors propose an
algorithm that calculates the selection center of each conflicting policy and the
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offset of the current context environment. The adaptation policies that is then
selected is the one with the lowest offset. Experiments show that their offset al-
gorithm can effectively solve the problem of policy conflict. Their approach has
the same problem as the evolutionary algorithms approach in that their success
depends on the ability to define and compute offsets (i.e. a distance function).
Their examples are trivial and all use the average of two extremes to compute
the center. A totally different approach to solve conflicts is presented in [80] by
Shin et al. They argue that most approaches to automatically resolving resource
conflicts between multiple users in a smart space eliminate the users’ ability to
perform conflict resolution by themselves, which they actually prefer to do in
certain circumstances. This claim is also true for our conflict resolution mecha-
nism. They therefore present a mixed-initiative conflict resolution system, which
combines automatic conflict resolution with user-driven resolution by exploiting
contextual information in context-aware applications. The mediated resolution
approach turned out most successful when users had different preferences about
the outcome of the conflict resolution.

Lessons learned: being able to compare two configurations in terms of absolute
values (with fitness, utility or distance functions) allows a middleware to decide
which application configuration to pursue. We have learned that the quality of
a deployment stands or falls with the definition of these functions. Indeed, find-
ing optimal deployments is hard because it requires metrics (or functions) that
combine multiple factors. These factors may not be equally important and their
weight may depend on the user’s preferences. As such, the success of using metrics
to automatically resolve conflicts will depend on the ability to capture the weights
from a user’s behavior.

While we as developers of context-aware applications and supporting frame-
works can come up with techniques and algorithms to optimize the deployment
and adaptation to meet Quality of Service (QoS) requirements, Ambient Intelli-
gence in the end is and remains a user-centered computing paradigm. Therefore,
Quality of Experience (QoE) − a subjective measure of a customer’s satisfaction
− could be equally if not more important. It is related to Quality of Service, but
the latter is easier to objectively measure. As such, one could conclude that for
the merits of context-aware adaptation ‘the proof of the pudding is in the eating’.

3.2 Recent Trends and Developments

Context-aware computing has been picked up by various research tracks in the
software engineering community. As context-aware applications behave differently
depending on the context, the context-specific behavior tends to crosscut these
programs. That is why Aspected Oriented Programming has been investigated as
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a way to implement this behaviour as aspects, leading to the notion of context-
aware aspects [86] being aspects whose behavior depends on context. Tanter et
al. have analyzed how an aspect language can provide support to both restrict
the scope of the aspects according to the context and allow aspect definitions to
access information associated to the context. In their work, they present context-
aware aspects to define first-class stateful, composable and parameterized contexts
and constructs to refer to past contexts. They work was implemented on Reflex,
an open reflexive extension to Java that supports both structural and behavioral
modifications of programs.

In fact, the use of aspects and components has already been investigated in [38].
In their COMQUAD component model, Göbel et al. investigated how to enable
dynamic selection of implementations by weaving non-functional aspects. While
not specifically targetting context-aware computing, these initiatives could lead to
new insights on how context-aware component deployment can be achieved from
a pure programmatic perspective. It will be interesting to see how the problem of
conflicting adaptation rules and user preferences (as discussed in this work) will
appear as context aspects that interfere with each other in unexpected ways and
how new aspect languages can solve them or enable the user to intervene if he
wishes to resolve the conflict himself.

The programming language community has also looked at providing dedicated
languages for Context-oriented Programming (COP) [45]. A language like Con-
textL [23], based on the Common Lisp Object System, provides functionality for
context orientation. It allows the definition of context-specific methods or class
slots, so that methods act differently depending on the dynamic context they are
executed in. In order to represent context-dependent behavioral variations, differ-
ent COP languages can dispatch runtime behavior based on any property of the
execution context. Essential COP principles are behavioral variations grouped into
a context-dependent layer. These layers can be activated and deactivated dynami-
cally at runtime based on the current context which can be any information which
is computationally accessible. It will be interesting to see how these new trends
and developments will be picked up into mainstream programming languages and
how such languages can be extended to not only support the triggering of these
variations explicitly and programmatically, but also implicitly by means of rules
or constraints.

3.3 Open Problems and Future Research

The research community on context-aware computing has focused over the past
two decades on two complementary research tracks, (1) novel context-aware appli-
cations and (2) software infrastructures that facilitate the development of context-
aware applications. In both areas, there are still challenges to be addressed and
open problems that can benefit from future research.
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• Encoding more ontological language constructs. The proposed se-
mantic matching scheme offers support for encoding several language con-
structs of the OWL Lite specification. These include (1) the subsumption
construct, i.e. the hierarchies or taxonomies imposed by the classes and prop-
erties after classification, (2) domains and ranges of object properties, (3)
equality and inequality relationships, as well as (4) some property charac-
teristics. Currently missing are support for cardinality constraints and the
ability to encode functional and inverse functional properties. Further re-
search will have to investigate how frequently these constructs are used to
model context in a domain of interest and how often these characteristics
are used by context-aware applications in order to warrant for adjustment
in the encoding scheme with a possible performance penalty as a result.

• Hybrid context models to express ambiguity. Context, by nature,
involves real world entities and is therefore subject to uncertainty and in-
accuracies. Ontologies are often used to model context in a formal way
in order to achieve a shared semantic understanding of concepts and the
relationships that hold among them. However, they lack support for repre-
senting ambiguous context and for appropriate comparison algorithms. As
such, context-aware applications may make the assumption that the con-
text they use is completely accurate. The fundamental problem is not so
much the theoretical foundations to deal with context information that is
vague, imprecise, uncertain, ambiguous, inexact, or probabilistic in nature.
It is rather the ability to handle ambiguity without jeopardizing the applica-
tion’s performance. We need efficient and appropriate matching algorithms
that take into account the imperfect nature of context.

• Testing framework for adapting applications in AmI environments.
In this thesis we identified certain scenarios where adaptation rules may con-
flict with one another in a given situation. An open research problem that
still remains is how adaptation on one node in the network can trigger multi-
ple adaptations on other nodes and lead to unstable application deployments
and configurations. Testing this type of systems is challenging due to the
many different heterogeneous services they may be composed of.

Testing in ’real’ environments is expensive and often only done late in the
development process, when changes are difficult to implement. Also, it is
not possible to set up every possible configuration or to predict every kind
of user/service interaction. Future research is necessary to investigate how a
testing platform and techniques can help automate the testing of pervasive
services, devices and systems in different contexts and configurations. Such
a testing framework should consider various configurations and dependencies
and allow for writing automated tests early on in the development phase so
that service misbehavior can be checked within in a larger setting.
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• The scalability of the Internet of Things. A new computing paradigm,
the Internet of Things (IoT), is emerging that predicts an enormous incre-
ment in the scale of the ’computing units’ that will penetrate our society.
Within the next decade, the European Commission expects 300 million per-
sonal computers, 1 billion mobile phones and PDAs, 2 billion smart devices,
500 billion microprocessors and more than 1 trillion sensors and RFIDs to
be produced. The scale of the IoT is several orders of magnitude larger
than what has been investigated in the Ambient and Ubiquitous comput-
ing research domains. Today’s publish/subscribe-based context systems are
mostly built to scale in terms of the number of events they can process,
more so than in terms of the amount of publishers and subscribers they con-
nect. This second scaling dimension will become more important in networks
composed of massive amounts of Things and will require new algorithms and
protocols to ensure that relevant context is conveyed to where it is considered
relevant. As coordination between a multitude of event listeners within the
application is a complex undertaking, we need software solutions that make
the orchestration of events a more tractable activity. For events, currently no
coordination languages and orchestration engines exist, but many workflow
languages and orchestration systems could inspire us to implement such a
system.

3.4 Concluding Thoughts

This thesis is part of a larger research effort on Ambient Intelligence that has
evolved into a multi-disciplinary research field on mobile and context-aware com-
puting and applications, sensor networks, multi-modal interaction, privacy and
usability. Results from other complementary research fields outside the scope of
this thesis will contribute to solving open problems and future research on how
people can use these new technologies to their benefit and interact in a more
natural way with the digital appliances in their environment.

Predicting user behavior, intentions and goals based on sensing and inference
with time, location and other simple forms of implicit context input remains one
of the biggest challenges. In this thesis, we have not investigated how context
can be reasoned upon with learning and prediction techniques. Patterns of past
context information occurrences can be used to extrapolate user behavior and
predict future user intentions. These patterns can be used to anticipate application
adaptation. As such, the ability to predict future contexts would significantly
enhance the opportunities of context-aware computing applications. However,
incorrect prediction may also mislead context-aware applications and services and
may result in inappropriate behavior. An observation of what happens when
applications do show inappropriate behavior, is that it is difficult for humans to
understand why applications adapt the way they do. Perhaps this is the reason
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why, with a few exceptions, we see little commercial success of users adopting
systems emerging from research on context-aware computing.

Future research is needed to investigate (1) how time series of low-level and
high-level context information can be used to detect patterns in human behavior,
(2) how prediction accuracy can be affected by small changes in human behavior
patterns, (3) how application behavior can be explained to the user in terms of
what the system is sensing and inferring, (4) why particular actions where taken,
and (5) how learning and prediction techniques could be integrated into our context
modelling abstractions and middleware.

Privacy may be the biggest antagonist of context-aware computing in Ambi-
ent Intelligence environments. The ease with which personal information can be
gathered and the ability of context-aware systems to infer revealing information
from loosely coupled data cause serious implications on an individual’s privacy.
As the owner of the personal information cannot control how the collector will use
the data, the acceptance of context-aware applications will heavily depend on how
users can trust that the privacy sensitive nature of context information will not be
abused, and that no malicious functionality can be activated on the fly with little
intervention of the user.
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Ondersteuning voor
contextgedreven applicaties
in Ambient Intelligence
omgevingen

Inleiding

Ambient Intelligence [8] (AmI) is een paradigma dat voor het eerst werd gepresen-
teerd bij Philips Research in 1999. Het presenteert een post-desktop model van
mens-computer interactie voor de nabije toekomst (2010− 2020) dat is gekenmerkt
door de volgende basiselementen: alomtegenwoordigheid, transparantie en intelli-
gentie [2]. De Information Society Technologies Advisory Group van de Europese
Commissie (ISTAG) [7] gebruikt de term om te verwijzen naar omgevingen die
zouden worden uitgerust met niet-intrusieve elektronische apparaten en diensten
die gevoelig zijn voor de behoeften van mensen, bewust zijn van hun persoonlijke
eisen, reageren op hun aanwezigheid, en anticiperen op wijzigingen in hun gedrag.
Het ‘Easy Living’ scenario is een typisch voorbeeld van Ambient Intelligence in
de thuisomgeving, waar bijvoorbeeld ingebedde sensoren in uw verstelbare stoel
kunnen vaststellen wie u bent en de stoel herschikken naar uw voorkeuren. Na
gëınformeerd te zijn over uw aanwezigheid kan de set-top box dan automatisch
uw nieuwe persoonlijke berichten weergeven, en uw geprefereerde TV kanaal van
dat moment van de dag selecteren. Met de recente technologische vooruitgang in
de informatica-miniaturisatie en draadloze ad-hoc communicatie heeft AmI zich
ontwikkeld tot een multi-disciplinair onderzoeksgebied [6, 12]. In verschillende
onderzoekspistes worden mobiele contextbewuste toepassingen, sensornetwerken,
multi-modale interactie, de privacy en bruikbaarheid van nieuwe technologieën
onderzocht om te kijken hoe mensen hiervan kunnen gebruik maken om op een
meer natuurlijke manier te kunnen interageren met de digitale apparaten in hun
omgeving.

i
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Het werk in dit proefschrift richt zich op contextbewustzijn [3] als een essentiële
factor voor toepassingen die evolueren tijdens de uitvoering om zich aan te passen
aan een veelheid van situaties. Deze toepassingen zijn zogenaamde contextbewus-
te applicaties omdat zij voordeel halen uit informatie over de gebruiker en zijn
situatie, de huidige tijd, de omgeving, andere mensen, voorwerpen en apparaten
in de omgeving enz., om zo hun functionaliteit, inhoud of interface te verande-
ren met minimale inmenging van de gebruiker. Wij zijn vooral gëınteresseerd in
contextgedreven aanpassingen van toepassingen die zijn gebouwd als een dyna-
mische samenstelling van gedistribueerde componenten, waarbij elk onderdeel een
elementaire functie aanbrengt, en waarbij ofwel de samenstelling ofwel een com-
ponent zichzelf kan aanpassen wanneer de omstandigheden veranderen.

Nieuwe sensortechnologie laat ons toe rekening te houden met de context van
de gebruiker en vele toepassingen zijn reeds in staat om locatie te gebruiken als
een primitief type context. Echter, dit enge begrip van contextbewustzijn lijkt
te worden ingebouwd op een applicatie-specifieke wijze. Zonder een hoger niveau
van abstractie om context te beheren zullen toepassingen blijven te maken hebben
met allerlei laag-niveau hardwareproblemen om context te verzamelen. Daarom
zal het moeilijk blijven om dergelijke applicaties te ontwerpen, te implementeren
en te onderhouden. Als een eerste stap om deze uitdaging aan te gaan, stellen we
een model voor dat contextueel relevante begrippen duidelijk semantisch defini-
eert evenals de relaties die bestaan tussen deze begrippen. Kennis van de context
tijdens de interactie met de gebruiker helpt toepassingen om goed gëınformeerde
beslissingen te nemen en autonoom hun gedrag aan te passen. We verkennen
verschillende complementaire sporen om contextbewustzijn te realiseren: (1) con-
textmodellen om contextinformatie en kennis gerelateerd aan de situatie en om-
geving voor te stellen, en (2) middleware die relevante informatie over de situatie
verzamelt en beheert. Om contextgestuurd gedrag te vereenvoudigen, presente-
ren we: (3) modelleerabstracties voor variaties van toepassingen die adaptatie
ondersteunen tijdens de uitvoering van de applicatie, en (4) de nodige algoritmes
en mechanismen voor ad-hoc samenwerking tussen verschillende contextgedreven
toepassingen en apparaten verspreid in de omgeving.

Dit proefschrift is gebaseerd op internationale publicaties en onderzoek aan-
vaard voor publicatie, voorafgegaan door een inleidend Hoofdstuk 1 waarin het
onderzoek gekaderd wordt, het thema van ons onderzoek geschetst wordt, en ver-
banden gelegd worden tussen de verschillende publicaties in Hoofdstuk 2. We
eindigen het proefschrift met Hoofdstuk 3 dat onze onderzoeksresultaten en con-
clusies samenvat. De volgende secties vatten deze hoofdstukken kort samen.

Probleemstelling

Ambient Intelligence is de volgende stap in het tijdperk van de computer buiten
het rijk van de traditionele desktop. Het doel uiteengezet door Ambient Intelli-
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gence is dat mensen zich onbewust kunnen bezighouden met meerdere apparaten,
applicaties en diensten tijdens hun dagdagelijkse activiteiten. Zoals aanvankelijk
gepland in ”Calm Technology” door Mark Weiser [15] moeten computers voorna-
melijk plaatsnemen in de achtergrond waar ze hun job doen zonder dat men het
ook maar merkt. Om slimme proactieve omgevingen te creëeren, die zowel op het
werk als in de vrije tijd als een aanzienlijke verbetering van de persoonlijke le-
venssfeer worden ervaren, moeten apparaten met elkaar gekoppeld zijn en moeten
toepassingen samenwerken. Bovendien moeten zij specifieke vormen van intelligen-
tie vertonen door zich aan te passen aan de huidige situatie zonder enige menselijke
interventie, zodat ze onzichtbaar kunnen worden ingebed in de omgeving en ver-
dwijnen uit het bewustzijn van de gebruiker. Vandaar dat contextbewustzijn de
sleutel is tot Ambient Intelligence toepassingen opdat deze toepassingen een no-
tie van de omstandigheden van de gebruiker en zijn taken kunnen opbouwen en
evolueren door zichzelf opnieuw te organiseren.

Een raamwerk bouwen dat relevante contextinformatie verzamelt en beheert
binnen een zeer dynamische Ambient Intelligence omgeving (zoals in de thuisomge-
ving, op kantoor, in een vergaderruimte, een ziekenhuis, een museum, een voertuig
enz.) is een complexe onderneming. Deze moeilijkheid vloeit voort uit de diver-
siteit van contextuele informatie waarop een applicatie haar besluit kan baseren
om haar eigen gedrag te wijzigen. Zoals Dey in [1] vaststelde, kan context worden
gedefinieerd als alle informatie die relevant is:

”Context is alle informatie die kan worden gebruikt voor het karakte-
riseren van de situatie van de entiteiten (d.w.z. personen, plaatsen of
objecten) die relevant geacht worden voor de interactie tussen een ge-
bruiker en een applicatie, met inbegrip van de gebruiker en de applicatie
zelf”

Bovendien kan een inherent onvolmaakt beeld van de huidige situatie leiden
tot te vage en onvolledige contextbeschrijvingen, en de beperkte aanwezigheid van
systeembronnen in de meeste apparaten binnen een dergelijke Ambient Intelligence
omgeving maken van contextbeheer en het delen van informatie een nog moeilijkere
taak. Helaas is er geen ‘een oplossing voor iedereen’ -aanpak voor het bouwen van
contextbewuste applicaties. Aan de ene kant is een volwaardig raamwerk voor in-
telligent contextgestuurd gedrag dat verschillende contextmodellen en algoritmen
voor ruimtelijk, temporeel, semantisch en case-gebaseerd redeneren integreert als
een monolithisch stuk software ongewenst. Het zou een aanzienlijke overhead be-
tekenen in het geval van triviale aanpassingsstrategieën of het zou te geavanceerd
kunnen zijn omwille van beperkingen die een gebruiker, toepassing of apparaat
kan opleggen. Anderzijds, als elke applicatie afzonderlijk de huidige situatie zou
bepalen om zichzelf te configureren en aan te passen, dan zou dit kunnen leiden
tot redundant meten en verwerken van telkens dezelfde contextinformatie. Een
goed compromis moet hoog-niveau abstracties aanbieden voor algemeen gedeelde
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contextbeheersfuncties, maar flexibel blijven in haar configuratie om veelzijdige
contextgedreven applicatieaanpassingen te ondersteunen.

Contextinformatie op zichzelf dient geen doel. Om het beheer van ongebruikte
contextgegevens te voorkomen, moeten applicaties niet alleen uitdrukken in welke
contextinformatie ze gëınteresseerd zijn, maar ook hoe ze zich zullen aanpassen in
een gegeven situatie. Dit laatste is nodig omdat een bepaalde situatie of context
kan leiden tot meerdere tegenstrijdige applicatie-aanpassingen. Neem bijvoorbeeld
het volume van een smartphone: een contextbewuste muziekspeler kan het volume
tijdens het afspelen van uw favoriete nummers verhogen, terwijl de telefoontoe-
passing het volume kan verlagen op openbare plaatsen. Als aan beide condities
wordt voldaan op hetzelfde ogenblik en beide toepassingen reageren onafhankelijk,
dan zal dit leiden tot conflicterend aanpassend gedrag tussen de twee toepassin-
gen. Conflictbemiddeling is een belangrijke uitdaging voor de contextgedreven
aanpassingen.

De belangrijkste doelstellingen van dit onderzoek kunnen worden onderverdeeld
in de volgende onderzoeksuitdagingen: contextbewuste diensten en toepassingen in
Ambient Intelligence omgevingen vragen (1) een gezamenlijk inzicht in de situatie
van de gebruikers en hun toepassingen, (2) middleware voor contextverwerking en
het beheer van relevante contextuele informatie, (3) technieken om toepassingen
aan te passen met algoritmen voor het oplossen van conflicterend contextgedreven
gedrag, en (4) oplossingen ter verbetering van de interactie tussen gedistribueer-
de contextbewuste toepassingen. We presenteren in dit werk twee fundamentele
grondslagen om de adaptatie aan veranderende omstandigheden te vereenvoudi-
gen in Ambient Intelligence omgevingen: een semantische opmaak voor context en
toepassingen met efficiënte matching-algoritmen en een component-georiënteerde
adaptieve contextmiddleware.

Doelstellingen en vereisten

De vorige sectie gaf een algemeen overzicht van de uitdagingen omtrent het mo-
delleren van en redeneren met context en van systeem-georiënteerde vraagstukken
over het ontwerp, de implementatie en ontwikkeling van contextbewuste toepas-
singen. In deze sectie beperken we de reikwijdte van ons onderzoek tot contextge-
dreven adaptatie en vertalen we deze uitdagingen in concrete vereisten.

In ons onderzoek hebben we als doelgroep toepassingen die draaien op zo-
geheten persoonlijke mobiele toestellen die de gebruiker een platform voor het
uitvoeren van toepassingen biedt dat altijd voorhanden is. Dergelijke apparaten
kunnen efficiënter gebruikt worden door het bieden van ondersteuning voor dyna-
misch verplaatsbare toepassingen, die worden aangeboden en aangepast op basis
van de mondiale context van de gebruiker. Aanpassing wordt bekeken zowel vanuit
een deployment-perspectief - d.w.z de software wordt aangepast aan een specifieke
context bij installatie - als vanuit een runtime-perspectief - d.w.z. de software
wordt aangepast aan een veranderende context na installatie tijdens de uitvoering
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ervan. Beide standpunten zijn belangrijk en complementair. De eerste vorm van
adaptatie laat toe om applicaties te ontwerpen op een generieke wijze met functi-
onele variaties zodat zij kunnen ingezet worden op een scala van platformen. De
tweede vorm laat generieke toepassingen toe die zich kunnen aanpassen aan de
aanwezigheid van andere diensten en middelen die beschikbaar zijn in de buurt.
Aangezien onze contextbewuste component-gebaseerde applicaties diensten kun-
nen bieden aan andere toepassingen, gebruiken we de termen toepassing en dienst
uitwisselbaar. Dit terminologiegebruik volgt een opkomende trend van het aan-
bieden van software als een (externe) dienstverlening, en maakt meer expliciet hoe
bijvoorbeeld de nabijheid van andere toepassingen en middelen kunnen worden ge-
detecteerd met behulp van bestaande protocollen voor het ontdekken van diensten
in een netwerk. We zullen vooral gebruik maken van de term dienst wanneer een
toepassing slechts externe functionaliteit gebruikt die buiten haar eigen controle
valt, en we gebruiken de term component om uit te leggen hoe veranderingen in
de context de interne samenstelling van een toepassing kan aanpassen.

Op basis van de uitdagingen die we in het vorige deel hebben vastgesteld,
identificeren we vereisten voor de ontwikkeling en het gebruik van contextbewuste
applicaties die zich aanpassen aan een groot aantal situaties. De vereisten vol-
gen een logische volgorde van hoe context kan worden (1) gemodelleerd en (2)
beheerd, zodat het kan worden gebruikt voor (3) contextgedreven aanpassing en
(4) contextgedreven ad hoc samenwerking. We zullen ook de algemene vereis-
ten en doelstellingen voor contextbewuste applicaties in Ambient Intelligence kort
toelichten maar deze zullen in dit proefschrift niet verder behandeld worden.

Modelleren van Relevante Contextinformatie

Contextbewustzijn betekent dat een applicatie informatie moet verzamelen die
relevant is voor de lopende mens-computer interacties om de huidige situatie te
herkennen. Dit bewustzijn wordt vaak gerealiseerd door het verzamelen van data
van sensoren, systeeminformatie over netwerken, apparaten en diensten, evenals
informatie meegedeeld door andere toepassingen, en voorkeuren of eisen gede-
finieerd door de gebruiker met betrekking tot de diensten die hij consumeert.
Vanwege de diversiteit aan contextinformatie die gedeeld kan worden tussen meer-
dere toepassingen, moeten we modellen hebben die context representeren op een
applicatie-agnostische wijze. Deze modellen moeten een formele betekenis toeken-
nen aan de context, zodat de informatie kan gëınterpreteerd worden op dezelfde
manier door alle toepassingen in de Ambient Intelligence omgeving. Dit resulteert
in de volgende vereisten voor het modelleren van context:

• Alomvattende domeindekking en terminologie: een contextmodel
moet een terminologie beschikbaar stellen met een passende dekking van
een bepaald domein. Dit betekent dat alle begrippen en termen aanwezig
moeten zijn die nodig zijn voor het beschrijven van entiteiten in een bepaald
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domein. Bovendien moet een contextmodel de mogelijkheid hebben om een-
voudig uitgebreid te worden met nieuwe domeinkennis met behulp van de
modelleringsprimitieven die de onderliggende specificatietaal biedt.

• Semantische ondubbelzinnigheid en expressiviteit: de uniforme in-
terpretatie van een concept vereist een strikte ondubbelzinnigheid in de spe-
cificatietaal om ervoor te zorgen dat elk concept in de terminologie slechts
één betekenis heeft. Ter bevordering van het delen van contextuele kennis en
interoperabiliteit moeten contextmodellen naar andere kunnen verwijzen om
zo herbruik mogelijk te maken van concepten waarvan de semantiek en de re-
laties met andere concepten extern gespecifieerd zijn, inclusief de primitieven
die uitdrukking geven aan de kwaliteit van de informatie.

• Verwerkingscomplexiteit: aangezien Ambient Intelligence ook appara-
ten met beperkte middelen wil integreren, moet een goed evenwicht worden
gevonden tussen de complexiteit om contextmodellen te verwerken en de ex-
pressiviteit van de onderliggende taal. Diverse aspecten zoals het inlezen en
verwerken van een model en controle van de consistentie hebben allemaal
een invloed op de verwerkingscomplexiteit van een contextmodel.

Beheer van Context voor Meerdere Toepassingen

Ter vermindering van de complexiteit van het ontwerp en de ontwikkeling van con-
textbewuste applicaties moeten gemeenschappelijke functies voor het beheer van
contextuele kennis over de huidige situatie worden onttrokken van de toepassin-
gen. Deze beheersfuncties beslissen wanneer en hoe vaak contextgegevens moeten
opgevraagd en gemeten worden, hoe deze contextinformatie makkelijk toeganke-
lijk te maken voor eenvoudige queries, hoe lang deze informatie op te slaan voor
later hergebruik, hoe deze te interpreteren en met deze te redeneren, hoe deze te
converteren in een formaat dat de toepassing begrijpt, en hoe contextinformatie
te evalueren om te beslissen of het relevant is voor de desbetreffende toepassing.

Hoewel contextbewuste systemen al meer dan een decennium in het onderzoeks-
epicentrum [13, 14] staan, blijft het verwerken en leveren van tijdige en relevante
informatie aan gelijktijdig actieve toepassingen in omgevingen met mobiele ap-
paraten met beperkte middelen een belangrijke uitdaging. Gezien het feit dat
een gebruiker tegelijkertijd kan interageren met meerdere toepassingen die dezelf-
de context delen en die zich schikken naar soortgelijke omstandigheden, eisen en
voorkeuren, zou er een aanzienlijke overhead bestaan als elke applicatie zelf haar
eigen contextinformatie zou beheren. Collectief contextbeheer moet de context
verwervingsworkflow optimaliseren, gebaseerd op de behoeften van de contextbe-
wuste applicaties.

Samengevat, de grootste uitdaging voor contextbeheer is dat het niet nadelig
mag zijn voor de prestaties van de toepassing. Als een middleware voor contextbe-
heer zou vereisen dat applicaties zich moeten aanpassen als gevolg van een gebrek
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aan middelen, dan kan men het voordeel van een dergelijke middleware in vraag
stellen. Daarom moet processor- en geheugengebruik voor het beheer van context-
informatie worden geminimaliseerd zodat ook apparaten met beperkte middelen
kunnen ondersteund worden.

Contextgedreven Adaptatie van Applicaties

Charles Darwin kon niet beter de nagel op de kop slaan toen hij stelde: ”Het
is niet de meest intelligente van de soorten die het langst zal overleven, maar
die het meest aanpasbaar is”. Ook applicaties zullen zich moeten aanpassen aan
zeer dynamische werkomgevingen, heterogene apparatuur, en aan een beperkte
beschikbaarheid van middelen en systeembronnen. Wanneer ingezet op een low-
end toestel, zullen zij zich vaak moeten aanpassen aan kleinere schermgrootten,
minder krachtige processoren of een lage bandbreedte.

Toepassingen en diensten vereisen een modulair ontwerp dat runtime-
aanpassing en herconfiguratie ondersteunt. Dit ontwerp moet expliciteren wel-
ke functionele variaties in de samenstelling mogelijk zijn: d.w.z. controleren wat
de installatiebeperkingen zijn voor elk element in de samenstelling en de wijze
waarop de onderdelen moeten worden geconfigureerd voor een bepaalde context.
Runtime-ondersteuning is nodig om de dynamische herconfiguratie van de applica-
ties te vergemakkelijken en om de consistentie te controleren om te voorkomen dat
conflicterende aanpassingen tussen twee of meer gelijktijdig draaiende applicaties
optreden.

Ad Hoc Contextgedreven Samenwerking tussen Applicaties

In een typische Ambient Intelligence omgeving kunnen vele toepassingen een dienst
verlenen die overeenkomt met het verzoek van de gebruiker, maar subtiele verschil-
len in de manier waarop ze werken, kunnen het bijna onmogelijk maken voor de
gebruiker om te ontdekken welke toepassing het best geschikt is in de huidige
situatie.

We hebben protocollen nodig die het mogelijk maken toepassingen te ontdek-
ken in zeer dynamische omgevingen, alsmede sorteermethoden die het mogelijk
maken de beste aangeboden toepassing te selecteren. Contextbewuste ontdekking
en selectie moet een rangorde van de toepassingen realiseren door rekening te hou-
den met de huidige situatie om ervoor te zorgen dat de geselecteerde toepassing
voldoet aan de verwachtingen van de gebruiker in de gegeven omstandigheden.
Deze ontdekkingsprotocollen moeten verder gaan dan zoeken op basis van sleutel-
waarde paren, of stringherkenning op basis van applicatie-interfaces. Met het oog
op rijkere zoekmogelijkheden hebben we efficiënte semantische filtering nodig die
we kunnen gebruiken voor diverse eigenschappen van de toepassing: de inputs en
de outputs, de service-indeling, de runtime-vereisten, en andere contextuele afhan-
kelijkheden. Om ervoor te zorgen dat derden zich bewust worden van toepassingen
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en hun context hebben we niet alleen behoefte aan dienst-ontdekkingsprotocollen
die de aanwezigheid van de toepassingen in een ad hoc-netwerk aankondigt, maar
moeten deze protocollen ook contextinformatie delen met andere applicaties, zodat
knooppunten in het netwerk zich bewust kunnen worden van de contextinformatie
die zij niet kunnen waarnemen of meten.

Overige Vereisten en Doelstellingen

Hoewel ook belangrijk voor contextbewuste Ambient Intelligence toepassingen,
zullen we in dit proefschrift niet dieper ingaan op de volgende vereisten:

• Privacy, veiligheid en vertrouwen: contextbewustzijn conflicteert met
de notie van privacy, een begrip uit de persoonlijke levenssfeer die het ver-
zamelen veroordeelt van persoonlijke informatie op elk moment en zonder
enige kennis van het individu. Toegangscontrole, personalisatie, authentica-
tie, verantwoordelijkheid en aansprakelijkheid, alle eisen de verzameling van
ten minste een aantal persoonlijke gegevens. Contextbewustzijn is in die zin
problematisch aangezien persoonsgegevens eenmaal kenbaar zijn gemaakt,
de eigenaar van de gegevens niet kan bepalen hoe de verzamelaar deze zal
gebruiken. De sociale en ethische implicaties van contextbewuste systemen
vallen buiten het bestek van dit proefschrift.

• Gebruiks-aspecten van contextbewuste applicaties: terwijl gebrui-
kerstudies en empirische onderzoeken belangrijk zijn om te evalueren hoe
mensen Ambient Intelligence toepassingen gebruiken, hebben we niet expli-
ciet onderzoek gedaan naar mens-computer interactie kwesties, multi-modale
gebruikerinterfaces, of andere methoden, instrumenten en strategieën voor
het verbeteren van de bruikbaarheid van diensten en toepassingen.

• Computationele modellen en protocollen voor sensornetwerken:
sensoren komen in verschillende maten en vormen voor met een breed scala
aan mogelijkheden voor het observeren van de omgeving. In dit proefschrift
zijn wij van mening dat sensornodes kunnen beschouwd worden als zwar-
te dozen met communicatie-mogelijkheden om laag-niveau contextgegevens
uit te wisselen waarbij de nauwkeurigheid en de granulariteit van de me-
ting bekend is. Onderwerpen die wij niet zullen behandelen, maar die reeds
uitvoerig aan bod komen in de Wireless Sensor Network (WSN) onderzoeks-
gemeenschap, zijn geoptimaliseerde communicatie-protocollen, grootschalige
implementaties, nodemobiliteit, storingstolerantie enz. In plaats daarvan
zullen we onderzoeken hoe deze aspecten een effect hebben op de kwaliteit
van de contextinformatie verzameld door deze sensoren.



ix

Contributies

Het proefschrift bevat verscheidene onderzoeksbijdragen. Ten eerste, omdat con-
textbewuste toepassingen informatie nodig hebben om hun gedrag te bepalen en
om te beslissen met wie samen te werken, presenteert deze thesis abstracties om
context te modelleren zodat elke applicatie deze op dezelfde manier interpreteert.
Deze abstracties omvatten semantische, ruimtelijke, temporele aspecten en even-
eens manieren om contextambigüıteit uit te sluiten. Ze worden gebruikt om con-
textbewust applicatiegedrag te sturen en om beslissingen te hernemen die in soort-
gelijke situaties in het verleden zijn genomen. Het proefschrift presenteert ook
efficiënte algoritmen om contextinformatie te vergelijken. Deze algoritmen zijn
geoptimaliseerd voor toestellen met beperkte computationele middelen zoals die
vaak aangetroffen worden in AmI omgevingen.

Ten tweede voorzien we middleware-ondersteuning die gemeenschappelijke
functionaliteit implementeert voor het beheren en verwerken van contextinforma-
tie. Het encapsuleert deze functies als modulaire bouwstenen die kunnen worden
geactiveerd wanneer deze nodig zijn. Deze bouwstenen zijn verantwoordelijk voor
de verwerving van de contextinformatie uit verschillende bronnen, de verwerking
en de persistentie ervan om zo op basis van de verzamelde context situaties te
herkennen die van belang zijn voor de applicaties. De middleware biedt program-
meerabstracties aan een hoog niveau informatie te genereren met behulp van de
verzamelde contextinformatie.

Ten derde leveren we ondersteuning voor contextgedreven aanpassing van mo-
biele diensten gebaseerd op modelleerabstracties die zowel functionele als niet-
functionele aspecten van contextbewuste applicaties beschrijven. In onze aanpak
hebben dergelijke applicaties een componentgebaseerd ontwerp met ondersteuning
voor aanpassing van de applicaties tijdens de uitvoering. Verplichte en optionele
onderdelen, die niet alleen syntactisch maar ook semantisch beschreven zijn, bie-
den de mogelijkheid tot aanpasbare applicaties en hun activering is onderworpen
aan contextafhankelijke beperkingen. Als zodanig is de huidige context niet alleen
van invloed op het gedrag van een onderdeel (bv. een reminder op basis van na-
bijheid), maar ook op de manier waarop de componentsamenstelling zou moeten
veranderen tijdens de uitvoering wanneer de omstandigheden veranderen (bv. het
wijzigen van de reminder component van één met een visuele naar één met een au-
ditieve boodschap). Deze modelleerabstracties worden gebruikt om de ontdekking,
selectie, inzet en de verhuizing van contextaware toepassingen te coördineren.

Ten vierde presenteert dit proefschrift algoritmen en protocollen om context-
informatie te distribueren van en naar relevante toepassingen die actief zijn in
mobiele ad-hoc netwerken, evenals mechanismen voor de contextgedreven ontdek-
king, selectie en het gebruik van externe applicaties. Door het delen van context-
informatie in het netwerk kunnen externe toepassingen profiteren van de context
die zij zelf niet kunnen waarnemen. Bovendien heeft elk knooppunt in het netwerk
in zijn contextbeschrijving ook details over de toepassingen die het draait, hun



x

interne staat en de andere beschikbare middelen. Op deze manier ondersteunen
wij contextgedreven ontdekking en selectie van externe toepassingen en laten we
opportunistische replicatie van applicaties toe naar andere apparaten dichter bij de
gebruiker of toestellen met andere interactiemodaliteiten. Door gerepliceerde toe-
passingen gesynchroniseerd te houden, kunnen we de interactiemogelijkheden met
de toepassing verhogen. Deze vorm van applicatie-adaptatie wordt bereikt door
uitbreiding van de levenscyclus van een applicatie met contextgestuurde migratie
en verspreiding van een applicatie naar meerdere platformen en synchronisatie van
de interne toestand van de applicatie.

Het proefschrift presenteert real-world toepassingen en case studies die de im-
plementatie van de middleware en de onderliggende algoritmen en mechanismen
evalueren, en die het proces en de problemen in verband met het ontwerpen van
contextbewuste toepassingen illustreren.

Aanpak

Het onderzoek in dit proefschrift heeft betrekking op zowel theoretische en prakti-
sche aspecten. De theoretische bijdrage betreft een logische semantische beschrij-
ving van de context en diensten in termen van klassen en relaties tussen de klassen,
in samenhang met abstracties voor het modelleren van relevantie en algoritmen
voor efficiënte context matching en verspreiding van contextinformatie. De prakti-
sche bijdrage is bedoeld als infrastructurele ondersteuning die de contextinformatie
verwerkt en die de contextgedreven aanpassing coördineert. De volgende paragra-
fen beschrijven meer gedetailleerd de gevolgde aanpak. Zij zullen de internationaal
gepubliceerde artikels situeren waarop dit proefschrift is gebaseerd en tevens de
voornaamste bijdragen toelichten. De artikels zelf zijn gebundeld in Hoofdstuk 2.

Modelleren en Redeneren met Context

Om de complexiteit van het ontwikkelen van contextbewuste applicaties te verla-
gen, wordt het beheer van de contextinformatie en andere domeinspecifieke kennis
geassocieerd met de huidige situatie in het algemeen gedelegeerd aan een toegewij-
de software-entiteit (bv. een bibliotheek, toolkit, middleware, aparte dienst in het
netwerk) die contextbewuste applicaties tijdig van de nodige informatie voorziet.
Wij hebben dan ook gestreefd naar een open contextmodel voor het delen van
kennis in het Ambient Intelligence domein met efficiënte redeneermechanismen die
voldoen aan de eisen zoals beschreven in de vorige secties.

Een ontologie-gebaseerd semantisch contextmodel voor de aanpassing
van mobiele diensten. Het Semantic Web heeft ons specificatietalen en hulp-
middelen opgeleverd om context te modelleren met ontologieën. Ontologieën zijn
een specificatie van een conceptualisering [4] en zijn bekend in de wetenschappelij-
ke kringen die kennisrepresentatie bestuderen om concepten te modelleren alsook
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Figuur 1: De CoDAMoS contextontologie modelleert de gebruiker, platformen,
diensten en de omgeving alsook verbanden met andere concepten

de relaties tussen deze concepten. Er bestaan allerlei XML-gebaseerde talen om
te modelleren met ontologieën, maar de meest bekende taal is de Web Ontology
Language (OWL) [5], een markup-taal voor het publiceren en uitwisselen van ge-
gevens met behulp van ontologieën op het World Wide Web. Het voordeel van
het gebruik van ontologieën voor het modelleren van context is dat hun seman-
tische interpretatie algemeen aanvaard is en dat zij expliciete steun hebben voor
redeneren met een formele grondslag in de beschrijvende logica (DL, Description
Logic) om nieuwe kennis te kunnen afleiden en om mogelijke inconsistenties op te
sporen. Deze voordelen waren de motivatie om te kiezen voor OWL ontologieën
als uitgangspunt voor ons contextmodel. Het volgende artikel uit Hoofdstuk 2
beschrijft de contextontologie die met dit doel werd ontworpen als onderdeel van
het CoDAMoS project.
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Towards an extensible context ontology for Ambient Intel-
ligence. Davy Preuveneers, Jan Van den Bergh, Dennis Wagelaar,
Andy Georges, Peter Rigole, Tim Clerckx, Yolande Berbers, Karin
Coninx, Viviane Jonckers, Koen De Bosschere. In Proceedings of the
Second European Symposium on Ambient Intelligence, EUSAI 2004,
pages 148-159, vol 3295, Lecture Notes of Computer Science, Springer,
November 2004, Eindhoven, Nederland

Figuur 1 toont een grafische weergave van een subset van de CoDAMoS context-
ontologie [9]. Deze contextontologie was de eerste in zijn soort om alle gegevens
te modelleren die kunnen gebruikt worden om applicaties aan te passen en te per-
sonaliseren naargelang de capaciteiten van een apparaat en de voorkeuren van de
gebruiker. Het omvat eigenschappen, zoals de huidige locatie, het tijdstip van de
dag, de voorkeur van de gebruikers en activiteiten, beschikbare apparaten, dien-
sten en middelen in de buurt enz. Dit contextmodel is uitgebreid met andere
domeinspecifieke ontologieën die gericht zijn op de verschillende onderzoeksuitda-
gingen in het CoDAMoS project, met inbegrip van het contextgedreven ontdekken
en aanpassen van component-gebaseerde diensten, aanpasbare gebruikersinterfa-
ces, model-gedreven generatie van toepassingen, codemobiliteit, het modelleren en
het statisch schatten van de performantie van applicaties.

Ambigue contextinformatie. Het voornaamste doel van een contextmodel is
het vereenvoudigen van de ontdekking en het hergebruik van contextinformatie, het
verzamelen en verspreiden van context, en het mogelijk maken om te redeneren met
context om interessante informatie af te leiden. Aangezien deze contextinformatie
verzameld wordt uit verschillende bronnen wordt het verwerken van mogelijk am-
bigue contextinformatie van cruciaal belang om relevante informatie te selecteren.
Ambigüıteit ontstaat wanneer meerdere partijen verschillende informatie leveren,
te wijten aan de uiteenlopende omstandigheden waarin zij actief zijn. Gezien het
feit dat sensormetingen een lage persistentie hebben en dat fouten kunnen optre-
den als gevolg van de sensorfalingen, netwerkonderbrekingen of vertragingen in de
communicatie en verwerking van vertragingen, moet een contextmodel niet alleen
de aard van de contextinformatie beschrijven, maar ook kwaliteitsparameters voor
informatie om overweg te kunnen met onnauwkeurige, gedateerde, onbekende en
tegenstrijdige contextinformatie.

We hebben een vectorruimte-model dat gebruik maakt van deze context pa-
rameters om dubbelzinnigheden op te sporen en om de identiteit van irrelevante
contextproducenten vast te stellen:

1. Nauwkeurigheid: nauwkeurigheid verwijst naar de mate van juistheid.
Het beschrijft de nabijheid van de gemeten waarde en de werkelijke waarde,
of de mate waarop de verstrekte informatie juist is (bv. 36.8 ◦C vs. 37.1 ◦C,
of 99%)
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2. Precisie: deze parameter is nauw verwant aan die van nauwkeurigheid. Het
beschrijft hoe gedetailleerd of accuraat een meting wordt vermeld (bv. 36,9 ±
0,1 ◦C ). Metingen die nauwkeurig zijn, zijn niet noodzakelijkerwijs precies,
en vice versa.

3. Ruimtelijke dekking: deze parameter definieert de geografische reikwijdte
van de informatie. Bijvoorbeeld, de temperatuur gemeten door een extern
weerstation is minder relevant voor het beheren van de airconditioning in
een gebouw.

4. Tijdigheid: tijdigheid verwijst naar hoe recent de informatie is op het mo-
ment van aflevering. Indien niet voldoende up-to-date kan de temperatuurs-
informatie niet nuttig zijn voor de temperatuurregeling.

5. Semantische interpreteerbaarheid: sommige contextproducenten kun-
nen semantisch gerelateerde termen gebruiken, bijvoorbeeld ’Wagen’ en ’Au-
to’. Als deze semantische relaties niet begrepen worden, zal alle relevante
informatie betreffende deze gerelateerde termen verwaarloosd worden.

Ons vectorruimte-model maakt het mogelijk om de vereiste criteria te expliciteren
aan dewelke de geleverde contextinformatie moet voldoen om zo relevante context-
bronnen te gebruiken.

Efficiënte context matching algoritmen. Ontologieën hebben ook meerdere
nadelen wanneer toegepast in een Ambient Intelligence omgeving. Redeneren met
OWL-DL ontologieën heeft ernstige performantieproblemen. We hebben daarom
een concrete subset van OWL-DL genomen en efficiënte algoritmen voor semanti-
sche matching ontworpen zodat redeneren met context ook kan worden uitgevoerd
op apparaten met beperkte middelen zonder hierbij dus afbreuk te moeten doen
aan de prestaties van de toepassing (het doel is een maximale overhead van minder
dan 10%). Deze belangrijke theoretische bijdragen werden gepubliceerd in:

Encoding Semantic Awareness in Resource-Constrained De-
vices. Davy Preuveneers and Yolande Berbers. In IEEE Intelligent
Systems, volume 23, issue 2, pages 26-33, ISSN: 1541-1672, March-
April 2008

Het belang van deze bijdrage is de aanzienlijke vermindering van het geheugen- en
processorgebruik voor semantisch matching met ontologieën. In het kort, ontolo-
gieën worden gecompileerd ahead-of-time in een equivalent model dat de relaties
tussen de klassen en de daarin gedefinieerde eigenschappen behoudt. Na classifi-
catie worden de klassen- en eigenschappen-hiërarchieën gecodeerd in een formaat
dat zorgt voor efficiënte semantische matching. Terwijl de ahead-of-time codering
een aanzienlijke hoeveelheid tijd in beslag kan nemen voor ontologieën met meer
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Figuur 2: Globaal overzicht van de middleware met bouwblokken voor het verwer-
ven en manipuleren van contextinformatie

dan 10 000 klassen en eigenschappen, behoeft het slechts een keer te worden uitge-
voerd, en de semantische matching achteraf is meerdere grootte-orden sneller dan
veel ontologie-reasoners zoals OWL Pellet, FaCT++ en RACER.

Middleware voor contextbeheer. Contextbeheer en interoperabiliteit tussen
contextbewuste diensten eisen flexibiliteit in de samenstelling van de verschillende
onderdelen van de middleware (waarnemen, filteren, opslag, conversie, redeneren
enz.) en een naadloze coördinatie om de juiste contextinformatie te leveren en aan
te passen aan de veelzijdige eisen van elke contextgevoelige applicatie. Een eerste
iteratie over deze werkzaamheden heeft geresulteerd in een modulaire component-
gebaseerde middleware die de CoDAMoS contextontologie gebruikt. De middle-
ware gëıllustreerd in Figuur 2 is beschreven in:

Adaptive context management using a component-based ap-
proach. Davy Preuveneers, Yolande Berbers. In Proceedings of the
5th Ifip International Conference on Distributed Applications and In-
teroperable Systems, DAIS 2005, pages 14-26, vol 3543, Lecture Notes
of Computer Science, Springer, June 2005, Athens, Greece

Vergeleken met andere systemen die context beheren, is onze middleware in staat
om dynamisch onderdelen te activeren en desactiveren wanneer de toepassingen
het vereisen, zodat de middleware kan schalen van sensornodes met beperkte mid-
delen tot high-end handhelds en desktopsystemen. Gezien het feit dat elke com-
ponent in onze middleware semantisch beschrijft welke contextuele begrippen het
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kan produceren of transformeren, kan onze middleware een keten van meerdere
componenten samenstellen om de contextinformatie gevraagd door de toepassin-
gen af te leiden. De toepassing kan dan zijn contextbewust gedrag beschrijven
door middel van regels met inbegrip van contextuele omstandigheden. Deze regels
zijn onafhankelijk van de onderdelen die ze moeten of kunnen leveren.

In een tweede iteratie van ons middleware-ontwerp, richtten we ons op meer
complexe contextproblemen die interactie van verschillende soorten contextreaso-
ners vereisen. Bijvoorbeeld, beschouw een conditionele actie beschreven in een
regel met temporele en ruimtelijke beperkingen:

Zet de verwarming aan indien een sensor een temperatuur in het
kantoor meet van minder dan 19 graden Celsius en dit tussen tussen
8:00 en 18.00 uur, maar alleen als iemand zich op het werk bevindt.

Deze beperkingen kunnen niet worden opgelost door een semantische reasoner al-
leen. We hebben spatio-temporele reasoners nodig die met behulp van 1D- en
2D-intervalrekenen kan controleren of een regel kan worden toegepast. De funda-
mentele strategie is om een regel te ontleden in subdelen die dan kunnen worden
gedelegeerd en opgelost worden door de verschillende reasoners. Een evenement-
gebaseerd communicatieparadigma wordt gebruikt om de verschillende onderdelen
voor contextbeheer te coördineren. Zo zal elke keer een sensor contextinformatie
verzamelt dit leiden tot een sensor-evenement op dewelke een andere context-
component zich kan abonneren. Dit werk is uitvoeriger beschreven in het artikel
Context-Driven Migration and Diffusion of Pervasive Services on the OSGi Fra-
mework dat ook nog in een volgende sectie zal besproken worden.

Contextgedreven adaptatie

Wij beschouwen contextbewuste applicaties als een samenstelling van gedistribu-
eerde mobiele diensten met een focus op een component-gebaseerde software engi-
neering methodologie, niet alleen voor de middleware die instaat voor het beheer
van de contextinformatie, maar ook voor de contextbewuste diensten. Het belang-
rijkste voordeel van onze aanpak is dat de applicaties een hiërarchische structuur
hebben van losjes gekoppelde bouwblokken, wat ideaal is voor het bouwen van con-
textgedreven adaptieve toepassingen. Dit onderzoek is meer uitgebreid besproken
in:

Automated context-driven composition of pervasive services
to alleviate non-functional concerns. Davy Preuveneers, Yolan-
de Berbers. In International Journal of Computing and Information
Sciences, ISSN: 1708-0479, vol. 3, number 2, pages 19-28, 2005.

Onze aanpak behandelt aanpassingen in meerdere lagen, (1) aanpassing van de
middleware die de computationele middelen beheert en het basiskader vormt voor
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het beheren van context en uitvoeren van applicaties, en (2) het aanpassen van de
samenstelling of het gedrag van gebruikerstoepassingen teneinde rekening te hou-
den met contextuele veranderingen, zoals variabiliteit in de beschikbare systeem-
bronnen, veranderende omgevingen, gebruikersvoorkeuren enz. De grondgedachte
achter deze aanpak is dat de applicaties geen rekening moeten houden met hoe de
contextinformatie is verkregen (sensormeting, afgeleid of uit het cachegeheugen).
Het aantal (her)configuraties in elk van deze lagen afzonderlijk kan vrij groot wor-
den en resulteren in een exponentieel groeiend aantal combinatorische varianten
voor aanpassing van het hele systeem. De onderzoeksvraag die we behandelden
in het volgende artikel is hoe correcte en consistente aanpassing kan worden be-
reikt voor het totale systeem wanneer elke laag verantwoordelijk is voor zijn eigen
domein-specifieke aanpassingen.

Multi-dimensional Dependency and Conflict Resolution for
Self-adaptable Context-aware Systems. Davy Preuveneers and
Yolande Berbers In Proceedings of the International Conference on
Autonomic and Autonomous Systems (ICAS 2006), pages 36, IEEE
Computer Society, July 2006, Silicon Valley, California, USA.

In dit werk identificeren we een aantal scenario’s van hoe adaptatie kan misgaan
en hoe verborgen afhankelijkheden en conflicten kunnen opgelost worden door
middel van een multi-dimensionale aanpak voor het vinden van een stabiele en
consistente herconfiguratie. Projectie en intersectie in een multi-dimensionale her-
configuratieruimte worden gebruikt voor het beperken van de manieren waarop
domein-specifieke aanpassingen kunnen worden gecombineerd. Conflictbemidde-
ling helpt het waarborgen van de integriteit en bruikbaarheid van het systeem door
het vermijden van eindeloos wisselende aanpassingen en herconfiguraties die het
systeem leiden tot een onbruikbare toestand. Dit onderzoek werd geëvalueerd met
use cases en prototype-implementaties die werden gedemonstreerd op prominente
conferenties: Middleware 2005 [10] en Pervasive 2006 [11]. De Pervasive demo
2006 is beschreven in:

Context-aware adaptation for component-based pervasive
computing systems. Davy Preuveneers, Yves Vandewoude, Peter
Rigole, Dhouha Ayed and Yolande Berbers In Advances in Pervasive
Computing 2006, Adjunct Proceedings of the 4th International Con-
ference on Pervasive Computing, pages 125-128, May 2006, Dublin,
Ireland.

Een andere technische uitdaging is de voorziening van contextbewuste applica-
ties in mobiele ad-hoc netwerken waar een wispelturige netwerkconnectiviteit een
daling van de kwaliteit van de dienstverlening tot gevolg kan hebben. In dit
proefschrift hebben wij onderzocht hoe de effecten van disconnecties kunnen ver-
minderd worden. De volgende publicatie verkent live migratie van diensten in
pervasive computing omgevingen als een mogelijke oplossing.
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Context-Driven Migration and Diffusion of Pervasive Services
on the OSGi Framework. Davy Preuveneers and Yolande Berbers.
In International Journal of Autonomous and Adaptive Communicati-
ons Systems, volume 3, number 1, 2010 (to appear).

Deze aanpak gaat nog een stap verder dan de klassieke ”volg mij”-toepassingen
waar een applicatie zich verplaatst van de ene host naar de andere, afhankelijk van
de locatie van de gebruiker. De nieuwheid van deze aanpak is dat het zich richt op
de contextbewuste migratie van eenzelfde dienst of applicatie naar verschillende
toestellen met vrijheid voor de gebruiker om te kiezen via welk toestel hij met de
applicatie wenst te interageren. Om de toegankelijkheid en menselijke interactie
met de dienst te verhogen wordt de dienst verspreid naar meerdere hosts met
behoud en synchronizatie van de interne toestand.

Use-cases van contextbewuste applicaties. Als onderdeel van de evaluatie
van dit onderzoek hebben we ook een aantal scenario’s gëımplementeerd die werden
gerealiseerd op basis van onze modellen en middleware. Een eerste use case richt
zich op de contextbewuste aanpassing van applicaties en werd gedemonstreerd op
de Pervasive 2006 conferentie:

Context-aware adaptation for component-based pervasive
computing systems. Davy Preuveneers, Yves Vandewoude, Peter
Rigole, Dhouha Ayed and Yolande Berbers In Advances in Pervasive
Computing 2006, Adjunct Proceedings of the 4th International Con-
ference on Pervasive Computing, pages 125-128, May 2006, Dublin,
Ireland.

De tweede, meer uitgebreide use-case behandelt hoe mobiele telefoons met be-
hulp van onze contextmiddleware bijstand kunnen verlenen aan diabetici. Deze
toepassing illustreert de haalbaarheid en bruikbaarheid van ons onderzoek.

Mobile Phones Assisting With Health Self-Care: a Diabetes
Case Study. Davy Preuveneers and Yolande Berbers. In Proceedings
of the 10th International conference on Mobile Human Computer In-
teraction, Netherlands, 2008.

Onze contextmiddleware vereenvoudigde sterk de implementatie van de use-case
door een raamwerk aan te bieden voor het verzamelen van laag-niveau locatie-
informatie, bloedglucose sensorgegevens en menselijke invoer van voedselinname,
en door deze informatie te vergelijken met soortgelijke situaties in het verleden.
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Conclusie

Dit proefschrift is een onderdeel van een groter onderzoek op het gebied van
Ambient Intelligence dat geëvolueerd is tot een multi-disciplinair onderzoek om-
trent mobiele en contextbewuste computers en applicaties, sensornetwerken, multi-
modale interactie, privacy en bruikbaarheid. Resultaten uit andere gebieden bui-
ten het bestek van dit proefschrift zullen verder bijdragen tot het oplossen van
open problemen en toekomstig onderzoek naar hoe mensen kunnen gebruik ma-
ken van nieuwe technologieën om de interactie met de digitale apparaten in hun
omgeving te laten verlopen op een meer natuurlijke manier.

Het voorspellen van het gedrag van de gebruiker, zijn intenties en doelstellin-
gen op basis van de waarneming van tijd, plaats en andere eenvoudige vormen van
context blijft een van de grootste uitdagingen. In dit proefschrift hebben we niet
in detail onderzocht hoe met behulp van leer- en voorspeltechnieken met context
kan worden geëxperimenteerd. Patronen uit het verleden kunnen worden gebruikt
voor het extrapoleren van het gedrag van de gebruiker en voor het voorspellen van
toekomstige intenties van de gebruiker. Deze patronen kunnen worden gebruikt
om op de adaptatie van een toepassing te anticiperen. Als zodanig is het vermogen
om de toekomstige context te voorspellen een aanzienlijke vergroting van de toe-
pasbaarheid van contextbewuste applicaties. Echter, een onjuiste voorspelling kan
contextbewuste applicaties en diensten ook leiden tot ongewenst gedrag. Wanneer
een applicatie hierdoor ongepast gedrag vertoont is het moeilijk voor mensen te
begrijpen waarom toepassingen zo handelen. Misschien is dit de reden waarom,
op enkele uitzonderingen na, we zo weinig commercieel succesvolle applicaties zien
die hun oorsprong vonden in het onderzoek rond ‘context-aware computing’.

Toekomstig onderzoek is nodig om (1) relevante patronen te herkennen uit
tijdreeksen van laag-niveau sensorinformatie en hoog-niveau contextinformatie om
menselijk gedrag te voorspellen, na te gaan (2) hoe de nauwkeurigheid van de
voorspellingen kan worden bëınvloed door kleine veranderingen in het menselijk
gedrag, (3) hoe het applicatiegedrag kan verklaard worden aan de gebruiker in
termen van wat het systeem waarneemt en afleidt, (4) waarom bepaalde acties
werden ondernomen, en (5) hoe leer- en voorspellingstechnieken kunnen worden
gëıntegreerd in ons contextmodel en middleware.

Privacy is de grootste antagonist van context-aware computing in Ambient In-
telligence omgevingen. Het gemak waarmee persoonlijke informatie kan worden
verzameld en het vermogen van contextbewuste systemen om onthullende infor-
matie af te leiden uit losjes gekoppelde gegevens kan ernstige gevolgen hebben voor
de persoonlijke levenssfeer. De eigenaar van de persoonlijke informatie kan niet
kan bepalen hoe de inzamelaar zal gebruik maken van de gegevens. De aanvaar-
ding van contextbewuste applicaties zal sterk afhangen of gebruikers er kunnen
op vertrouwen dat gevoelige contextgegevens niet zullen misbruikt worden, en dat
applicaties geen ongewenste acties zullen uitvoeren zonder mogelijkheid tot tus-
senkomst van de gebruiker.
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