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Abstract

Program verification is a technique for proving that a program satisfies its spec-
ification. An important problem in the verification of imperative programs with
shared mutable state is the frame problem in the presence of data abstraction.
That is, one must be able to specify and verify upper bounds on the set of
memory locations a method can read and write without revealing the method’s
implementation.

This thesis makes two contributions that both address this problem in the
context of Java. Firstly, we demonstrate that the dynamic frames approach, an
existing solution to the frame problem, can be applied to Java and is amenable
to automatic, static verification. Secondly, we propose a variant of the dynamic
frames approach, called implicit dynamic frames, where frame information is
inferred from method preconditions. The latter approach improves upon the
original dynamic frames approach by making contracts more concise and by
ensuring that fewer proof obligations must be discharged by the verifier. Both
techniques have been proven sound and are implemented in verifier prototypes.
Those prototypes have been used to automatically verify several challenging
programs used in related work.
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Chapter 1

Introduction

Writing reliable and correct programs is hard. Indeed, software systems are
not sold with guarantees and warranties, but instead include disclaimers and
warnings which state the program may not work as intended and that it might
even damage your computer. For example, the license for Microsoft Windows,
one of the most widely used software packages in the world, includes the follow-
ing disclaimer: “Microsoft provides the software as is and with all faults, and
hereby disclaims all other warranties, including, but not limited to, any implied
warranties, duties or conditions of merchantability, of fitness for a particular
purpose, of reliability or availability, of accuracy or completeness of responses.
In no event shall Microsoft be liable for any damages arising out of or in any
way related to the use of the software.”.

Fortunately, developers have a number of techniques at their disposal to
improve the quality of their software. At the level of code, those techniques can
roughly be categorized into three classes: types, testing and verification.

Types

A type system is a tractable, syntactic method for proving the absence of cer-
tain program behaviors by classifying phrases according to the value they com-
pute [52]. Most type systems enforce that operations are never applied to values
that do not support that operation. For example, the Java type system [21] re-
jects the expression “Hello”/3 as ill-typed, since String objects do not support
division.

Type systems increase the quality of software in three ways. First of all,
type systems rule out certain errors that would otherwise only show up during a
program’s execution such as Field- and MethodNotFound exceptions. Secondly,
compilers can optimize the generated code based on type information. Thirdly,
types document the intentions and assumptions made by the programmer. For
example, the signature of Math.sqrt indicates that sqrt’s implementor assumes
the argument is a double and intends the result to be a double as well.

Although type systems are widely used in practice, they typically lack the

7



8 CHAPTER 1. INTRODUCTION

expressive power for specifying more complex, application-specific properties.
For example, specifying that the argument to Math.sqrt must be positive to
avoid exceptions is not possible in the Java type system.

The Curry-Howard correspondence implies that types can in principle ex-
press arbitrarily complex mathematical properties. Supporting more expressive
properties via types in practical programming languages is an active area of
research [46, 9].

Testing

The technique that is most used in practice for finding bugs in software is testing.
Testing consists of observing the behavior of a program or parts of a program
against different inputs, and checking that the observed behavior conforms to
the programmer’s expectations.

Most programming languages provide a way for developers to express and
test their assumptions directly in the program text through assert statements.
An assert statement consists of a programmer-provided, boolean expression that
he or she expects to hold each time execution reaches the assert statement. If the
boolean expression evaluates to true, then the assert statement does nothing;
otherwise, the program terminates or an exception is thrown. Assert statements
are widely used in practice. For example, Microsoft Office is reported to contain
250000 assert statements [24].

Unit testing is a way to systematically check the behavior of an individual
module. More specifically, a unit test consists of a number of instructions that
interact with the module under test followed by a sequence of assert statements
which check that the module’s state and values returned from method calls
conform to the specification.

Although testing can uncover many errors, it cannot show their absence
(Edsger W. Dijkstra). That is, although the program may behave correctly in
all observed tests during development, it might still crash after deployment for
different inputs. Indeed, it is infeasible in all but the simplest programs to test
all inputs and each potential execution.

Verification

One of the grand challenges in computer science is the construction of a verify-
ing compiler [25]. A verifying compiler is a compiler that not only typechecks
and compiles the source code to machine code, but that also checks that the
program satisfies a potentially complex, programmer-provided specification. In
particular, a verified program never crashes and satisfies its specification for all
inputs and in each possible execution.

Program verification is far from being a mainstream alternative to testing,
but over the last years, there is a significant increase in successful applications of
verification technology to real-world software systems. Two notable examples
are the full functional verification of a range of linked data structure imple-
mentations in Java, including mutable lists, trees, graphs, and hash tables [61],
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and the verification of safety properties of the Hyper-V hypervisor, Microsoft’s
hypervisor which is part of Windows Server 2008 [13, 12].

Despite the tremendous progress verification has made in the last decade,
it is still far from being a widely used software engineering technique. This
thesis is another step towards making verification an established, widely-usable
software engineering technique.

1.1 Problem Statement

This thesis addresses the following research question: “How can one specify and
verify the behavior of a module in an object-oriented program without exposing
the module’s implementation?”. In particular, we propose two approaches to
the automatic verification of Java-like programs based on verification condition
generation and automated theorem proving. The core of both approaches is
their solution to the frame problem in the presence of data abstraction.

1.1.1 Framing and Data Abstraction

A module in an object-oriented program consists of a number of types. For
example, a Java module consists of a group of related interfaces and classes.
Each type provides a number of methods to create, update and query instances
of that type. The behavior of a module can therefore be specified by describing
the behavior of each of its methods.

A standard technique in verification is to define a method’s behavior in terms
of a method contract consisting of a pre- and postcondition. The precondition
describes under which circumstances callers are allowed to call the corresponding
method. The postcondition describes the effect of the method on the program
state, provided the precondition held on entry to the method. As an example,
consider the method deposit of the class Account of Figure 1.1. deposit ’s pre-
condition states that the method may only be called if its parameter amount is
positive, while its postcondition guarantees that balance is increased by amount .
Note that old(e) refers to the value of the expression e on entry to the method.

There are two ways to reason about an invocation of a method. Either
a developer reasons about a call in terms of the callee’s method contract or
in terms of its implementation. However, the latter approach is problematic
for several reasons. First of all, reasoning in terms of the implementation is
cumbersome since the caller has to take into account internal details of the
callee. Indeed, the implementation of a class is often complex compared to its
external contract. For example, Java’s HashTable simply defines an updatable
mapping from keys to values, but its implementation uses an array of buckets
where each bucket is a linked list. Clearly, it is not efficient to reason about
hashcodes, array indices and buckets simply to look up the value for a given
key. Secondly, reasoning in terms of the callee’s implementation is not modular.
That is, any change to the callee’s implementation would force developers to
revisit and recheck each caller. Finally, the callee’s implementation might not
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class Account {
int balance;

Account()
requires true;
ensures balance = 0;

void deposit(int amount)
requires 0 ≤ amount ;
ensures balance = old(balance) + amount ;

}

Figure 1.1: A class Account (implementation omitted).

even be available at the call site. For instance, if the callee is an interface or if the
source code is not available for some other reason, then it is simply impossible
to reason in terms of the implementation. For those reasons, verification tools
typically reason about a call based on the callee’s method contract instead of
its implementation. As an example, consider the code snippet shown below.

Account a = new Account();
a.deposit(10);
assert a.balance = 10;

The method contracts of Figure 1.1 suffice to prove that the assert statement
never fails. Informally, the reasoning is as follows. When a’s constructor finishes,
its postcondition holds: a.balance equals 0. Before we can call deposit , we must
establish its precondition. Since the given amount, 10, is positive, it is safe to call
deposit . The method’s postcondition guarantees that a’s balance is incremented
by 10. It immediately follows that the assert statement holds in every execution.

Now consider the following code snippet shown below:

Account a1 = new Account();
a1.deposit(10);
Account a2 = new Account();
a2.deposit(20);
assert a1.balance = 10;

Can we still prove that the assertion on the last line never fails? The answer
is no. The contracts of the constructor and deposit are too weak to prove that
this is the case. Indeed, deposit ’s method contract allows the implementation
to change the program state arbitrarily, as long as it ensures that balance is
incremented with the given amount . In particular, the contract does not prevent
a2.deposit(20); from modifying a1.balance. For example, the implementation of
Account shown in Figure 1.2 satisfies the contracts of Figure 1.1, but it would
cause the assert statement shown above to fail.
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class Account {
static Account global ;
int balance;

Account() {
if(global = null) { global = this; }
balance = 0;
}

void deposit(int amount) {
if(global 6= null ∧ global 6= this) {

global .balance+ = amount ;
}
balance+ = amount ;
}

}

Figure 1.2: An implementation of the Account that satisfies the contracts of
Figure 1.1 but that modifies more than this.balance.

To ensure the assertion never fails, we must somehow strengthen Account ’s
method contracts such that implementations such as the one of Figure 1.2 are
ruled out. More specifically, deposit should additionally specify an upper bound
on the set of memory locations it can modify. This problem is called the frame
problem.

One way to ensure the assert statement does not fail is to add a postcondition
to deposit which explicitly states that a1.balance is not modified unless the
receiver is a1. However, this approach is problematic for several reasons. a1

is not visible to the method deposit so it cannot mention it in its contract.
Moreover, the approach is not modular. If we would add another account, a3,
we would have to change and extend deposit ’s contract. Clearly, this approach
does not scale.

A well-known technique in verification to solve the frame problem is to ex-
tend method contracts with modifies clauses. Instead of specifying what loca-
tions stay the same, a modifies clause explicitly lists the locations which may be
modified by the corresponding method. For example, deposit ’s modifies clause
would be modifies this.balance;. The latter contract extension allows us to
prove that the assert statement never fails.

The contracts of Figure 1.1 were not written with data abstraction in mind,
as they are not implementation-independent. In particular, those contracts
mention the internal field balance. If we would change Account ’s implementation
(e.g. one could track a list of transactions instead of tracking the balance), the
contracts of Account would have to be changed as well and hence client code
must be reverified. How can one specify the behavior of a class without exposing
the class’ implementation? In particular, how does one specify which locations
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can be modified (i.e. how does one solve the frame problem) without exposing
the internal fields? In this thesis, we provide two novel answers to the questions
posed above in the context of Java.

1.1.2 Invariants

An invariant describes what it means for an object to be in a consistent state.
For example, the invariant of an ArrayList object typically states that the in-
ternal array is non-null and that the number of elements in the list lies between
0 and the length of the array.

class ArrayList {
Object [] items; int size;

invariant items 6= null ∧ 0 ≤ size ≤ items.length;
}

A crucial question in reasoning about object-oriented programs is when invari-
ants must be established, when they may be violated and when they can be
assumed. The traditional answer to this question is that the invariant must be
established by the constructor and that it must be preserved by each (public)
method. More specifically, each public, non-constructor method may assume
that the invariant holds on entry, may violate it during its execution, but must
reestablish the invariant on exit. The traditional approach however is problem-
atic in the presence of callbacks. For example, consider the method add of the
class ArrayList .

void add(Object o){
size += 1; //A
if(items.length < size) {

Object [] a = new Object [size];
System.arraycopy(items, 0, a, 0, size − 1);
items = a;

}
items[size − 1] = o;

}

At program location A, the invariant of the ArrayList object might not hold
since size may be larger than the length of the array. If size is larger than
the length, a larger array is created and the method arraycopy is used to copy
the elements of the array. But what if arraycopy calls back to the ArrayList
object?! We verify each public method under the assumption that the invariant
holds on entry, but this example clearly violates that assumption. If we cannot
rely on the traditional technique, how can we reason about invariants?
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1.1.3 Inheritance

Inheritance is a key component of the object-oriented programming paradigm
that allows a class to be defined in terms of one or more existing classes. Rea-
soning about inheritance in verification is challenging for several reasons. First
of all, for verification to be modular, the addition of a new subclass should not
break or oblige us to reconsider the correctness of existing code. As an example,
consider the method doDeposit shown below:

void doDeposit(Account a)
requires a 6= null ;
modifies a.balance;
ensures a.balance = old(a.balance) + 1;
{ a.deposit(1); }

doDeposit calls the method deposit to increment the balance of the given account
by 1. It immediately follows from deposit ’s contract that doDeposit satisfies its
specification. Suppose we extend the program with a new subclass of Account ,
called BadAccount (see Figure 1.3). At first sight, the addition of BadAccount
to the program does not seem to cause any trouble: BadAccount clearly satis-
fies its own specification. However, polymorphism allows one to pass an object
whose dynamic type is BadAccount to doDeposit . In that case, a.deposit(1);
does not increment but decrement the balance and doDeposit no longer satis-
fies its method contract. That is, extending the program with a new subclass
breaks existing code. This is not modular! How do we ensure that adding new
subclasses does not break existing classes?

class BadAccount extends Account {
BadAccount()

modifies ∅;
ensures balance = 0;

{ super(); }

void deposit(int amount)
requires 0 ≤ amount ;
modifies this.balance;
ensures balance = old(balance)− amount ;

{ balance = balance − amount ; }
}

Figure 1.3: BadAccount , a subclass of Account .

A second reason why verification is challenging is the extended state prob-
lem [34, 45]. More specifically, the problem that adding new subclasses may
break existing code is typically solved by requiring that the contract of an over-
riding method refines the contract of its overridden method. That is, precon-
ditions may only be weakened in subclasses, while postconditions may only be
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strengthened. This requirement on method overrides is called Liskov’s substitu-
tion principle [44]. However, subclassing is often used to extend the functionality
provided by superclasses. For example, consider the class TrackingAccount of
Figure 1.4. This class behaves like Account , but additionally tracks the number
of transactions performed on the account.

class TrackingAccount extends Account {
int count ;

invariant 0 ≤ count ;

TrackingAccount() {
super();
count = 0;
}

void deposit(int amount)
requires 0 ≤ amount ;
modifies this.balance, this.count ;
ensures balance = old(balance) + amount ;
ensures count = old(count) + 1;
{

super.deposit(amount);
count + +;
}

}

Figure 1.4: TrackingAccount , a subclass of Account .

The method TrackingAccount .deposit modifies more than Account .deposit .
Furthermore, the overriding method’s precondition (which includes that the in-
variant holds) strengthens the precondition defined by the overridden method,
since TrackingAccount ’s invariant strengthens Account ’s invariant. However,
this violates Liskov’s substitution principle! For example, a caller of Account .
deposit expects that only this.balance is modified, but due to dynamic binding
and polymorphism this.count might also be modified. This problem is called
the extended state problem: how can we safely (i.e. without endangering sub-
stitutability) define and specify subclasses that extend the functionality of the
superclass?

1.2 Contributions

In this thesis, we propose two approaches to the specification and verification
of Java-like programs based on verification condition generation and automatic
theorem proving. The core of both approaches is their solution to the frame
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problem in the presence of data abstraction. The first approach is based on
Yannis Kassios’ dynamic frames [30]. The second approach, called implicit
dynamic frames, is a variant of the first approach where frame information is
inferred from method preconditions. Both approaches are proven sound and are
implemented in verifier prototypes.

Both classical dynamic frames and implicit dynamic frames have comparable
expressive power. However, an advantage of the latter approach with respect
to the former is that method contracts are typically more concise and that
fewer proof obligations must be discharged by the verifier. An advantage of
the former approach approach is that mutators do not have to declare which
locations they read. However, this advantage no longer stands when reasoning
about concurrent programs, since both read and write accesses must be checked
and declared in method contracts in order to avoid data races. For that reason,
we believe implicit dynamic frames subsume classical dynamic frames when
verifying concurrent programs.

The approaches solve the problems described above as follows.

1.2.1 Data Abstraction

Programmers typically hide internal details of their classes by making fields pri-
vate and by introducing accessor methods or getters to query the internal state.
For example, the field balance of the class Account is typically made private such
that it cannot be accessed outside of the class Account and a getter getBalance
is introduced to retrieve the current value of balance. Both approaches sup-
port data abstraction by allowing getters to be used inside method contracts.
For example, the behavior of deposit can be defined by describing its effect on
getBalance.

1.2.2 Frame Problem

Both approaches differ in their solution to the frame problem in the presence of
data abstraction. The first approach solves this problem by introducing dynamic
frames. A dynamic frame is a special, specification-only getter that returns a
set of memory locations. For example, the dynamic frame for the class Account
would return the singleton set { this.balance }. The set of memory locations
modifiable by a mutator and the set of locations a getter depends on can then be
specified in terms of dynamic frames. For instance, deposit ’s modifies annotation
would declare that the method only changes the values of locations in the set
returned by the dynamic frame. Similarly, getBalance would specify that its
return value depends only on locations in the dynamic frame. In this approach,
client code frames the return values of getters by tracking disjointness between
dynamic frames.

The second approach, called implicit dynamic frames, solves the frame prob-
lem by inferring upper bounds on the set of readable and writable locations from
method preconditions. More specifically, a method can only access a memory
location o.f if it has permission to do so. Since a method cannot branch over
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the fact whether it has permission to access a location, it can only access an
existing location o.f if its precondition demands permission to access o.f . That
is, the precondition provides an upper bound on the set of memory locations
readable or writable by a corresponding method. More specifically, if a callee
does not demand access to a location o.f accessible to the caller, then the caller
may assume that o.f does not change. For example, since deposit reads and
writes balance, its precondition must demand access to balance. Client code can
assume that no other location changes when calling deposit because the method
has no permissions to do so. Similarly, getBalance’s return value can only de-
pend on this.balance since its precondition only demands permission to access
that location. To hide the memory locations accessed by a method, program-
mers can use special, boolean getters, called predicates. The main advantage of
the second approach over the first is that frame information, such as modifies
clauses, must not be provided by developers and checked by the verifier, but can
be inferred from method preconditions. This leads to more concise contracts
and faster verification.

1.2.3 Invariants

The traditional approach to invariants has built-in rules that determine when
invariants should hold and when they can be violated. However, this approach
is unsound in the presence of callbacks. The approaches we propose on the other
hand have no such built-in rules to reason about invariants. Instead, an object
invariant is simply a boolean getter. For example, the invariant for Account can
be encoded as a boolean getter valid that returns 0 ≤ this.balance. To indicate
the invariant holds, programmers must explicitly state in pre and/or postcondi-
tions that the invariant method returns true. For example, the precondition of
deposit would be requires this.valid() ∧ 0 ≤ amount ;. Note that invariants in
the implicit dynamic frames approach are typically encoded as predicates that
additionally carry access permissions.

1.2.4 Inheritance

Both approaches deal with inheritance in a similar way. To ensure that the addi-
tion of a new subclass does not break existing code, we impose two restrictions.
Firstly, each method implementation must satisfy not only its own contract
but also the contracts of all overridden methods. The latter proof obligation is
checked under the assumption that the dynamic type of the receiver equals the
class containing the implementation. Secondly, each virtual method must be
overridden in each subclass. If no overriding method is provided, a default over-
ride is generated that simply calls the superclass’ implementation. Note that
this check generalizes Liskov’s substitution principle, since the precondition of
an overriding method need not be related to the precondition of the overridden
method.

The extended state problem is solved by allowing getters, in particular in-
variants and dynamic frames, to be redefined in subclasses. For example, in
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implicit dynamic frames, the invariant of the class Account can be encoded
as a predicate valid that returns acc(this.balance) ∧ 0 ≤ balance. Note that
acc(this.balance) denotes the permission to access the balance field. In the sub-
class TrackingAccount , valid is overridden and a new return value is provided:
acc(this.count) ∗ 0 ≤ count ∗ super.valid(). For now, ∗ can be interpreted as
conjunction. In both the sub- and superclass, the precondition of deposit is
the same: valid() ∧ 0 ≤ amount . However, the interpretation of the precondi-
tion differs in both cases. More specifically, the interpretation depends on the
dynamic type of the receiver.

1.3 Other Work Done

Besides the contributions described in this thesis, the author of this thesis con-
tributed to several other research results during his PhD studies:

• A technique for verifying compliance of a program with a stackwalking-
based sandboxing policy. See Jan Smans, Bart Jacobs and Frank Piessens.
Static Verification of Code Access Security Policy Compliance of .NET
Applications. Journal of Object Technology (JOT), Vol. 5, No. 3, 2006.

• An extension of the dynamic frames approach such that it can deal with
concurrent programs. See Jan Smans, Bart Jacobs and Frank Piessens.
VeriCool: An Automatic Verifier for a Concurrent Object-Oriented Lan-
guage. In Proceedings of Formal Methods for Open Object-based Dis-
tributed Systems (FMOODS), 2008.

• The author contributed to an extension of the Boogie methodology for
verifying multi-threaded programs. See Bart Jacobs, Frank Piessens, Jan
Smans, K. Rustan M. Leino and Wolfram Schulte. A Statically Verifiable
Programming Model for Concurrent Object-oriented Programs. Transac-
tions on Programming Languages and Systems (TOPLAS), Vol. 31, No.
1, 2008.

• The author contributed to an approach for verifying the composite pattern
using separation logic. See Bart Jacobs, Jan Smans and Frank Piessens.
Verifying the Composite Pattern using Separation Logic. Workshop on
Specification and Verification of Component-Based Systems, 2008.

The remainder of this thesis is structured as follows. In Chapter 2, we
show how Kassios’ dynamic frames approach can be integrated into a verifier
based on verification condition generation and automated, first-order theorem
proving [58]. Chapter 3 proposes a variant of the dynamic frames approach,
called implicit dynamic frames, where explicitly writing and checking frame
annotations is no longer necessary [57]. Finally, we conclude in Chapter 4.
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Chapter 2

Dynamic Frames

2.1 Introduction

How does one specify which memory locations a method can touch? This prob-
lem is called the frame problem. As an example, consider the class Cell from
Figure 2.1(a). This class provides a constructor for creating new instances and
a mutator for modifying their state. The client code in Figure 2.1(b) uses these
methods to create and modify two Cell objects. At the end of the code snippet,
an assert statement checks that c1.x holds 5. Can we prove based on Cell ’s
method contracts that this assertion never fails? The answer is no. setX ’s con-
tract allows the method to change the program state arbitrarily, as long as it
ensures that c1.x equals v on exit. In particular, the contract does not prevent
c2.setX (10); from modifying c1.x.

class Cell {
int x;

Cell()
ensures x = 0;
{ x := 0; }

void setX (int v)
ensures x = v;
{ x := v; }

}
(a)

Cell c1 := new Cell();
c1.setX (5); //A

Cell c2 := new Cell();
c2.setX (10);

assert c1 .x = 5;
(b)

Figure 2.1: A class Cell and some client code.

Modifies clauses are a standard technique in verification to solve the frame
problem. A modifies clause traditionally consists of a comma-separated list of

19
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memory locations. A method satisfies its modifies clause if all allocated loca-
tions except those listed in the modifies clause retain their value. For example,
consider the new version of Cell from Figure 2.2. setX ’s modifies clause only
lists the location this.x which indicates that the method can only change the
value of that particular location. A modifies clause does not prevent a method
from modifying fields of objects allocated during execution of the method it-
self. For example, although the modifies clause of the constructor contains no
locations, it can modify the fields of the object created by the constructor.

class Cell {
int x;

Cell()
modifies nothing;
ensures x = 0;

{ x := 0; }

void setX (int v)
modifies this.x ;
ensures x = v;

{ x := v; }
}

Figure 2.2: A new version of the Cell with modifies annotations.

The new contracts for Cell shown in Figure 2.2 suffice to prove that the assert
statement of Figure 2.1(b) never fails. Informally, the reasoning is as follows.
At program location A, the postcondition of c1.setX (5); holds: c1.x = v. Since
c1 is allocated and c2’s constructor does not modify fields of allocated objects,
c1.x still equals 5 after the constructor. Moreover, c2 is different from c1, since
c2 is a newly allocated object. It follows from setX ’s modifies annotation that
c2.setX (10); only modifies c2.x and does not affect c1.x. We may conclude that
the condition of the assert statement, c1.x = 5, always evaluates to true.

Data abstraction is crucial in the construction of modular programs, since it
ensures that internal changes in one module do not propagate to other modules.
However, the class Cell and its contracts were not written with data abstrac-
tion in mind. In particular, client code must directly access the internal field
x to query a Cell ’s internal state. Moreover, Cell ’s method contracts are not
implementation-independent as they mention x. To solve the former issue, pro-
grammers typically restrict the visibility of internal fields and add getters to
their classes. For example, Figure 2.3(a) extends Cell with a getter getX . The
client code of Figure 2.3(b) can now use the getter instead of the internal field x.
Note that getX has a pure modifier which indicates the method does not have
side-effects and that it can be used within method contracts. In the remainder
of this chapter, we use the terms getter and pure method interchangeably.
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To complete the decoupling between Cell and its clients, we must remove all
implementation-specific elements from the contract. That is, instead of referring
to the internal field x, we should specify the behavior in terms of publicly visible
parts of Cell ’s interface. For the postconditions, this can be accomplished by
specifying the behavior in terms of getX . For example, setX ’s postcondition
guarantees that getX () returns v on exit. However, how do we indicate what
locations setX can modify without exposing the fact that Cell internally uses
the field x? Moreover, client code does not know which memory locations the
return value of getX depends on. How can we extend Cell ’s interface to ensure
that c2.setX (10); does not affect c1.getX ()’s return value in the code snippet of
Figure 2.3(b)?

class Cell {
int x;

Cell()
modifies nothing;
ensures getX () = 0;

{ x := 0; }

void setX (int v)
modifies ?;
ensures getX () = v;

{ x := v; }

pure int getX ()
{ return x; }

}
(a)

Cell c1 := new Cell();
c1.setX (5); //A

Cell c2 := new Cell();
c2.setX (10);

assert c1 .getX () = 5;
(b)

Figure 2.3: A class Cell with a getter and client code which uses the getter.

A naive solution to this problem would be to adapt the semantics of modifies
clauses: instead of listing the memory locations that can be modified, they could
list the set of getters whose return value may be affected by the mutator. For
example, setX ’s modifies clause would be this.getX (). Although the latter
approach suffices to prove the assert statement of Figure 2.3(b) never fails, it
is not a modular solution since the addition of a new class may break setX ’s
contract. For example, suppose we extend the program of Figure 2.3 with a new
class CellWrapper . Suppose CellWrapper has a field referring to a Cell object
and a pure method getValue which returns the value of that cell. This extension
breaks setX ’s contract as its modifies clause should now additionally mention
getValue. Clearly, this approach does not scale to larger programs.

A promising solution to the frame problem was proposed by Yannis Kassios
in 2006. More specifically, Kassios proposes adding sets of locations to the spec-
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ification language. The footprint of a method, i.e. the locations read or written
during the method’s execution, can then be specified in terms of such sets. To
preserve information hiding, these sets of locations can involve dynamic frames,
specification variables that abstract over a set of locations. Kassios’ solution is
formalized in the context of an idealized logical framework. In particular, it is
not clear the solution is suitable for use within a program verifier for a Java-like
language based on verification condition generation and automated, first-order
theorem proving [31, 30]. Many researchers [28, 43, 14] called for the integration
of the dynamic frames approach into such a program verifier.

In this chapter, we demonstrate how the dynamic frames approach can be in-
tegrated into an automatic verifier for a Java-like language based on verification
condition generation and automated, first-order theorem proving. In particular,
we implemented our approach in a tool and used it to verify various challenging
programs. In addition, we have proven its soundness. This chapter is based on
and extends a paper published at the Conference on Fundamental Approaches
to Software Engineering 2008 [58].

The remainder of this chapter is structured as follows. Section 2.2 describes
how the dynamic frames approach solves the frame problem in the presence
of data abstraction. We illustrate this solution and its expressive power using
various examples in Section 2.3. In Section 2.4, we show how the programs
described in earlier sections can be automatically verified using an SMT solver.
More specifically, we define the notion of valid program. Informally, a program
is valid if the verification condition of each method is a valid, first-order formula.
We prove the soundness of the verification technique, i.e. that valid programs
never dereference null and that assert statements never fail, in Section 2.5. We
extend the approach described in the previous sections to inheritance, discuss
experience with a prototype implementation, compare with related work and
conclude in Sections 2.6, 2.7, 2.8 and 2.9.

2.2 Dynamic Frames

The dynamic frames approach solves the frame problem in the presence of data
abstraction via dynamic frames. A dynamic frame is a special, specification-
only pure method that returns a set of memory locations. As an example,
consider the method footprint of Figure 2.4. The method’s return type, set,
declares that footprint returns a set of memory locations. A memory location
is an (object reference, field name) pair. footprint ’s implementation returns the
singleton set containing the memory location this.x. In this chapter, we denote
sets of memory locations using the standard mathematical notation.

How do we indicate what locations setX can modify without exposing the
fact that Cell internally uses the field x? We can do so by adapting the seman-
tics of modifies clauses as follows. A modifies clause no longer lists a sequence of
memory locations, but instead consists of a single expression of type set. For ex-
ample, setX ’s modifies clause states that the method can modify any location in
the set returned by the dynamic frame footprint(). Note that setX ’s contract is
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now implementation-independent, as its modifies clause only mentions publicly
visible elements of Cell ’s interface.

To indicate which locations influence the return values of pure methods, we
enrich their contracts with reads annotations. Similarly to a modifies annota-
tion, a reads annotation consists of an expression of type set. For example, the
reads clause for getX in Figure 2.4 declares that getX ’s return value depends
only on locations in the set returned by footprint(). The method footprint itself
specifies that it is self-framing : if footprint reads a location o.f , then o.f is an
element of its result. Note that reads ∅; would also be a valid reads clause
for footprint . However, the latter annotation would expose and unnecessarily
constrain Cell ’s implementation.

class Cell {
int x;

Cell()
modifies ∅;
ensures getX () = 0;
ensures fresh(footprint());

{ x := 0; }

void setX (int v)
modifies footprint();
ensures getX () = v;
ensures fresh(footprint() \ old(footprint()));

{ x := v; }

pure set footprint()
reads footprint();

{ return { this.x }; }

pure int getX ()
reads footprint();

{ return x; }
}

Figure 2.4: A class Cell with frame annotations written in terms of the dynamic
frame footprint .

Both Cell ’s constructor and setX have an extra postcondition which states
that (part of) footprint() is fresh. A set of memory locations s is fresh if each
location in s is fresh. A location o.f is fresh with respect to a method invoca-
tion e0.m(e1, . . . , en); if o was allocated during m’s execution. In our running
example, setX ’s postcondition ensures that setX only adds fresh locations to
footprint . This property is called the swinging-pivot property [41] and it is
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crucial for ensuring that footprints remain disjoint as we will explain below.
Given the semantics of reads and writes clauses outlined above, we can now

prove that the assertion at the end of Figure 2.3(b) never fails. Informally,
the reasoning is as follows. At program location A, c1.setX (5);’s postcondi-
tion holds: c1.getX () = 5. It follows from the read annotations on getX and
footprint that the return values of c1.getX() and c1.footprint() depend only
on locations in c1.footprint(). A general property of dynamic frames is that
they contain only allocated locations. Hence, c1.footprint() does not contain
any non-allocated locations. c2’s constructor does not modify any allocated
location. Hence, the return values of c1.getX () and c1.footprint() are not af-
fected by the constructor. Moreover, the constructor’s postcondition guaran-
tees that c2.footprint() contains only fresh locations and therefore c1.footprint()
and c2.footprint() are disjoint. Since c2.setX (10); only assigns to locations in
c2.footprint() and because of the disjointness of the footprints, c1.getX () still
returns 5 after c2.setX (10);. We may conclude that the condition of the assert
statement, c1.getX () = 5, always evaluates to true. Moreover, it follows from
setX ’s swinging pivot postcondition that c1.footprint() and c2.footprint() are
still disjoint.

Note that the proof outlined above does not depend on internal details of the
class Cell . Therefore, changing Cell ’s implementation (within the boundaries
set by its contracts) preserves the correctness of the client code in Figure 2.3(b).

2.3 Examples

In this section, we demonstrate how various object-oriented programming and
specification patterns can be handled using dynamic frames. More specifically,
we focus on object invariants (2.3.1), aggregate objects (2.3.2) and sharing
(2.3.3). It is important to note that supporting these patterns does not re-
quire any special methodological machinery or reasoning rules.

2.3.1 Invariants

An invariant describes what it means for an object to be in a consistent state.
For example, consider the class ArrayList from Figure 2.5. An ArrayList object
is consistent if the internal array, items, is non-null and size is non-negative and
less than or equal to the array’s length.

In the dynamic frames approach, object invariants are encoded as boolean
pure methods. For example, the pure method valid of Figure 2.5 embodies
ArrayList ’s invariant. The approach does not impose any built-in rules which
guide when invariants hold. Instead, if a developer wants to indicate a method
m requires or ensures an object is consistent, he or she must explicitly state
the invariant method returns true in m’s method contract. For instance, the
method add requires that the invariant holds on entry and ensures it holds again
on exit. add ’s method contract specifies this property by stating in its pre- and
postcondition that valid() returns true.
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class ArrayList {
Object [] items;
int size;

ArrayList()
modifies ∅;
ensures valid() ∧ size() = 0 ∧ fresh(footprint());

{ items := new Object [5]; size := 0; }

void add(Object o)
requires valid();
modifies footprint();
ensures valid() ∧ size() = old(size()) + 1;
ensures get(size()− 1) = o;
ensures ∀i ∈ (0 : size()− 1) • get(i) = old(get(i));
ensures fresh(footprint() \ old(footprint()));

{ . . . }

pure bool valid()
reads valid() ? footprint() : ∗;

{ return items 6= null ∧ 0 ≤ size ≤ items.length; }

pure set footprint()
requires valid();
reads footprint();

{ return { items, size, items.elems }; }

pure int size()
requires valid();
reads footprint();

{ return size; }

pure Object get(int index )
requires valid() ∧ 0 ≤ index < size();
reads footprint();

{ return items[index ]; }
}

Figure 2.5: The class ArrayList .
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The traditional approach for dealing with object invariants is unsound in
the presence of callbacks. The dynamic frames approach is not vulnerable to
callbacks, since it never assumes more than it proves. That is, if a callee assumes
that an object is consistent, then the caller must explicitly prove this. For
example, it is safe for add to assume the invariant holds, since its callers must
prove its precondition (which includes the invariant).

footprint() is well-defined only if the invariant holds. Therefore, we must
make valid ’s reads clause conditional: if valid() returns true, then its return
value depends only locations in footprint(); otherwise, valid() can potentially
depend on the entire heap (denoted as ∗). Since client code typically only
sees valid Cell objects and does not care whether Cell objects remain invalid, it
suffices to frame the invariant only if it holds. An alternative choice would be to
remove footprint ’s precondition and to make valid ’s reads clause unconditional.
However, this choice means we have to make sure footprint ’s implementation
can deal with invalid states, which typically leads to duplicating parts of the
invariant in the footprint method. For example, the implementation of footprint
would have to be changed as follows:

return { items, size } ∪ (items 6= null ? { items.elems } : ∅);
The condition items 6= null then appears both in valid and footprint .

Note that ArrayList ’s footprint includes items.elems. We assume each array
has an elems ghost field which holds the elements of the array. Including this
field in a reads or modifies clause, gives a method the right to read, respectively
modify the array’s elements. For example, the method get is allowed to mention
items[index ], since the footprint includes items.elems. Note that the invariant
can read items.length without requiring access to this field in its reads clause,
since length is immutable. Finally, the variable i in a quantifier ∀i ∈ (a : b)• . . .
ranges from a (inclusive) to b (exclusive).

2.3.2 Aggregate Objects

A software program typically consists of several modules, where each module is
implemented in terms of other modules defined in lower layers. For example, a
typical way to implement a stack is to use a collection, such as an ArrayList ,
which holds the stack’s elements. Such objects that internally use other helper
objects are sometimes called aggregate objects. Typically, the consistency of an
aggregate object implies consistency of all its helper objects and an aggregate
object’s footprint includes the footprints of all its helper objects.

As an example, consider the class Stack from Figure 2.6. This class imple-
ments stacks on top of the class ArrayList . The dynamic frame footprint in-
cludes the footprint of the internal ArrayList object pointed to by the contents
field. Stack ’s invariant states that contents is not null, that contents’s invariant
holds and that contents’s footprint does not include the location this.contents
itself. The latter disjointness restriction is crucial for two reasons. First of all,
it ensures that updates to contents do not affect the return values of pure meth-
ods of the ArrayList object. Secondly, the restriction guarantees that contents’s
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class Stack {
ArrayList contents;

Stack()
modifies ∅;
ensures valid() ∧ size() = 0;

{ contents := new ArrayList(); }

void push(Object o)
requires valid();
modifies footprint();
ensures valid() ∧ size() = old(size() + 1);
ensures fresh(footprint() \ old(footprint()));

{ contents.add(o); }

pure bool valid()
reads valid() ? footprint() : ∗;

{ return contents 6= null ∧
contents.valid() ∧ {contents} ∩ contents.footprint() = ∅; }

pure set footprint()
requires valid();
reads footprint();

{ return { contents } ∪ contents.footprint(); }

pure int size()
requires valid();
reads footprint();

{ return contents.size(); }
}

Figure 2.6: The class Stack implemented on top of ArrayList .

mutators cannot modify this.contents. For example, the call contents.add(o);
in the method push cannot set contents to null (and thus violate the invari-
ant), since contents.footprint() (i.e. the set of locations modifiable by add) does
not include this.contents. The swinging pivot property, the last postcondition
of ArrayList .add , is key in preserving disjointness between contents.footprint()
and { contents }.

Note that Stack ’s interface is completely implementation-independent. In
particular, the interface does not expose that the class is internally implemented
in terms of an ArrayList object. Therefore, if we were to change Stack ’s imple-
mentation, for example by using a linked list instead of an array list, client code
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would not be affected. That is, if one makes internal changes to Stack , one has
to reverify that the new implementation satisfies the specification. However,
one does not have to reverify any client code. In other words, implementation-
independent contracts ensure modularity. Moreover, note that Stack itself does
not depend on internal details of its helper ArrayList object. We can therefore
freely change the inner workings of the class ArrayList without having to worry
about Stack or other potential clients.

Our approach does not impose any (built-in) aliasing restrictions. In par-
ticular, it does not forbid an aggregate object from leaking references to its
internal helper objects. For example, a Stack is allowed to pass out references
to its internal ArrayList object to client code. However, client code will not be
able to establish disjointness between the stack’s footprint and the footprint of
the ArrayList object. As a consequence, when client code updates the helper
object, it loses all information about the aggregate object. In particular, the
client may not assume that the pure methods of the Stack object return the
same value before and after the update (because their frame axioms cannot be
applied, see Section 2.4). Therefore, clients cannot falsely assume that the state
of an aggregate object is not affected when one of the helper objects is modified.

A dynamic frame is called dynamic for two reasons. First of all, the return
value of a dynamic frame can change dynamically over time. For example, the
set of locations returned by footprint() is different before and after invoking
the method switch shown below. Exchanging an internal helper object, as in
the method switch, is sometimes called ownership transfer, since control of the
helper object transfers from one aggregate object to another. No additional
methodological machinery is needed to perform an ownership transfer.

void switch(Stack other)
requires other 6= null ;
requires valid() ∧ other .valid();
requires footprint() ∩ other .footprint() = ∅;
modifies footprint() ∪ other .footprint();
ensures valid() ∧ other .valid();
ensures footprint() ∩ other .footprint() = ∅;
ensures fresh((footprint() ∪ other .footprint())
\old(footprint() ∪ other .footprint()));

ensures size() = old(other .size());
ensures other .size() = old(size());

{
ArrayList tmp := contents;
contents := other .contents;
other .contents := tmp;

}

The second reason why dynamic frames are dynamic is that they can be over-
ridden in subclasses as to include additional locations (see Section 2.6).



2.3. EXAMPLES 29

2.3.3 Sharing

Figure 2.7 shows an implementation of the iterator pattern. Reasoning about
the iterator pattern is challenging because of sharing : when multiple iterators
share the same list, the footprints of those iterators overlap. More specifically,
the invariants of those iterators all require the list’s invariant holds. Therefore,
the reads clause of Iterator .valid must include the list’s footprint.

class Iterator {
ArrayList list ;
int index ;

Iterator(ArrayList l)
requires l 6= null ∧ l.valid();
modifies ∅;
ensures valid();
ensures getList() = l;
ensures fresh(footprint());
{ list := l; index := 0; }

Object next()
requires valid();
requires hasNext();
modifies footprint();
ensures valid();
ensures getList() =

old(getList());
ensures fresh(footprint \

old(footprint()));
{ return list .get(index++); }

void reset()
requires valid();
modifies footprint();
ensures valid();
ensures getList() =

old(getList());
ensures fresh(footprint \

old(footprint()));
{ index := 0; }

pure bool valid()
reads valid() ?
footprint() ∪ getList().footprint()
: ∗;

{ return list 6= null ∧ list .valid() ∧
({ list , index } ∩

list .footprint() = ∅) ∧
0 ≤ index ≤ list .size(); }

pure set footprint()
{ return { list , index }; }

pure ArrayList getList()
requires valid();
reads footprint();

{ return list ; }

pure bool hasNext()
requires valid();
reads footprint() ∪
getList().footprint();

{ return index < list .size(); }
}

Figure 2.7: The class Iterator .

Multiple iterators can iterate over the same list at the same time, because
an iterator’s next method only modifies its own footprint, but not the footprint
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of the shared list. For example, the code of Figure 2.8 successfully verifies. For
our verification tool to be able to reason about loops, developers must provide
loop invariants and loop modifies annotations. A loop invariant must hold on
entry to the loop and must be preserved by each iteration of the loop. Similarly,
a loop iteration may only modify a location o.f if o.f is in the loop’s modifies
clause. Old expressions old(e) appearing in the loop invariant refer to the value
of the expression e on entry to the loop.

ArrayList l := new ArrayList();

Iterator i1 := new Iterator(l);
Iterator i2 := new Iterator(l);

while(i1.hasNext())
invariant i1.valid() ∧ i1.getList() = l;
invariant i2.valid() ∧ i2.getList() = l;
invariant i1.footprint() ∩ i2.footprint() = ∅;
invariant fresh((i1.footprint() ∪ i2.footprint())

\old(i1.footprint() ∪ i2.footprint()));
modifies i1.footprint() ∪ i2.footprint();
{

Object o1 := i1.next();
while(i2.hasNext())

invariant i2.valid();
invariant fresh(i2.footprint() \ old(i2.footprint()));
invariant i2.getList() = l;
modifies i2.footprint();

{
Object o2 := i2.next();
. . .

}
i2.reset();
}

Figure 2.8: Client code for Iterator .

Modifying a list while iterators are iterating over it can give rise to un-
expected exceptions. For example, removing an element from the list can give
rise to an ArrayOutOfBoundsException when calling the iterator’s next method.
Java’s implementation of Iterator guards against concurrent modifications by
tracking and checking a version field. Our implementation does not need to
track such a field to stay safe. Instead, when an ArrayList object is modified,
all its iterators are automatically invalidated. Indeed, the method Iterator .valid
reads the footprint of its list. Hence, any modification to the list causes all infor-
mation about the invariant to be lost (since we cannot apply the frame axiom,
see Section 2.4).
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2.4 Verification

In this section, we show how one can verify whether programs, such as the ones
shown above, satisfy their specification. More specifically, we define the notion
of valid program. Informally, a program is valid if the verification conditions
of all methods in the program are valid, first-order formulas. In Section 2.5,
we will prove that executions of valid programs never dereference null and that
assert statements never fail.

Note that we formalize verification only for a subset of Java. For example,
this formalization does not include arrays, if-then-else statements, loops, and
exceptions.

2.4.1 Language

We start by defining the following sets.

set typical element meaning
C C class names
F f field names
M m mutator names
P p pure method names
X x variable names

All these sets are mutually disjoint. X includes the variable this. Programs
have the following syntax. An overlined program element indicates repetition.

program ::= class s
class ::= class C { field method }
field ::= C f ;
method ::= mutator | pure
mutator ::= void m(C x) requires e; modifies e; ensures e; { s }
pure ::= pure t p(C x) requires e; reads e; { return e; }
t ::= C | bool | set
s ::= C x; | e.f := e; | x := e; | e.m(e); | x := new C; | assert e;
e ::= null | x | e.f | e.p(e) | old(e) |

true | e = e | e ∧ e | fresh(e) | e ? e : e |
∅ | { e.f } | e ∪ e | e \ e

Figure 2.9: The syntax of a Java-like language with method contracts.

A program consists of a number of classes and a main routine s. Each class
declares a number of fields and methods. We distinguish two kinds of methods:
mutators and pure methods. Each method has a corresponding contract. The
contract of a pure method consists of a precondition and a reads clause, while a
mutator’s contract contains a precondition, a modifies clause and a postcondi-
tion. The body of a mutator consists of a sequence of statements. A statement
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is either a local variable declaration, a field update, a variable update, a mutator
invocation, an object creation or an assert statement. An expression is either
the constant null, a variable read, a field read, a pure method invocation, an old
expression, the constant true, an equality between expressions, a conjunction,
a fresh expression, a conditional expression, the empty set, a singleton, a union,
or a subtraction.

In this chapter, we consider only well-formed programs.

Definition 1. A program π is well-formed (denoted wf(π)) if all of the following
hold:

• fresh and old expressions only appear in postconditions.

• Method parameters are not assigned to.

• The program is well-typed. We do not formalize a type system here, but
refer the reader to [19, 10, 26].

• The body and precondition of a pure method only call pure methods defined
earlier in the program text. Note that the latter restriction does not apply
to the reads clause.

The last well-formedness criterion is used in the soundness proof (Section 2.5)
to ensure consistency of the verification logic. More liberal schemes for ensuring
consistency can be found in the literature (e.g. [14, 54]). The well-typedness
criterion is used to ensure the program does not get stuck due to Field- and
MethodNotFound errors.

2.4.2 Verification Logic

We target a multi-sorted, first-order logic with equality. That is, a formula ψ
is either true, false, an equality between terms, a conjunction, a disjunction, a
negation or a quantification. A term τ is a variable or a function application.

ψ ::= true | false | τ = τ | ψ ∧ ψ | ψ ∨ ψ | ¬ψ | ∀y • ψ
τ ::= y | g(τ)

Throughout this thesis, we will use the following shorthands. First of all, ψ1 ⇒
ψ2 is a shorthand for ¬ψ1∨ψ2, ψ1 ⇔ ψ2 is a shorthand for ψ1 ⇒ ψ2∧ψ2 ⇒ ψ1,
and τ1 6= τ2 is a shorthand for ¬(τ1 = τ2). Secondly, an application of a function
g with no parameters will be written g instead of g(). In this thesis, functions
with arity 0 are called constants. The formula ite(τ1 = τ2, ψ1, ψ2) is a shorthand
for (τ1 = τ2 ⇒ ψ1)∧(τ1 6= τ2 ⇒ ψ2). Finally, a term τ used in a formula position
is a shorthand for τ = ttrue (ttrue is a constant).

2.4.3 Signature

Each term in the logic has a corresponding sort. The sorts are ref , the sort
of object references, bool , the sort of booleans, set , the sort of sets of memory
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locations, fname, the sort of field names, cname, the sort of class names, and
heap, the sort of heaps. We define val as the union of the sorts ref and bool .
We do not mention sorts when they are clear from the context.

The signature of the logic consists of built-in functions and a number of
program-specific functions. The built-in functions are the following:

function sort
null ref

emptyset set
singleton ref × fname → set

union set × set → set
contains ref × fname × set → bool
setminus set × set → set

select heap × ref × fname → val
store heap × ref × fname × val → heap

allocated heap × ref → bool
allocate ref × heap × cname → heap

wf heap → bool
succ heap × heap → bool
ttrue bool

null represents the null reference. The functions emptyset , singleton, union,
contains and setminus represent operations on sets of locations. To avoid
cluttering the verification conditions, we employ the standard mathematical
notation instead of explicitly writing down the operations as function invo-
cations. For example, we write (o, f) ∈ s instead of contains(o, f, s). The
heap is modeled in the verification logic as a mapping from locations to values.
select(h, o, f) returns the value of (o, f) in heap h and store(h, o, f, v) returns
a new heap that is equal to h at each location except for (o, f). More specif-
ically, the value of (o, f) equals v in the heap store(h, o, f, v). We abbreviate
select(h, o, f) as h(o, f) and store(h, o, f, v) as h[(o, f) 7→ v]. allocated(h, o) re-
turns whether o is allocated in heap h. We write allocatedh(x1, . . . , xn) as a
shorthand for (x1 = null ∨allocated(h, x1))∧ . . .∧ (xn = null ∨allocated(h, xn)).
allocate(o, h, C) returns a new heap where o is allocated. wf (h) denotes that
the heap h is potentially reachable by the program. An important property of
reachable heaps, is that fields of allocated objects only point to other allocated
objects. Finally, succ(h1, h2) denotes that heap h2 is a successor of heap h1.
h2 is a successor of h1 if each object allocated in h1 is also allocated in h2.
Moreover, a successor of a well-formed heap is well-formed as well.

The program-specific functions are the following. For each class C in the
program text, the logic includes a constant C with sort cname. Similarly, for
each field f , the logic includes a constant f with sort fname. A standard tech-
nique in verification is to encode pure methods as functions in the verification
logic. For each pure method p in a class C with parameters C1 x1, . . . , Cn xn
and return type t, the logic includes a function symbol C.p with sort heap ×
ref × ref 1 × . . . × ref n → sort(t). For example, when verifying the program of
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Figure 2.4, the logic includes a function C.valid with sort heap × ref → bool .
sort is a function that maps source types to sorts. More specifically, sort(C)
equals ref (for each C ∈ C), sort(set) equals set and sort(bool) equals bool .

2.4.4 Theory

We check that the generated verification conditions are valid with respect to
a certain theory. Σprelude is a theory which axiomatizes the built-in functions.
For example, Σprelude contains the following axiom:

∀h, o, f, v • select(store(h, o, f, v), o, f) = v

The above axiom encodes that the value of o.f equals v after a field update
o.f := v;. Each pure method p has a corresponding theory, Σp, consisting of an
implementation axiom, a frame axiom and potentially an allocated axiom. More
specifically, the axioms in the theory Σp corresponding to the pure method p in
class C

pure t p(C1 x1, . . . , Cn xn)
requires epre;
reads eread;
{ return ebody; }

are the following:

• Implementation axiom. The implementation axiom relates the func-
tion symbol to the implementation of the pure method.

∀h, this, x1, . . . , xn•
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(epre)

⇓
C.p(h, this, x1, . . . , xn) = Tr(ebody)

Tr(e) denotes the translation of a source expression e to its encoding in
first-order logic (see Section 2.4.5).

• Frame axiom. The frame axiom encodes the fact that p’s return value
only depends on locations in its reads clause. That is, the return value of
p is equal in two heaps h1 and h2 if p’s precondition holds in both heaps
and each location (o, f) in the reads clause has the same value in h1 and
h2.

∀h1, h2, this, x1, . . . , xn•
wf (h1) ∧ succ(h1, h2) ∧ this 6= null ∧ allocatedh1(this, x1, . . . , xn) ∧

Tr(epre)[h1/h] ∧ Tr(epre)[h2/h] ∧
(∀o, f • (o, f) ∈ Tr(eread)[h1/h]⇒ h1(o, f) = h2(o, f))

⇓
C.p(h1, this, x1, . . . , xn) = C.p(h2, this, x1, . . . , xn)
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• Allocated axiom. If the return type of p equals set (i.e. if p is a dynamic
frame), then Σp includes an allocated axiom. The allocated axiom states
that the set returned by a dynamic frame contains only allocated locations.

∀h, this, x1, . . . , xn, o, f•
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(epre) ∧

(o, f) ∈ C.p(h, this, x1, . . . , xn)
⇓

allocated(h, o)

The allocated axiom enables the solver to prove that creation of a new
object does not affect existing footprints and pure methods.

Σπ is the union of Σprelude and the theories of the pure methods and dynamic
frames defined in π. ΣIp∗ is the union of the implementation axioms of all
pure methods appearing before p in the program text. Note that ΣIp∗ does not
include p’s implementation axiom. ΣFp∗ is the union of the frame axioms of all
pure methods appearing before p in the program text. ΣIπ is the union of the
implementation axioms of π’s pure methods.

2.4.5 Verification Conditions

We check the correctness of a program by generating verification conditions.
The verification conditions for each statement are shown in Figure 2.10. The
free variables of vc(s, ψ) are h, hold and the free variables of ψ and s. The
variable h denotes the heap and hold denotes the heap in the method pre-state.
Tr and Df denote the translation, respectively the definedness of expressions,
shown in Figures 2.11 and 2.12. The functions mpre, mmod, mbody and mpost
respectively return the precondition, modifies clause, body and postcondition
of a method.

The verification conditions for statements of Figure 2.10 are mostly standard.
In the verification condition for field update, the verification condition of the
remaining statements must hold under the assumption that the updated heap is
a successor of h, i.e. that succ(h, h[(Tr(e1), f) 7→ Tr(e2)]). The modifies clause
of a method call is encoded via the conjunct frame(M), which is a shorthand
for

(∀o, f • ¬allocated(hold, o) ∨ (o, f) ∈ Tr(M)[hold/h] ∨ hold(o, f) = h(o, f))

That is, for each location (o, f) it holds that either the location was not allocated
in the call’s pre-state, the location is part of the modifies clause, or its value is
the same in the old and new heap. The first disjunct in the quantifier allows the
callee to assign to fields of newly allocated objects without having to mention
those locations in its modifies clause.

Invocations of pure methods are encoded as invocations of the corresponding
functions in the verification logic. For example, the postcondition of Iterator ’s
constructor, this.getList() = l is encoded in the verification logic as the formula
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vc(C x; s, ψ) ::= ∀x • vc(s, ψ)
vc(e1.f := e2; s, ψ) ::= Df(e1) ∧ Df(e2) ∧ Tr(e1) 6= null ∧

(succ(h, h[(Tr(e1), f) 7→ Tr(e2)])⇒
vc(s, ψ)[h[(Tr(e1), f) 7→ Tr(e2)]/h])

vc(x := e; s, ψ) ::= Df(e) ∧ vc(s, ψ)[Tr(e)/x]
vc(e0.m(e1, . . . , en); s, ψ) ::= Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null ∧ Tr(P ) ∧

(∀h′•
succ(h, h′) ∧
Tr(Q)[h′/h, h/hold] ∧
frame(M)[h′/h, h/hold]
⇒
vc(s, ψ)[h′/h]

)
where C is the type of e0, x1, . . . , xn

are the parameters of C.m,
P is mpre(C,m)[e0/this, e1/x1, . . . , en/xn] and
M is mmod(C,m)[e0/this, e1/x1, . . . , en/xn] and
Q is mpost(C,m)[e0/this, e1/x1, . . . , en/xn]

vc(x := new C; s, ψ) ::= (∀y•
¬allocated(h, y) ∧ y 6= null ∧
succ(h, allocate(y, h, C))
⇒
vc(s, ψ)[allocate(y, h, C)/h, y/x])

vc(assert e; s, ψ) ::= Df(e) ∧ Tr(e) ∧ vc(s, ψ)
vc(nil, ψ) ::= ψ

Figure 2.10: Verification conditions (vc) of statements with respect to postcon-
dition ψ.

Iterator .getList(h, this) = l. Note that definedness of conjunction assumes ∧
shortcuts if the left-hand side is false. That is, the right-hand side has to be
well-defined only if the translation of the left-hand side is true.

2.4.6 Validity

We are now ready to define what it means for a program to be valid. A program
is valid if all methods and the main routine are valid (Definition 5). A mutator
is valid if the precondition is well-defined, the modifies clause and postcondition
are well-defined provided the precondition holds and the method body satisfies
the method contract (Definition 2). The main routine is valid if it satisfies
the contract requires true; modifies ∅; ensures true; (Definition 3). A pure
method is valid if the precondition is well-defined, the reads clause and body
are well-defined provided the precondition holds and the return value depends
only on locations in the reads clause (Definition 4).
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Tr(null) ::= null
Tr(x) ::= x
Tr(e.f) ::= h(e, f)
Tr(e0.p(e1, . . . , en)) ::= C.p(h,Tr(e0), . . . ,Tr(en))
Tr(old(e)) ::= Tr(e)[hold/h]

Tr(true) ::= true
Tr(e1 = e2) ::= Tr(e1) = Tr(e2)
Tr(e1 ∧ e2) ::= Tr(e1) ∧ Tr(e2)
Tr(fresh(e)) ::= (∀o, f • (o, f) ∈ Tr(e)⇒ ¬allocated(hold, o))
Tr(e0 ? e1 : e2) ::= ite(Tr(e0),Tr(e1),Tr(e2))

Tr(∅) ::= ∅
Tr({e.f}) ::= {(Tr(e), f)}
Tr(e1 ∪ e2) ::= Tr(e1) ∪ Tr(e2)
Tr(e1 \ e2) ::= Tr(e1) \ Tr(e2)

Figure 2.11: Translation of expressions to first-order logic.

Df(null) ::= true
Df(x) ::= true
Df(e.f) ::= Df(e) ∧ Tr(e) 6= null
Df(e0.p(e1, . . . , en)) ::= Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null ∧ Tr(P )

where P is mpre(C, p)[e0/this, e1/x1, . . . , en/xn]
Df(old(e)) ::= Df(e)[hold/h]

Df(true) ::= true
Df(e1 = e2) ::= Df(e1) ∧ Df(e2)
Df(e1 ∧ e2) ::= Df(e1) ∧ (Tr(e1)⇒ Df(e2))
Df(fresh(e)) ::= Df(e)
Tr(e0 ? e1 : e2) ::= Df(e0) ∧ ite(Tr(e0),Df(e1),Df(e2))

Df(∅) ::= true
Df({e.f}) ::= Df(e) ∧ Tr(e) 6= null
Df(e1 ∪ e2) ::= Df(e1) ∧ Df(e2)
Df(e1 \ e2) ::= Df(e1) ∧ Df(e2)

Figure 2.12: Definedness of expressions in first-order logic.

Note that pure methods are not verified with respect to the theory Σπ.
Instead, the definedness of the precondition and body is checked in the theory
Σprelude ∪ ΣIp∗. Satisfaction of the reads clause is checked with respect to the
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theory Σprelude∪ΣIπ∪ΣFp∗. The intuition underlying this decision is as follows. A
program is verified in 4 phases. Each phase consists of a number of steps. During
a step, one can only rely on assumptions that have been verified in previous
phases and steps. In the first phase, we check whether the preconditions and
method bodies of the pure methods of the program are well-defined from top to
bottom. In each step of the first phase, one can assume that the prelude axioms
hold and that the preconditions and method bodies of pure methods defined
earlier in the program text are well-defined. In Section 2.5, we prove that the
latter assumption implies that the implementation axiom holds. Therefore, the
first phase uses the theory Σprelude∪ΣIp∗. In the second phase, we check whether
the reads clauses of pure methods are well-defined. Since we already checked
the well-definedness of preconditions and method bodies, we perform the latter
check in the theory Σprelude ∪ ΣIπ. Phase 3 of the verification process consists
of checking whether the pure methods satisfy their reads annotation. Since we
proceed again from top to bottom, we can check compliance with the reads
clause assuming that the prelude axioms hold, that the implementation axioms
of all pure methods hold and that all pure methods defined earlier in the program
text satisfy their reads annotation. That is, we perform the latter check in the
theory Σprelude ∪ΣIπ ∪ΣFp∗. Finally, we verify the mutators. In this final phase,
we can safely assume the prelude axioms and the axioms corresponding to the
pure methods. That is, mutators are verified with respect to the theory Σπ.

Definition 2. A mutator m defined in a class C

void m(C1 x1, . . . , Cn xn) requires epre; modifies emod; ensures epost; { s }
is valid if all of the following hold:

• The precondition is well-defined and the modifies clause is well-defined,
provided the precondition holds.

Σπ ` ∀h, this, x1, . . . , xn •
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
Df(epre) ∧ (Tr(epre)⇒ Df(emod))

• The postcondition is well-defined, provided the precondition held in the
method pre-state.

Σπ ` ∀h, hold, this, x1, . . . , xn •
wf (hold) ∧ succ(hold, h) ∧

this 6= null ∧ allocatedhold
(this, x1, . . . , xn) ∧ Tr(old(epre))
⇓

Df(epost)

• The method body satisfies the method contract.

Σπ ` ∀h, this, x1, . . . , xn •
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(epre)

⇓
vc(s,Tr(epost) ∧ frame(emod))[h/hold]
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Definition 3. The main routine s is valid if the following holds:

Σπ ` ∀h • wf (h)⇒ vc(s, true)

Definition 4. A pure method p defined in a class C

pure t p(C1 x1, . . . , Cn xn) requires epre; reads eread; { return ebody; }
is valid if all of the following hold:

• The precondition is well-defined and the body is well-defined, provided the
precondition holds.

Σprelude ∪ ΣIp∗ ` ∀h, this, x1, . . . , xn •
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
Df(epre) ∧ (Tr(epre)⇒ Df(ebody))

• The reads clause is well-defined, provided the precondition holds.

Σprelude ∪ ΣIπ ` ∀h, this, x1, . . . , xn •
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(epre)

⇓
Df(eread)

• The return value only depends on locations in the reads clause.

Σprelude ∪ ΣIπ ∪ ΣFp∗ ` ∀h1, h2, this, x1, . . . , xn •
wf (h1) ∧ succ(h1, h2) ∧ this 6= null ∧

allocatedh1(this, x1, . . . , xn) ∧ Tr(epre)[h1/h] ∧ Tr(epre)[h2/h] ∧
(∀o, f • (o, f) ∈ Tr(eread)[h1/h]⇒ h1(o, f) = h2(o, f))

⇓
Tr(ebody)[h1/h] = Tr(ebody)[h2/h]

Definition 5. A program is valid if the all methods and the main routine are
valid.

2.5 Soundness

In the previous section, we defined the notion of valid program. In this section,
we prove that valid programs never dereference null and assert statements never
fail. We proceed as follows. We start by defining an execution semantics for
the programs written in the language defined in Figure 2.9. This semantics
performs run-time checking. More specifically, a failed assert, null dereference,
or precondition/postcondition violation will cause the program to get stuck.
Finally, we prove that valid programs do not get stuck. We do so by proving
that the initial configuration is a valid configuration, that the small-step relation
→ preserves validity of configurations and that valid configurations are never
stuck.

We define O as the set of object references, B as the set of booleans and V
as the set of values (the union of O and B). O includes the null reference.
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2.5.1 Execution Semantics

We start by defining configurations.

Definition 6. A configuration σ consists of:

• a heap H, a partial function from object references to object states. An
object state is a partial function from field names to object references.

• a stack S, a list of activation records. Each activation record consists of:

– an environment Γ, a partial function from variable names to object
references.

– an old heap G, the heap at the time the activation was put onto the
call stack.

– a statement sequence s.

An object o is allocated in a heap H if o ∈ dom(H). We sometimes implicitly
uncurry the heap. That is, we write h(o, f) instead of h(o)(f). Execution of a
program starts in the initial configuration, (∅, (∅, ∅, s)), where s is the program’s
main routine. That is, in the initial configuration the heap is empty and the
stack contains a single activation record. The environment and old heap of this
activation record are both empty.

Statements

Execution of statements is defined by the small-step relation → defined in Fig-
ure 2.13. f [a 7→ b] denotes an update of the function f at a with b. That is,
f [a 7→ b](x) equals f(x) unless x equals a. f [a 7→ b](a) equals b. Each non-null
object reference o has a corresponding type, denoted as type(o). The list of
fields declared in class C is denoted fields(C).

A variable declaration C x; adds a new entry (x,null) to the environment. A
variable declaration can never get stuck. A field update e1.f := e2; sets the value
of the heap at location (v1, f) to v2, provided e1 evaluates to v1 and e2 to v2.
A field update gets stuck if either e1 or e2 gets stuck or if v1 is null . A variable
update x := e; updates the value of x in the environment. A variable update
gets stuck if evaluation of e gets stuck. A mutator invocation e0.m(e1, . . . , en)
adds a new activation record to the call stack that executes m’s body. A mutator
invocation is stuck if one of the arguments is stuck, if e0 evaluates to null or if
the precondition does not hold. When the list of statements in the top activation
record is empty, the top activation record is popped from the stack. A return
is stuck if the postcondition does not hold or if more locations were modified
than allowed by the modifies clause. An object creation allocates a fresh object
reference o. More specifically, a new object state is added to the heap at o. This
object state maps each field of o to null . An object creation cannot get stuck.
Finally, an assert statement assert e; checks whether e evaluates to true. If it
does, then the assert statement is equivalent to skip; otherwise, the statement
is stuck.



2.5. SOUNDNESS 41

(H, (Γ, G,C x; s) · S)→ (H, (Γ[x 7→ null], G, s) · S)

H,H,Γ ` e1 ⇓ v1 H,H,Γ ` e2 ⇓ v2 v1 6= null
(H, (Γ, G, e1.f := e2; s) · S)→ (H[(v1, f) 7→ v2], (Γ, G, s) · S)

H,H,Γ ` e ⇓ v
(H, (Γ, G, x := e; s) · S)→ (H, (Γ[x 7→ v], G, s) · S)

H,H,Γ ` e0 ⇓ v0 . . . H,H,Γ ` en ⇓ vn v0 6= null
type(v0) = C mbody(C.m) = r mparams(C.m) = C1 x1, . . . , Cn xn
Γ′ = [this 7→ v0, x1 7→ v1, . . . xn 7→ vn] H,H,Γ′ ` mpre(C.m) ⇓ true

(H, (Γ, G, e0.m(e1, . . . , en); s) · S)→
(H, (Γ′, H, r) · (Γ, G, e0.m(e1, . . . , en); s) · S)

type(Γ′(this)) = C
H,G′,Γ′ ` mpost(C.m) ⇓ true G′, G′,Γ′ ` mmod(C.m) ⇓ s

∀(o, f) • o 6∈ dom(G′) ∨ (o, f) ∈ s ∨H(o, f) = G′(o, f)
(H, (Γ′, G′, nil) · (Γ, G, e0.m(e1, . . . , en); s) · S)→ (H, (Γ, G, s) · S)

o 6= null type(o) = C o 6∈ dom(H) fields(C) = C1 f1, . . . , Cn fn

(H, (Γ, G, x := new C; s) · S)→
(H[(o, f1) := null , . . . , (o, fn) := null ], (Γ[x 7→ o], G, s) · S)

H,H,Γ ` e ⇓ true
(H, (Γ, G,assert e; s) · S)→ (H, (Γ, G, s) · S)

Figure 2.13: Execution of statements.
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Definition 7. A configuration σ is final (denoted final(σ)) if the stack contains
a single activation record with an empty statement sequence.

Definition 8. A configuration σ is stuck (denoted stuck(σ)) if σ is not final
and there exists no σ′ such that σ → σ′.

Expressions

Evaluation of an expressions is defined via a big-step semantics. More specifi-
cally, the judgment H,G,Γ ` e ⇓ v states that the expression e evaluates to v
in a context where H is the heap, G is the old heap and Γ is the environment
(see Figure 2.14).

Values have been omitted from Figure 2.14 as they evaluate to themselves.
A variable x evaluates to its value in the environment Γ. We assume the type
system guarantees that a variable cannot be stuck. Evaluating a field read e.f
corresponds to looking up the value at location (v, f) in the heap, provided e
evaluates to v. Evaluation of a field access is stuck if evaluation of e is stuck or
if v equals null . The value of a pure method invocation e0.p(e1, . . . , en) is the
value that results from evaluating p’s method body. An invocation of a pure
method is stuck if evaluation of one of the arguments is stuck, if the receiver is
null, if the precondition does not hold or if evaluation of p’s body is stuck. To
evaluate an old expression old(e), one must evaluate e in the old heap G. An
equality e1 = e2 evaluates to true if the value of e1 equals the value of e2. An
equality is stuck if either the left or right-hand side is stuck. A conjunction e1∧e2
evaluates to false if e1 evaluates to false; otherwise, the conjunction evaluates
to the value of e2. Note that this is the shortcut semantics for conjunction: the
conjunction is stuck if the left-hand side is stuck or if the left-hand side evaluates
to true and the right-hand side is stuck. A fresh expression fresh(e) evaluates
to true if all locations in e’s value were not allocated in the old heap G. A fresh
expression is stuck only if evaluation of e is stuck. A conditional expression
e0 ? e1 : e2 evaluates to the value of e1 if e0 evaluates to true; otherwise, the
conditional expression evaluates to the value of e2. A conditional expression is
stuck if e0 is stuck, if e0 evaluates to true and e1 is stuck, or if e0 evaluates to
false and e2 is stuck. A singleton { e.f } evaluates to the singleton set { (v, f) },
provided v is the value of e. A singleton expression is stuck if e is stuck. A
union e1 ∪ e2 evaluates to the union of the values of e1 and e2. The union is
stuck if either e1 or e2 is stuck. The semantics of subtraction is similar to union.

Definition 9. Evaluation of an expression e is stuck in a heap H, old heap G
and environment Γ if there does not exists a value v such that H,G,Γ ` e ⇓ v.

Well-formed Configurations

Executions of well-formed programs satisfy certain well-formedness properties.

Definition 10. A heap H is well-formed (denoted wf(H)) if fields of allocated
objects never point to non-allocated objects.

wf(H)⇔ ∀o, f • o ∈ dom(H) ∧H(o, f) 6= null ⇒ H(o, f) ∈ dom(H)
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H,G,Γ ` x ⇓ Γ(x)
H,G,Γ ` e ⇓ v v 6= null
H,G,Γ ` e.f ⇓ H(v, f)

H,G,Γ ` e0 ⇓ v0 . . . H,G,Γ ` en ⇓ vn v0 6= null type(v0) = C
mparams(C.p) = C1 x1, . . . , Cn xn Γ′ = [this 7→ v0, x1 7→ v1, . . . , xn 7→ vn]

H,H,Γ′ ` mpre(C.p) ⇓ true H,G,Γ′ ` mbody(C.p) ⇓ v
H,G,Γ ` e0.p(e1, . . . , en) ⇓ v

G,G,Γ ` e ⇓ v
H,G,Γ ` old(e) ⇓ v

H,G,Γ ` e1 ⇓ v1 H,G,Γ ` e2 ⇓ v2
H,G,Γ ` e1 = e2 ⇓ v1 = v2

H,G,Γ ` e1 ⇓ false
H,G,Γ ` e1 ∧ e2 ⇓ false

H,G,Γ ` e1 ⇓ true H,G,Γ ` e2 ⇓ b2
H,G,Γ ` e1 ∧ e2 ⇓ b2

H,G,Γ ` e ⇓ s b = ∀(o, f) ∈ s • o 6∈ dom(G)
H,G,Γ ` fresh(e) ⇓ b

H,G,Γ ` e0 ⇓ true H,G,Γ ` e1 ⇓ v
H,G,Γ ` e0 ? e1 : e2 ⇓ v

H,G,Γ ` e0 ⇓ false H,G,Γ ` e2 ⇓ v
H,G,Γ ` e0 ? e1 : e2 ⇓ v

H,G,Γ ` e ⇓ v
H,G,Γ ` { e.f } ⇓ { (v, f) }

H,G,Γ ` e1 ⇓ s1 H,G,Γ ` e2 ⇓ s2
H,G,Γ ` e1 ∪ e2 ⇓ s1 ∪ s2

H,G,Γ ` e1 ⇓ s1 H,G,Γ ` e2 ⇓ s2
H,G,Γ ` e1 \ e2 ⇓ s1 \ s2

Figure 2.14: Evaluation of expressions.

Definition 11. An environment Γ is well-formed with respect to a heap H
(denoted wf(Γ, H)) if all non-null object references in the range of Γ are allocated
in H.

wf(Γ, H)⇔ ∀x ∈ dom(Γ) • Γ(x) = null ∨ Γ(x) ∈ dom(H)

Definition 12. An heap H ′ is a successor of a heap H (denoted succ(H,H ′))
if locations allocated in H are still allocated in H ′.

succ(H,H ′)⇔ dom(H) ⊆ dom(H ′)

A heap H is a predecessor of H ′ if H ′ is a successor of H.
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Definition 13. A configuration σ = (H, (Γ1, G1, s1) · . . . · (Γk, Gk, sk)) is well-
formed (denoted wf(σ)) if all of the following hold:

1. The heap H is well-formed.

2. For each activation record (Γi, Gi, si) with i ∈ {1, . . . , n} the following
hold:

(a) Gi is a well-formed heap. Moreover, Gi is a predecessor of Gi−1 (or
of H if i equals 1).

(b) The environment Γi is well-formed wrt Gi−1 (or wrt H if i equals 1).

(c) The free variables of si are in the domain of Γi.

(d) If i is not equal to 1, then the first statement in the activation record
is a method invocation e0.m(e1, . . . , ej).

Before we can prove that → preserves well-formedness of configurations,
we need to show that evaluation of an expression that does not contain old
subexpressions never yields a non-null, non-allocated object reference.

Theorem 1. Suppose H and G are well-formed heaps, Γ is a well-formed envi-
ronment with respect to H and H is a successor of G. Suppose e is an expression
that does not contain old subexpressions and whose free variables are in the do-
main of Γ. If evaluation of an expression e yields a non-null object reference,
then that object reference is allocated.

∀H,G,Γ, e • wf(H) ∧ wf(G) ∧ wf(Γ, G) ∧ free(e) ⊆ dom(Γ)∧
H,G,Γ ` e ⇓ v ∧ v ∈ O ⇒ v = null ∨ v ∈ dom(H)

Proof. By case analysis on the type of expression and induction on the depth
of the derivation.

• Constant. Suppose the expression is null . Trivial.

• Variable. Suppose the expression is a variable x. Since Γ is well-formed
with respect to H, it follows that Γ(x) is never a non-allocated, non-null
reference.

• Field read. Suppose the expression is a field read e.f . Since the deriva-
tion for e is smaller than the derivation for e.f , it follows that the value
of e, say v, is allocated in H. Since H is well-formed, H(v, f) is allocated
in H.

• Method invocation. Suppose the expression is a method invocation
e0.p(e1, . . . , en). Since derivation of each ei is smaller than e0.p(e1, . . . , en),
it follows that the value of an ei, say vi, is never a non-null, non-allocated
reference. Therefore, [this 7→ v0, . . . , xn 7→ vn] is a well-formed environ-
ment wrt H. Suppose the body of p is return ebody;. The derivation of
ebody is smaller than the derivation of e0.p(e1, . . . , en), hence the result is
never a non-null, non-allocated object reference.
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We do not need to consider other expression types, since the cases considered
above are the only expressions that evaluate to object references.

Theorem 2. Suppose H and G are well-formed heaps, Γ is a well-formed envi-
ronment with respect to H and H is a successor of G. Suppose e is an expression
that does not contain old subexpressions and whose free variables are in the do-
main of Γ. If evaluation of an expression e yields a set of memory locations,
then that set contains only allocated object references.

Proof. By case analysis on the type of expression and induction on the depth
of the derivation.

Theorem 3. → preserves well-formedness of configurations.

∀σ, σ′ • wf(σ) ∧ σ → σ′ ⇒ wf(σ′)

Proof. Suppose σ = (H, (Γ1, G1, s1) · . . . · (Γk, Gk, sk)) is a well-formed configu-
ration. By case analysis on the first statement of s1.

• Variable declaration Suppose the first statement of s1 is a variable
declaration C x;. Trivial.

• Variable update. Suppose the first statement of s1 is a variable update
x := e;. It follows immediately from Theorem 1 that the environment
remains well-formed.

• Field update. Suppose the first statement of s1 is a field update e1.f :=
e2;. It follows from Theorem 1 that H remains well-formed.

• Mutator invocation. Suppose the first statement of s1 is a mutator
invocation e0.m(e1, . . . , en). The old top activation record remains well-
formed. The new old heap is well-formed since the heap is well-formed.
The new environment is well-formed because of Theorem 1. Because of
the well-formedness of the program, the free variables of the statements in
the new top activation record are in the new environment. The successor
relation is reflexive so the new old heap, H, is a predecessor of H.

• Return. Suppose s1 is the empty sequence. The successor relation is
transitive so the global heap is a successor of the old heap of the new top
activation record.

• Object Creation. Suppose the first statement of s1 is an object creation
x := new C;. The environment remains well-formed, since x refers to an
allocated object. The heap remains well-formed, because the fields of the
new object all point to null . The heap remains a successor of G1.

• Assert. Suppose the first statement of s1 is an assert statement assert e;.
The assert statement is equivalent to skip if e evaluates to true.
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Theorem 4. Executions of well-formed programs reach only well-formed con-
figurations.

Proof. Follows immediately from the well-formedness of the initial configuration
and Theorem 3.

2.5.2 Interpretation

We interpret the verification logic using the interpretation I. First of all, I
maps each sort to a set.

sort set
val V = O ∪ B
ref O
bool B
set P(O ×F)
cname C
fname F
heap O ×F → V

Secondly, I maps each function symbol in the signature to a function. The
interpretation for the built-in functions is as expected. We assume I is a model
for the prelude axioms. That is, I |= Σprelude.

function interpretation
null null

emptyset ∅
singleton(o, f) { (o, f) }
union(s1, s2) s1 ∪ s2

contains(s, o, f) (o, f) ∈ s
setminus(s1, s2) s1 \ s2

select(h, o, f) h(o, f)
store(h, o, f, v) h[(o, f) 7→ v]
allocated(h, o) o ∈ dom(h)

allocate(o, h, C) h[(o, f1) 7→ null , . . . , (o, fn) 7→ null ]
where fields(I(C)) = C1 f1, . . . , Cn fn

wf (h) wf(h)
succ(h1, h2) succ(h1, h2)

ttrue true

Finally, we interpret the program-specific functions as follows. The constant
C is interpreted as the class name C. Similarly, the constant f is interpreted
as the field name f . I(C.p)(H, v0, . . . , vn) equals v if there exists a v such
that v0.p(v1, . . . , vn) evaluates to v in heap H (i.e. H,H, [this 7→ v0, x1 7→
v1, . . . , xn 7→ vn] ` this.p(x1, . . . , xn) ⇓ v); otherwise, the result equals the
default value of p’s return type.
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We write I, H,G,Γ |= ψ to indicate the formula ψ holds under a certain
interpretation. More specifically, I, H,G,Γ |= ψ holds if ψ is true under an
interpretation that maps each function to its interpretation in I, that maps h
to H, hold to G and each other variable to its value in Γ.

2.5.3 Truth of Axioms

Before we can start proving soundness, we have to show that the validity of
a program π implies that the corresponding theory Σπ is true under I (Theo-
rem 6).

Theorem 5 shows that evaluation of well-defined (according to Df) expres-
sions does not get stuck and that translation (Tr) matches evaluation. A pure
method p′ is larger than p, if p′ appears after p in the program text.

Theorem 5. Suppose π is a valid program, H and G are well-formed heaps
such that H is a successor of G, Γ is a well-formed environment with respect to
H and e is an expression whose free variables are in the domain of Γ. Moreover,
assume that the values of free variables occurring in old subexpressions of e are
allocated in G. Finally, suppose that the largest pure method that appears in e
is p and that I |= ΣIp∗. If I, H,G,Γ |= Df(e), then evaluation of e does not get
stuck. Moreover, the interpretation of e’s translation equals the value resulting
from its evaluation: H,G,Γ ` e ⇓ v ⇒ I, H,G,Γ |= Tr(e) = v.

Proof. By induction on the size of e and case analysis on the kind of expression.
An expression e is smaller than e′ if e’s largest method is smaller than e′’s largest
method or if they have the same largest method and e is syntactically smaller
than e′.

• Null. Suppose the expression is null . Evaluation of a value is never stuck.
By definition of Tr and I, the interpretation of the translation equals the
value.

• Variable. Suppose the expression is a variable x. Evaluation of a variable
is never stuck. The expression x evaluates to Γ(x). Tr(x) = x and the
interpretation of a variable equals its value in the environment.

• Field read. Suppose the expression is a field read e.f . Since e.f is well-
defined, it follows that I, H,G,Γ |= Df(e) ∧ Tr(e) 6= null . Because e is
syntactically smaller than e.f and e is well-defined, the evaluation of e
does not get stuck and its value, say v, equals the interpretation of its
translation. That is, I, H,G,Γ |= Tr(e) = v. Moreover, it follows from
I, H,G,Γ |= Tr(e) 6= null that v is not null . Since evaluation of e does
not get stuck and e’s value is not null , evaluation of e.f is not stuck. It
immediately follows from the definition of I and Tr that the value H(v, f)
equals the interpretation of the translation H(Tr(e), f).

• Method invocation. Suppose the expression is an invocation of a pure
method e0.p(e1, . . . , en). Since e0.p(e1, . . . , en) is well-defined, it follows
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that I, H,G,Γ |= Df(e0)∧ . . .∧Df(en)∧Tr(e0) 6= null ∧Tr(P ), where P is
the precondition of p with e0 substituted for this, e1 for x1, etc. Because
each parameter ei with i ∈ {0, . . . , n} is smaller than e0.p(e1, . . . , en) and
each ei is well-defined, the evaluation of ei does not get stuck and its
value, say vi, equals the interpretation of the translation. That is, it holds
for each ei that I, H,G,Γ |= Tr(ei) = vi. It immediately follows from
I, H,G,Γ |= Tr(e0) 6= null that v0 is not null . π is a valid program, hence
p is a valid pure method. By Definition 4, we have

Σprelude ∪ ΣIp∗ ` ∀h, this, x1, . . . , xn•
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ⇒

Df(epre)

I is a model for Σprelude and ΣIp∗. Since H is well-formed, v0 is not
null and each vi is allocated it follows from Theorem 1 that I, H,G,Γ′ |=
Df(epre), where Γ′ equals [this 7→ v0, x1 7→ v1, . . . , xn 7→ vn]. The well-
formedness of the program implies that p’s precondition can only call
pure methods smaller than p, and hence p’s precondition is smaller than
e0.p(e1, . . . , en). Therefore, the evaluation of the precondition does not
get stuck and its value equals the interpretation of the translation. Since
I, H,G,Γ |= Tr(P ), the precondition evaluates to true. Therefore, evalua-
tion of e0.p(e1, . . . , en) does not get stuck. By definition of I, I, H,G,Γ |=
Tr(e0.p(e1, . . . , en)) = v, where H,G,Γ ` e0.p(e1, . . . , en) ⇓ v.

• Old. Suppose the expression is old(e). Since old(e) is well-defined, it
follows that I, H,G,Γ |= Df(e)[hold/h]. Therefore, I, G,G,Γ |= Df(e).
The free variables of e are allocated in G. Therefore, we can restrict Γ
to the domain of G: I, G,G,Γ|dom(G) |= Df(e). Because e is syntactically
smaller than old(e) and e is well-defined, there exists a value v such that
G,G,Γ|dom(G) ` e ⇓ v and I, G,G,Γ|dom(G) |= Tr(e) = v. Since the eval-
uation of e and the interpretation of Tr(e) do not depend on the values
of variables that do not occur in e, it follows that G,G,Γ ` e ⇓ v and
I, G,G,Γ |= Tr(e) = v. Hence, I, H,G,Γ |= Tr(old(e)) = v.

Theorem 6. If π is a valid program, then I is a model for Σπ.

Proof. Assume π is a valid program. It follows from the definition of I that I |=
Σprelude. Therefore, it suffices to prove that I is a model for the axiomatization
of each pure method of π. Assume S is a subset of Σπ \ Σprelude such that the
following constraints hold.

1. If S contains the implementation axiom of a pure method p, then S also
contains the implementations axioms of all pure methods defined before
p.
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2. If S contains the frame axiom of a pure method p, then S also contains the
implementations axioms of all pure methods in π and the frame axioms
of all pure methods defined before p.

3. If S contains the allocated axiom of a pure method p, then S also contains
the implementations and frame axioms of all pure methods in π and the
allocated axioms of all pure methods defined before p.

We proceed by induction on the size of S. If S is empty, then trivially I |= S.
Suppose S is not empty and that I |= S. We must show that if we extend S
with an axiom α in accordance to the rules described above, then I |= S ∪ {α}.
• Implementation axiom. Suppose S does not contain all implementation

axioms. Select the smallest pure method p such that S does not contain
p’s implementation axiom. By induction, we may assume that I is a model
for S, i.e. I |= ΣIp∗. We have to prove that

I |= ∀h, this, x1, . . . , xn•
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(epre)

⇓
C.p(h, this, x1, . . . , xn) = Tr(ebody)

Pick an arbitrary heap H and object references v0, . . . , vn such that

I, H,H,Γ |= wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(epre)

where Γ = [this 7→ v0, x1 7→ v1, . . . , xn 7→ vn]. We have to prove that
I, H,H,Γ |= C.p(h, this, x1, . . . , xn) = Tr(ebody). It follows from Theo-
rem 5 that there exists a value v such that H,H,Γ ` this.p(x1, . . . , xn) ⇓
v. Moreover, I, H,H,Γ |= Tr(this.p(x1, . . . , xn)) = v. Since evaluating
a method call corresponds to evaluating the method body, we know that
H,H,Γ ` ebody ⇓ v, where ebody is the body of p. Since π is a valid
program, p is a valid pure method. Because I |= ΣIp∗, it follows that
I, H,H,Γ |= Df(ebody). It follows from Theorem 5 that evaluation of
ebody does not get stuck and yields a value w. Furthermore, I, H,H,Γ |=
Tr(ebody) = w. Since v equals w, I, H,H,Γ |= C.p(h, this, x1, . . . , xn) =
Tr(ebody).

• Frame axiom. Suppose S contains the implementation axioms of all pure
methods in π and the frame axioms of the pure methods smaller than p.
By induction, we may assume that I is a model for S, i.e. I |= ΣIπ ∪ ΣFp∗.
We have to prove that I is a model for p’s frame axiom. Since π is a valid
program, p is a valid method. The validity of p implies that

Σprelude ∪ ΣIπ ∪ ΣFp∗ ` ∀h1, h2, this, x1, . . . , xn •
wf (h1) ∧ succ(h1, h2) ∧ this 6= null ∧

allocatedh1(this, x1, . . . , xn) ∧ Tr(epre)[h1/h] ∧ Tr(epre)[h2/h] ∧
(∀o, f • (o, f) ∈ Tr(eread)[h1/h]⇒ h1(o, f) = h2(o, f))

⇓
Tr(ebody)[h1/h] = Tr(ebody)[h2/h]
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Since I |= Σprelude ∪ ΣIπ ∪ ΣFp∗, it follows immediately that I is a model
for p’s frame axiom.

• Allocated axiom. Suppose S contains the implementation and frame
axioms of all pure methods in π and the allocated axioms of the pure
methods smaller than p. It follows immediately from Theorems 5 and 2
that p’s allocated axiom holds.

Since Σπ has a model, namely I, it is a consistent theory.

2.5.4 Soundness

We prove soundness as follows. We start by defining the notion of valid config-
uration. Informally, a configuration is valid if the verification condition of each
activation record holds when interpreted in the activation record’s environment
and heap. We then prove that the initial configuration is valid, that→ preserves
validity of configurations and that valid configurations are never stuck.

Definition 14. A configuration σ = (H, (Γ1, G1, s1) · . . . · (Γk, Gk, sk)) is valid
(denoted valid(σ)) if all of the following hold:

• σ is well-formed.

• The verification condition of the top activation record holds in the current
heap H, old heap G1 and environment Γ1. epost1 and emod1 denote the
postcondition and modifies clause of the method currently being executed
in the top activation record.

I, H,G1,Γ1 |= vc(s1,Tr(epost1) ∧ frame(Tr(emod1)))

• For each i ∈ {2, . . . , k}, the verification condition of si holds in the heap
Gi−1, old heap Gi and environment Γi with respect to postcondition eposti
and modifies clause emodi

. eposti and emodi
denote the postcondition and

modifies clause of the method currently being executed in the ith activation
record.

I, Gi−1, Gi,Γi |= vc(si,Tr(eposti) ∧ frame(Tr(emodi
)))

Theorem 7 (Progress). If a configuration σ is valid, then it is either final or
there exists a configuration σ′ such σ → σ′.

∀σ • valid(σ)⇒ final(σ) ∨ (∃σ′ • σ → σ′)

Proof. By case analysis on the type of the first statement of the top activation
record.

• Variable declaration. Suppose the statements in the top activation
record of σ are C x; s. A variable declaration cannot be stuck.
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• Variable update. Suppose the statements in the top activation record
of σ are x := e; s. Since σ is a valid configuration, it follows that
I, H,G1,Γ1 |= Df(e). It follows from Theorem 5 that e is not stuck and
hence that x := e; is not stuck.

• Field update. Suppose the statements in the top activation record of
σ are e1.f := e2; s. Since σ is a valid configuration, it follows that
I, H,G1,Γ1 |= Df(e1)∧Df(e2)∧Tr(e1) 6= null . It follows from Theorem 5
that e1 and e2 are not stuck and that e1’s value is not null . Therefore,
e1.f := e2; is not stuck.

• Mutator invocation. Suppose the statements in the top activation
record of σ are e0.m(e1, . . . , en); s. Since σ is a valid configuration, it
follows that Df(e0) ∧ . . . ∧Df(en) ∧ Tr(e0) 6= null ∧ Tr(P ). It follows from
Theorem 5 that evaluation of ei (with i ∈ {0, . . . , n}) does not get stuck
and yields some value, say vi. Moreover, v0 is not null . Finally, the
validity of π implies that m is a valid mutator. Validity of m implies that

Σπ ` ∀h, this, x1, . . . , xn•
wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)⇒ Df(epre)

Because I |= Σπ, it follows that

I, H,H,Γ |= wf (h) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)⇒ Df(epre)

where Γ = [this 7→ v0, x1 7→ v1, . . . xn 7→ vn]. Since σ is a valid config-
uration, the heap H is well-formed. We already showed that v0 is not
null . Theorem 1 implies that each vi is either null or allocated. It follows
that I, H,H,Γ |= Df(P ). Therefore, the precondition of m is not stuck.
Moreover, the precondition evaluates to true, because I, H,H,Γ |= Tr(P )
and Theorem 5. As a consequence, e0.m(e1, . . . , en); is not stuck.

• Return. Suppose the sequence of statements in the top activation record
is empty and that the stack contains more than 1 activation record. Since σ
is valid, it follows that I, H,G1,Γ1 |= vc(nil,Tr(epost1)∧frame(Tr(emod1))).
Therefore, I, H,G1,Γ1 |= Tr(epost1) ∧ frame(Tr(emod1)). The validity of π
implies that m, the method currently being executed on the top of the
stack, is a valid mutator. Validity of m implies that

Σπ ` ∀h, hold, this, x1, . . . , xn • wf (hold) ∧ succ(hold, h) ∧
this 6= null ∧ allocatedhold

(this, x1, . . . , xn) ∧ Tr(old(epre))⇒ Df(epost)

Since I |= Σπ, it follows that

I, H,G1,Γ1 |= wf (hold) ∧ succ(hold, h) ∧
this 6= null ∧ allocatedhold

(this, x1, . . . , xn) ∧ Tr(old(epre))⇒ Df(epost)

Since σ is a valid configuration, the heap G1 is well-formed and H is a
successor of G1. The variables this, x1, . . . , xn are allocated in G1 since
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they were part of Γ1 at the time the activation record was put onto the
call stack. Finally, the activation record second from the top is valid,
hence the precondition evaluates to true in G1. Since the postcondition
is well-defined and I, H,G1,Γ1 |= Df(epost1) ∧ Tr(epost1), it follows that
the postcondition evaluates to true. Via similar reasoning, we can deduce
that computing the modifies clause does not get stuck and is satisfied.
Therefore, the return is not stuck.

• Object creation. Suppose the statements in the top activation record of
σ are x := new C; s. An object creation cannot be stuck.

• Assert. Suppose the statements in the top activation record of σ are
assert e; s. Since σ is a valid configuration, it follows that I, H,G1,Γ1 |=
Df(e) ∧ Tr(e). It follows from Theorem 5 that e is not stuck and that e
evaluates to true. Hence, assert e; is not stuck.

Theorem 8 (Preservation). → preserves validity of program states.

∀σ, σ′ • valid(σ) ∧ σ → σ′ ⇒ valid(σ′)

Proof. By case analysis on the step taken. We abbreviate the formula Tr(eposti)∧ frame(emodi
) to ψi.

• Variable declaration. Suppose the statements in the top activation
record of σ are C x; s. Since σ is a valid configuration, it follows that
I, H,G1,Γ1 |= ∀x•vc(s, ψ1). It immediately follows that I, H,G1,Γ1[x 7→
null ] |= vc(s, ψ1).

• Variable update. Suppose the statements in the top activation record
of σ are x := e; s. Since σ is a valid configuration, it follows that
I, H,G1,Γ1 |= Df(e) ∧ vc(s, ψ1)[Tr(e)/x]. It follows from Theorem 5
that I, H,G1,Γ1 |= Tr(e) = v, where H,G1,Γ1 ` e ⇓ v. Therefore,
I, H,G1,Γ1[x 7→ v] |= vc(s, ψ1).

• Field update. Suppose the statements in the top activation record of
σ are e1.f := e2; s. Since σ is a valid configuration, it follows that
I, H,G1,Γ1 |= Df(e1)∧Df(e2) and I, H,G1,Γ1 |= (succ(h, h[(Tr(e1), f) 7→
Tr(e2)])⇒ vc(s, ψ1)[h[(Tr(e1), f) 7→ Tr(e2)]/h]. It follows from Theorem 5
that I, H,G1,Γ1 |= Tr(e1) = v1 ∧ Tr(e2) = v2, where H,G1,Γ1 ` e1 ⇓ v1
and H,G1,Γ1 ` e2 ⇓ v2. Because H[(v1, f) 7→ v2] is a successor of H,
I, H[(v1, f) 7→ v2], G1,Γ1 |= vc(s, ψ1).

• Mutator invocation. Suppose the statements in the top activation
record of σ are e0.m(e1, . . . , en); s. The activation record second from
the top in σ′ is trivially valid. Why is the new top activation record valid?
Since σ is a valid configuration, it follows that I, H,G1,Γ1 |= Df(e0) ∧
. . . ∧ Df(en) ∧ Tr(P ), where P is mpre(C,m)[Tr(e0)/this, . . . ,Tr(en)/xn].
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It follows from Theorem 5 that for each i ∈ {0, . . . , n}, J,H,G1,Γ1 |=
Tr(ei) = vi where H,G1,Γ1 ` ei ⇓ vi.
Since π is a valid program, m is a valid mutator. Validity of m implies
that

Σπ ` ∀h, this, x1, . . . , xn • wf (h) ∧ this 6= null ∧
allocatedh(this, x1, . . . , xn) ∧ Tr(epre)

⇓
vc(s,Tr(epost) ∧ frame(emod))[h/hold]

Because I |= Σπ, the heap H is well-formed, v0, . . . , vn are allocated in H
and P holds, it follows that

I, H,H, [this 7→ v0, . . . , xn 7→ vn] |= vc(s,Tr(epost) ∧ frame(emod))

Hence, σ′ is still valid.

• Return. Suppose the sequence of statements in the top activation record
is empty. Since the activation record second from the top is valid, it follows
that

I, G1, G2,Γ2 |= (∀h′•
succ(h, h′) ∧
Tr(Q)[h′/h, h/hold] ∧
frame(M)[h′/h, h/hold]
⇒
vc(s2, ψ2)[h′/h]

)

Let’s instantiate h′ with H. H is a successor of G1. If follows from the
validity of the top activation record that the postcondition holds and the
modifies clause is satisfied. Therefore, I, H,G2,Γ2 |= vc(s2, ψ2).

• Assert. Suppose the statements in the top activation record of σ are
assert e; s. Since σ is a valid configuration, it follows that I, H,G1,Γ1 |=
vc(s, ψ1).

Theorem 9 (Soundness). Valid programs do not get stuck.

Proof. Follows from the fact that the initial state is valid and Theorems 7 and 8.

2.6 Inheritance

Inheritance is a key component of the object-oriented paradigm that allows a
class to be defined as an extension of one or more existing classes. For example,
consider the class BackupCell from Figure 2.15. BackupCell is an extension of
its superclass Cell . More specifically, a BackupCell satisfies all properties of
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Cell , but can additionally undo the last call to setX . Reasoning about inher-
itance in verification is challenging, since the code to be executed for a call is
not determined at compile-time but at run-time (depending on the type of the
receiver). In particular, one must ensure that the contract used when verifying
the call and the contract used when verifying the callee match. In this section,
we extend the approach described in the previous sections to inheritance. The
encoding of inheritance described here is similar to earlier proposals by Jacobs
et al. [28], Leavens et al. [32] and Parkinson et al. [51].

Method calls can both be statically and dynamically bound, depending on
the method itself and the calling context. For example, the call to getX in
the client code of Figure 2.3(b) is dynamically bound, while the call to getX
in the body of BackupCell .setX is statically bound. In Java, constructors,
private methods and super calls are statically bound, while all other calls are
dynamically bound. To distinguish statically bound calls of pure methods from
dynamically bound ones, we introduce an additional function symbol in the
verification logic. More specifically, for a pure method p defined in a class C,
the signature not only includes a symbol C.p but additionally contains a function
symbol C.pD. The former symbol is used to encode statically bound calls, while
the latter is used for dynamically bound calls.

The relationship between C.p and C.pD is encoded via a number of axioms.
More specifically, C.p equals C.pD whenever the dynamic type of the receiver
equals C.

∀h, this, x1, . . . , xn•
type(this) = C

⇓
C.p(h, this, x1, . . . , xn) = C.pD(h, this, x1, . . . , xn)

Note that type is a function that returns the dynamic type of an object. Fur-
thermore, whenever a method D.p overrides C.p, we add the following axiom to
our theory:

∀h, this, x1, . . . , xn•
type(this) <: D

⇓
C.pD(h, this, x1, . . . , xn) = D.pD(h, this, x1, . . . , xn)

The above axiom encodes the property that dynamically bound calls to C.p and
D.p are equal if the receiver is a subtype (denoted <:) of D.

Invocations of pure methods with receiver this are treated differently in con-
tracts and code. In normal code, such calls follow the standard rules that guide
binding. However, if the this-call appears in the method contract of a statically
bound call of a method m, then it is treated as statically bound; otherwise the
this-call is dynamically bound. Method implementations are verified under the
assumption that the corresponding method is called statically. This assumption
is sound provided each subclass overrides each instance method of its superclass.
Indeed, if an actual call is statically bound, then the contract seen by the caller
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class BackupCell extends Cell {
int backup;

BackupCell()
modifies ∅;
ensures valid();
ensures getX () = 0;

{ super(); backup := 0; }

void setX (int v)
requires valid();
modifies footprint();
ensures valid();
ensures getX () = v;
ensures getBackup() = old(getX ());
ensures fresh(footprint() \ old(footprint()));

{ backup := super.getX (); super.setX (v); }

void undo()
requires valid();
modifies footprint();
ensures valid();
ensures getX () = old(getBackup());
ensures fresh(footprint() \ old(footprint()));

{ super.setX (backup); }

pure bool valid()
reads valid() ? footprint() : ∗;

{ return super.valid() ∧ ({ backup } ∩ super.footprint() = ∅); }

pure set footprint()
requires valid();
reads footprint();

{ return { backup } ∪ super.footprint(); }

pure int getBackup()
requires valid();
reads footprint();

{ return backup; }
}

Figure 2.15: BackupCell , a subclass of Cell .
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and the contract for verifying the implementation are equal. If the actual call is
dynamically bound, then the dynamic type of the receiver equals the static type
of this for the callee and therefore the static contract equals the dynamic one
(follows from the first inheritance axiom). In Figure 2.15, BackupCell overrides
each method except getX . If a class does not override a method m, we gen-
erate a default method override which simply calls the superclass and inherits
the superclass contract as is. This method is subject to verification like other
methods.

Note that BackupCell does not depend on internal details of its superclass.
As a consequence, changing Cell ’s internal representation (within the bound-
aries set by its method contracts) can never break BackupCell .

To ensure that the implementation of a subclass D does not break the
method contracts defined in a superclass C, we check that the contract of each
method in C is satisfied by a method body that calls the method defined in D.
More specifically, for each method m in C, we check that a method body that
calls D.m satisfies the contract of C.m, assuming that the dynamic type of the
receiver is D. The latter proof obligation ensures that no existing code can be
broken by the addition of a new subclass.

class C {
C()

ensures valid();
{ }

void m(int x)
requires valid() ∧ 0 ≤ x;
{ assert 0 ≤ x; }

pure bool valid()
reads ∅;
{ return true; }

}
(a)

class D extends C {
D()

ensures true;
{ super(); }

void m(int x)
requires x = 0;

{ assert x = 0; }

pure bool valid()
reads ∅;

{ return false; }
}

(b)

Figure 2.16: A class C and its subclass D.

The rules for subclassing outlined above generalize Liskov’s substitution
principle [44]. For example, consider the classes C and D from Figure 2.16.
D is a valid subclass of C, even though D.m’s precondition is stronger than the
precondition of its overridden method, C.m. This kind of subclassing is safe,
since it is not possible to establish the precondition of a dynamically bound call
o.m() where o’s static type is C and its dynamic type is D. Indeed, o.valid()
never holds for an object with dynamic type D. That is, one can never pass an
object with dynamic type D to a method that expects a valid instance of C.

The extension for dealing with inheritance described above solves the ex-
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tended state problem [34, 45] by allowing predicates and pure methods to be
redefined in subclasses. For example, the predicate BackupCell .valid overrides
and redefines Cell .valid to account for the additional field, backup. The mean-
ing of o.valid() is determined by the dynamic type of o. For instance, if o’s
dynamic type is Cell , then one should interpret o.valid() as defined in the class
Cell . However, if the dynamic type of o is unknown, then precise meaning of
o.valid() cannot be determined. As consequence, o.valid() does not in general
imply that o.x can be updated, as redefinitions of valid do not have to include
the permission to access o.x. For example, the following code snippet does not
verify.

void assignToX (Cell o)
requires o 6= null ∧ o.valid();

{ o.x := 1; }
Note that the assignment in the method setX of Figure 2.15 does verify, because
we assume this-calls in method contracts are statically bound when verifying
method implementations. As argued above, this assumption is sound only if
each virtual method is overridden and reverified in each subclass.

2.7 Experience

To show the verification approach described in the previous section is amenable
to automatic static verification, we implemented it in a verifier prototype. The
prototype was used to verify several challenging examples from related work.
The experiments were executed on a desktop machine running Windows Vista
with a Pentium Core duo 2.66 GHz processor and 4 GB of memory. To dis-
charge the verification conditions, we used Z3 [16], a satisfiability-modulo-theory
(SMT) solver. The verifier itself and the programs shown in Table 2.1 can be
downloaded from http://www.cs.kuleuven.be/~jans/DFJ.

program time taken source
Cell 0.4 [50, 28, 18]

Interval 1.4 []
ArrayList, Stack and Iterator 4.8 [31, 30, 48, 43]
SubjectObserver (1 observer) 1 [49, 2, 43]

BackupCell 0.6 [51, 28]
MasterClock 6.2 [5]

Table 2.1: Table showing the time taken (in seconds) to verify each program.

Modularity

It is sound to use the implementation axioms of a library during verification of
client code. For example, it is ok to rely on getX ’s implementation axiom when
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verifying Figure 2.3(b). However, when the correctness proof of code relies on
implementation axioms of methods implemented in other modules, that code’s
correctness becomes dependent on another module’s internal details. For that
reason, our verifier prototype makes a pure method’s implementation axiom
available only to other methods implemented in the same module. Indeed, to
prove the correctness of Figure 2.3(b), it suffices to rely on Cell ’s frame and
footprint allocated axioms.

Triggers

An important consideration in the design of a verifier that relies on an SMT
solver to discharge verification conditions is what triggers to use. A trigger
consists of one or more terms. The SMT solver uses triggers to determine when
and how it should instantiate universal quantifiers. Z3 requires a trigger to
mention all quantified variables.

The implementation, frame and allocated axioms all contain a universal
quantifier. The trigger for the implementation axiom is C.p(h, this, x1, . . . , xn).
The trigger for the allocated axiom is the term (o, f) ∈ C.p(h, this, x1, . . . , xn).
Finally, the trigger for the frame axiom consists of the terms succ(hold, h)
and C.p(h, this, x1, . . . , xn). In an earlier version of the tool, we instead used
wf (hold), wf (h) and C.p(h, this, x1, . . . , xn) as a trigger for the frame axiom.
However, this choice was considerably slower as the theorem prover had to con-
sider n× (n− 1) possible instantiations (any two well-formed heaps) instead of
n − 1 (any two successor heaps), where n is the number of heaps appearing in
the program text.

Consistency

The proof of Theorem 6, that I is a model for Σπ, relies on the property that
pure methods terminate. In this paper, we ensure termination by enforcing
a simple, but restrictive rule: a pure method can only call pure methods de-
fined earlier in the program text. However, more flexible solutions for ensuring
termination exist. For example, measures are a well-known technique in ver-
ification to guarantee termination [54]. Our implementation uses the size of
the set in the reads clause as a default, program-wide measure. That is, a call
e0.p(e1, . . . , en) inside a pure method q is allowed if either p is defined before q
or if the reads clause of the callee is a strict subset of the reads clause of the
caller. Programmers can override this default by explicitly providing a measure
annotation.

2.8 Related Work

The approach presented in this paper was inspired by the work of Kassios [31,
30]. Kassios uses specification variables, similar to our pure methods, to achieve
data abstraction. To solve the framing problem, he proposes using dynamic
frames to abstractly specify the footprint of specification variables and the effect
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class Cell {
int x;
ghost set footprint ;

Cell()
modifies ∅;
ensures valid() ∧ getX () = 0;
ensures fresh(footprint);

{ x := 0; footprint := { x, footprint }; }

void setX (int v)
requires valid();
ensures valid() ∧ getX () = v;
ensures fresh(footprint \ old(footprint));

{ x := v; }

pure int getX ()
requires valid();
reads footprint ;

{ return x; }

pure boolean valid()
reads footprint ;

{ return { x, footprint } ∈ footprint ; }
}

Figure 2.17: The class Cell specified in regional logic.

of mutator methods. Dynamic frames are specification variables that hold sets of
memory locations. However, Kassios’ solution is presented in the context of an
idealized logical framework. We show how Kassios’ ideas can be incorporated
in a program verifier for a Java-like language based on first-order logic, and
demonstrate that many interesting examples can be verified automatically.

Banerjee et al. [2, 1] and Leino [35] both propose similar techniques for au-
tomating the ideas of dynamic frames. Contrary to the approach proposed in
this chapter, they rely on ghost fields1 instead of pure methods to represent
footprints. As an example, consider the class Cell of Figure 2.17. The field
footprint is a ghost field of type set. This set contains the locations that rep-
resent the corresponding Cell object. Cell ’s methods specify what they read or
write in terms of this ghost field. The invariant constrains the field to ensure
that it contains the necessary locations. If one would omit this constraint in
the invariant, verification of setX and getX would fail, since footprint might not

1A ghost field is a field that is only used for verification. It can be ignored during a
program’s execution.
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contain the location this.x. An advantage of using ghost fields instead of pure
methods is that recursive data structures can be specified by quantifying over
the elements of the footprint in the invariant (instead of using recursive pure
methods). Because ghost fields are updated explicitly, the theorem prover does
not have to “compute” the new value of footprint fields after a state update.
A disadvantage of using ghost fields is that they must be initialized and up-
dated explicitly by the programmer. For example, Cell ’s constructor initializes
footprint to the set { x, footprint }. In general, any mutator that changes the
set of locations that make up the footprint must also update the ghost field.

Parkinson and Bierman [48, 50, 51] extend separation logic [53] to the Java
programming language, introducing abstract predicates to attain data abstrac-
tion and predicate families to deal with inheritance. One difference between
their approach and ours is that we allow heap-dependent expressions (field ac-
cesses and pure method invocations) to be used inside method contracts. This
style of annotating code may be more familiar to programmers, as they do not
have to learn a new specification language. They recently implemented their
approach in a tool, called jStar [18]. jStar relies on symbolic execution, while we
use the more traditional combination of verification condition generation and
automated theorem proving.

Parkinson [49] argues that program verifiers should not include special, built-
in rules for reasoning about object invariants, since they can be encoded as
predicates in the underlying logic and because existing approaches with built-
in rules for invariants cannot handle certain programming idioms such as the
Subject-Observer pattern. The latter approach is also adopted by this thesis.
Contrary to Parkinson, Summers et al. [59] argue that object invariants lie at
the heart of object-oriented programming, and that they must therefore receive
native support from a verification technique. We believe a program verifier
can and should provide defaults and syntactic sugar for object invariants. For
example, a verifier could support invariant annotations on classes, which are
desugared during verification into boolean pure methods and additional pre-
and postconditions on the methods of the corresponding classes. If the defaults
offered by the verifier are too stringent, then the developer should be able to
disable them for particular parts of the code base and be able to fall back on
using the underlying machinery.

In the basic Boogie methodology [4], data abstraction is limited to object
invariants. More specifically, each object has a ghost field inv , and the method-
ology ensures that the invariant of an object o holds whenever o.inv is true. To
ensure the soundness of the approach, the Boogie methodology imposes several
restrictions: inv can only be updated using special operations called pack and
unpack, updating a field o.f requires o.inv to be false, and finally the invariant
itself can only mention fields within the object’s ownership cone. The dynamic
frames approach can be considered to be conceptually simpler than the Boogie
methodology (and its extensions), since it does not impose any methodological
restrictions.

Leino and Müller [38] and Barnett and Naumann [5] extend the basic Boogie
methodology to deal with non-hierarchical object structures. In particular, they
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allow invariants to mention fields outside of the object’s ownership cone provided
certain visibility requirements are met. More specifically, if the invariant of class
C mentions a field f of a non-owned object, then C must be visible in the the
class declaring f . No such restriction is present in our approach.

Jacobs and Piessens [28] and Darvas and Leino [14] both extend the ba-
sic Boogie methodology with support for data abstraction using pure methods.
Similarly to our approach, they model pure methods as functions in the verifica-
tion logic. Both approaches essentially solve the framing problem by encoding in
the verification logic that these functions depend only on a number of ownership
cones instead of on the entire heap.

Leino and Müller [39] extend the basic Boogie methodology with model
fields to achieve data abstraction. A model field declaration consists of a type, a
name, and a constraint. A model field cannot be assigned to within the program
text; instead the model field is assigned a random value satisfying the constraint
whenever the object is being packed. To prevent unsound reasoning arising from
unsatisfiable constraints, Leino and Müller require the theorem prover to come
up with a witness before assuming the constraint holds. However, experience
shows that theorem provers (in particular Simplify) are unable to find witnesses
even in simple cases, and as such it is unlikely that their approach is suitable
for use within an automatic program verifier.

In [42], the authors propose using data groups to specify side-effects. To
ensure soundness, their approach imposes two methodological restrictions: the
pivot uniqueness and owner exclusion restriction. Our approach imposes no
such restrictions, and as a consequence it can handle programs that [42] cannot.
For example, the former restriction rules out sharing of representation objects,
as is the case in the iterator pattern.

Müller’s thesis [45] combines model fields with an ownership type system
called Universes. Model fields are similar to pure methods that have no param-
eters. Model fields may depend on the fields of owned objects and the fields of
peer objects, i.e. objects with the same owner as the receiver. However, model
fields can only depend on peers if a model field is visible within the peer. For
example, if the pure method hasNext from Figure 2.7 were a model field, then
hasNext would have to be visible to the class ArrayList. Our approach has no
such restriction.

The use of pure methods in specifications has been discussed extensively
in the literature [54, 15, 28, 6, 14]. In particular, encoding pure methods as
functions in the logic is a standard technique in verification.

2.9 Conclusion

We demonstrated the dynamic frames approach can be integrated into an auto-
matic verifier based on verification condition generation and automated theorem
proving. The approach has been proven sound and it has been implemented in
a verifier prototype. The verifier has been used to prove correctness of various
programs considered challenging in related work.
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Chapter 3

Implicit Dynamic Frames

3.1 Introduction

In the dynamic frames approach [2, 31, 30, 1, 35, 55, 58], the programmer
specifies upper bounds on the locations that can be read or written by a method
in terms of expressions denoting sets of locations. To preserve information
hiding, these expressions can involve dynamic frames, special pure methods
that abstract over sets of locations. A disadvantage of this approach is that
frame annotations must be provided for each method, and that they must be
checked explicitly at verification time.

In this chapter, we improve dynamic frames-based approaches in two ways:
(1) method contracts are more concise and (2) fewer proof obligations must
be discharged by the verifier. More specifically, we propose a variant of the
dynamic frames approach inspired by separation logic that eliminates the need
to explicitly write and check frame annotations. Instead, frame information is
inferred from access assertions in pre- and postconditions. Disjointness restric-
tions can elegantly be expressed via separating conjunction. We have proven the
soundness of our approach, implemented it in a verifier prototype and demon-
strated its expressiveness by verifying several challenging examples from related
work. This chapter is based on and extends a paper published at the European
Conference on Object Oriented Programming 2009 [57].

The remainder of this chapter is structured as follows. Section 3.2 describes
how the implicit dynamic frames approach solves the frame problem in the
presence of data abstraction. We demonstrate the approach’s expressive power
using various example programs in Section 3.3. In Section 3.4, we explain how
one can automatically verify whether a program satisfies its implicit dynamic
frames specification. We prove the soundness of the verification technique in
Section 3.5. In Section 3.6, we shortly explain how the implicit dynamic frames
approach deals with inheritance and subclassing. Finally, we discuss experi-
ence with the verifier prototype, compare with related work and conclude in
Sections 3.7, 3.8 and 3.9.

63
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3.2 Implicit Dynamic Frames

This section describes how the implicit dynamic frames approach solves the
frame problem (Section 3.2.1) and how it deals with data abstraction via pure
methods (Section 3.2.2).

3.2.1 Framing

To reason modularly about a method invocation, one should not rely on the
callee’s implementation, but only on its specification. For example, consider the
code in Figure 3.1(b). To prove that the assertion at the end of the code snip-
pet holds in every execution, one should only take into account Cell ’s method
contracts. However, the given contracts are too weak to prove the assertion. In-
deed, setX ’s implementation is allowed to change the state arbitrarily, as long
as it ensures that this.x equals v on exit. In particular, the contract does not
prevent c2.setX (10); from modifying c1.x.

class Cell {
int x;

Cell()
ensures this.x = 0;
{ this.x := 0; }

void setX (int v)
ensures this.x = v;
{ this.x := v; }

}
(a)

Cell c1 := new Cell();
c1.setX (5); //A

Cell c2 := new Cell();
c2.setX (10);

assert c1.x = 5;
(b)

Figure 3.1: A class Cell and some client code.

To prove the assertion at the end of Figure 3.1(b), we must strengthen Cell ’s
method contracts. More specifically, the contracts should additionally specify
an upper bound on the set of memory locations modifiable by the corresponding
method. This problem is called the frame problem.

Various solutions to the frame problem have been proposed in the literature
(see Section 3.8 for a detailed comparison). The solution proposed in this chap-
ter is as follows. A method may only access a memory location o.f if it has
permission to do so. More specifically, writing to or reading from a memory lo-
cation o.f requires o.f to be accessible. Accessibility of o.f is denoted acc(o.f).
Method implementations are not allowed to mention acc(o.f). In particular,
they are not permitted to branch over accessibility of a memory location. As a
consequence, a location o.f that was allocated before execution of a method m
is only known to be accessible during execution of m if m’s precondition requires
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accessibility of o.f . In other words, a method’s precondition provides an upper
bound on the set of memory locations modifiable by the corresponding method:
a method can only modify an existing location o.f if that location is required to
be accessible by its precondition. As an example, consider the revised version
of the class Cell of Figure 3.2. setX can only modify this.x, since its precondi-
tion only requires accessibility of this.x. Similarly, Cell ’s constructor does not
require access to any location, and can therefore only assign to fields of the new
object.

class Cell {
int x;

Cell()
ensures acc(this.x) ∧ this.x = 0;

{ this.x := 0; }

void setX (int v)
requires acc(this.x);
ensures acc(this.x) ∧ this.x = v;

{ this.x := v; }
}

Figure 3.2: A revised version of the class Cell from Figure 3.1(a).

The accessibility of a memory location can change over time. For example,
when a new object is created, the fields of the new object become accessible.
How does a method invocation affect the set of accessible memory locations?
Since Java does not provide a mechanism for explicit deallocation and assertions
can only mention allocated locations, it would be safe to assume that the set
of accessible locations only grows across a method invocation. However, this
assumption would rule out interesting specification patterns, where a method
“captures” accessibility of a location. Furthermore, this assumption would break
in the presence of concurrency, where accessibility of memory locations is passed
on to other threads (cfr. [22, 23]). Therefore, we use the following rule instead:
a memory location o.f that is known to be accessible before a method invocation
is still accessible after the invocation, if o.f was not required to be accessible
by the callee’s precondition. An existing location o.f that is required to be
accessible by a method’s precondition is only accessible after invocation of that
method, if the postcondition ensures o.f is still accessible. Note that if the
postcondition does not return permission to o.f , then that permission is lost
forever.

Given the new method contracts for Cell of Figure 3.2 together with the
rules for framing outlined above, we can now prove the assertion at the end of
Figure 3.1(b). Informally, the reasoning is as follows. At program location A,
the postcondition of c1.setX (5); holds: c1.x is accessible and its value is 5. Since
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c2’s constructor does not require access to any location, it can modify neither
the accessibility nor the value of any existing location. In particular, c1.x is
still accessible and still holds 5. Similarly, the call c2.setX(10) only requires
c2.x to be accessible, and hence c1.x is not affected. We may conclude that the
assertion, c1.x = 5, holds in any execution.

3.2.2 Data Abstraction

Data abstraction is crucial in the construction of modular programs, since it
ensures that internal changes in one module do not propagate to other modules.
However, the class Cell of Figure 3.2 and its specifications were not written
with data abstraction in mind. More specifically, (1) client code must directly
access the field x to query a Cell object’s internal state and (2) Cell ’s method
contracts are not implementation-independent as they mention the internal field
x. Any change to Cell ’s implementation, such as renaming x to y, would break
or at least oblige us to reconsider the correctness of client code.

Developers typically solve issue (1) by adding “getters” to their classes. For
example, the class Cell of Figure 3.3(a) defines a method getX to query a Cell ’s
internal state. The method is marked pure to indicate it does not have side-
effects. As shown in Figure 3.3(b), the assertion of Figure 3.1(b) can now be
rephrased in terms of getX .

To complete the decoupling between Cell ’s implementation and client code,
we should also solve issue (2) and make Cell ’s method contracts implementation-
independent. In this chapter, we solve the latter issue by allowing getters to
be used inside specifications. That is, we allow the effect of one method to
be specified in terms of other methods. For example, the behavior of setX in
Figure 3.3(a) is described in terms of its effect on getX .

In this chapter, methods used within contracts are called pure methods. We
distinguish two kinds of pure methods: normal pure methods (annotated with
pure) and predicates (annotated with predicate). A pure method’s body con-
sists of a single return statement, returning either a side-effect free expression (in
case of a normal pure method) or an assertion (in case of a predicate). That is,
a normal pure method abstracts over an expression, while a predicate abstracts
an assertion. Since assertions and expressions are side-effect free, execution of
a pure method never modifies the state. Since we disallow mentioning asser-
tions inside method bodies, predicates can only be called from contracts and
from the bodies of predicates. Furthermore, predicates are not allowed to have
preconditions. In our running example, both getX and valid are pure methods.
The former is a normal pure method, while the latter is a predicate. Predicates
are typically used to represent invariants and to abstract over accessibility of
memory locations.

To prove the assertion at the end of Figure 3.3(b), one must show that c2’s
constructor and c2.setX (10) do not affect the return value of c1.getX (). In other
words, it suffices to show that the set of locations modified by those statements
is disjoint from the set of locations that c1.getX () depends on. But how can we
determine which locations influence the return value of getX ? The answer is
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simple.

class Cell {
int x;

Cell()
ensures valid() ∧ getX () = 0;
{ this.x := 0; }

void setX (int v)
requires valid();
ensures valid() ∧ getX () = v;
{ this.x := v; }

predicate bool valid()
{ return acc(this.x); }

pure int getX ()
requires valid();
{ return this.x; }

void swap(Cell c)
requires c 6= null;
requires valid() ∗ c.valid();
ensures valid() ∗ c.valid();
ensures getX () = old(c.getX ());
ensures c.getX () = old(getX ());
{ int i := x; x := c.getX(); c.setX (i); }

}
(a)

Cell c1 := new Cell();
c1.setX (5); //A

Cell c2 := new Cell();
c2.setX (10);

assert c1.getX () = 5;
(b)

Figure 3.3: A revised version of class Cell with data abstraction.

We can deduce from the precondition of a normal pure method an upper
bound on the set of locations readable by that method: a pure method p can
only read o.f if p’s precondition requires o.f to be accessible. In other words,
the return value of a normal pure method only depends on locations required
to be accessible by its precondition. A predicate does not have a precondition,
so what locations does its return value depend on? We say a predicate is self-
framing. That is, the return value of a predicate q only depends on locations
that q itself requires to be accessible.

Given these properties of pure methods, we can now prove the assertion at
the end of Figure 3.3(b). Informally, the reasoning is as follows. At program lo-
cation A, the postcondition of c1.setX (5); holds: c1.valid() is true and c1.getX ()
returns 5. Because c2’s constructor does not require access to any existing lo-
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cation, it can only modify fresh locations (i.e. c2’s fields and fields of objects
allocated within the constructor itself). Since c1.valid() only requires access to
non-fresh locations, both its own return value and the return value of c1.getX ()
are not affected by c2’s constructor. In addition, the set of memory locations re-
quired to be accessible by c1.valid() is disjoint from the set of locations required
to be accessible by c2.valid(), since the latter set only contains fresh locations
(follows from the swinging pivot property, see Section 3.4.5). c2.setX (); can
only modify locations covered by c2.valid(). The latter set of locations is dis-
joint from c1.valid(), hence the return values of c1.valid() and c1.getX () are not
affected by c2.setX (10);. We may conclude that the assertion, c1.getX () = 5,
holds in any execution.

Note that the correctness proof outlined above does not depend on internal
implementation details of the class Cell but only on the class’ specification.
Therefore, changing Cell ’s internal representation (within the boundaries set
by its method contracts) does not endanger the correctness of the client code in
Figure 3.3(b).

Implicit dynamic frames specifications support separation logic’s separating
conjunction (∗). To illustrate the use of the separating conjunction, consider the
method swap of Figure 3.3(a). swap’s precondition requires that the receiver
and c are “separately” valid, i.e. that both this.valid() and c.valid() hold and
that the set of locations required to be accessible by this.valid() is disjoint from
the set of locations required to be accessible by c.valid(). If we would have used
a normal conjunction instead of a separating conjunction, we would not be able
to prove c.valid() holds after the assignment to x. In particular, the separating
conjunction ensures that c.valid() does not depend on this.x.

The specification of Cell shown in Figure 3.3(a) is idiomatic in the implicit
dynamic frames approach. More specifically, the invariant of a class C is typ-
ically expressed in terms of a predicate declared in C. Each of C’s methods
requires that the invariant holds and each mutator additionally ensures that it
is preserved. Note that pure methods do not need to explicitly specify in their
contract that they preserve the invariant, since they cannot modify the program
state. Finally, mutators specify in their postcondition how they affect the return
values of pure methods.

3.3 Examples

In this section, we show a number of programs annotated with implicit dynamic
frame specifications and explain why they verify. All programs shown below
have been verified using our verifier prototype (see Section 3.7).

3.3.1 Interval

Objects of the Interval class (Figure 3.4) represent intervals with a lower and
upper bound.
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class Interval {
Cell low , high;

Interval(int l, int h)
requires l ≤ h;
ensures valid();
ensures getLow() = l ∧ getHigh() = h;

{ low := new Cell(l); high := new Cell(h); }

void shift(int d)
requires valid();
ensures valid();
ensures getLow() = old(getLow() + d);
ensures getHigh() = old(getHigh() + d);

{ low .setX (low .getX () + d);
high.setX (high.getX () + d); }

predicate bool valid()
{ return acc(low) ∧ low 6= null ∗

acc(high) ∧ high 6= null ∗
low .valid() ∗ high.valid() ∗
low .getX () ≤ high.getX (); }

pure int getLow()
requires valid();

{ return low .getX (); }

pure int getHigh()
requires valid();

{ return high.getX (); }
}

Figure 3.4: A class Interval .

Interval is implemented in terms of two Cell objects referred to by low and
high. The invariant (the predicate valid) states that the locations low and high
must be accessible and hold non-null values, that both Cell objects referred to by
those fields must be valid and that the lower bound is less or equal to the upper
bound. In addition, the invariant imposes some disjointness restrictions via the
separating conjunction. In particular, the validity of the Cell object referred to
by low must neither depend (1) on the values of low or high nor (2) on values
of locations covered by high.valid(). A similar restriction applies to the Cell
object referred to by high. If one would omit these disjointness restrictions, the
mutator shift would not verify. More specifically, if one would omit restriction
(1), low .valid() may demand access to low . Therefore, low .setX is allowed to
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set low to null and violate the invariant. If one would omit restriction (2),
low .valid() might not be disjoint from high.valid(). Therefore, low .setX can
violate high’s invariant which would cause the precondition of high.setX to fail.

Similar to the classical dynamic frames approach described in Chapter 2,
the approach proposed here does not impose any built-in aliasing restrictions.
In particular, it does not forbid an aggregate object from leaking references to
its internal helper objects. For instance, Interval is allowed to leak references
to its internal Cell objects. However, since the sets of locations covered by
the invariants of the helper objects are not disjoint from the set of locations
covered by the invariant of the aggregate object, modifying the helper object
automatically invalidates the aggregate object.

In ownership-based approaches, an Interval object would own its Cell ob-
jects. For example, low and high would be rep-fields in Boogie methodology [4].

3.3.2 ConnectionPool

A ConnectionPool object (Figure 3.5) pools a number of connections. That
is, client code can obtain a connection from the pool via the getConnection
method. If the pool is empty, a new connection is created; otherwise, one of the
connections is removed from the pool and returned to the client. Vice versa,
freeConnection returns a connection to the pool. If the pool already holds the
maximum number of connections, then the connection is closed; otherwise, it is
added to the pool.

The interesting part of the example is ConnectionPool ’s invariant which
requires all connections in conns to be non-null, valid and mutually disjoint.
This invariant is expressed using a special kind of assertion, called iterated star.
In general, an iterated star has the form (∀∗x ∈ (min : max ) • φ), where min
and max are integer expressions. Informally, the latter assertion states that φ
holds for all integers between min (inclusive) and max (exclusive) and that for
any two different integers in that range, the locations required to be accessible
by φ are disjoint.

Note that getConnection and freeConnection perform “ownership transfer”.
More specifically, getConnection transfers ownership of the returned connection
from the pool to the client. Vice versa, freeConnection captures ownership of a
Connection object. No special methodological rules are needed to ensure safety
of ownership transfer. The ConnectionPool example was taken from [18].

3.3.3 Iterator

Figure 3.6 shows an implementation of the iterator design pattern. Reasoning
about the iterator pattern is challenging because of sharing: each iterator of a
list l requires access to the locations covered by l’s invariant. In other words, if
two iterators i1 and i2 of the same list are valid, then i1.valid()∧i2.valid() holds
but i1.valid() ∗ i2.valid() does not! However, disjointness is crucial for framing.
How can we ensure that i1.valid() is preserved when i2.next() is called?
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class ConnectionPool {
List < Connection > conns;

Connection getConnection()
requires valid();
ensures valid() ∗ result .valid();

{
if(conns.size() = 0) {

return new Connection();
} else {

return conns.removeFirst();
}

}

void freeConnection(Connection c)
requires valid() ∗ c.valid ;
ensures valid();

{
if(conns.size() = 20) {
c.close();

} else {
conns.add(c);

}
}

predicate bool valid()
{ return acc(conns) ∧ conns 6= null ∗ conns.valid() ∗

(∀∗i ∈ (0 : conns.size()) •
conns.get(i) 6= null ∧ conns.get(i).valid()); }

}

Figure 3.5: A class ConnectionPool .

The key to solving the problem is the fact that the iterators share only
locations of their list and that those locations are never modified by next . To
indicate the locations covered by the list are not modified, next has a postcondi-
tion untouched(getList().valid()). That is, i1.valid() is preserved by i2.next(),
since the locations which are shared between i1.valid() and i2.valid() are not
modified by next .

Note that the conjunct accElems(items) in ArrayList ’s invariant is a special
access assertion that gives permission to access the elements of the array. Also,
it is ok for the invariant to read items.length without demanding access since
length is immutable.

The client code of Figure 2.8 showed that multiple iterators can iterate
over the same list at the same time in the classical dynamic frames approach.



72 CHAPTER 3. IMPLICIT DYNAMIC FRAMES

class ArrayList {
int n;
Object [] items;

ArrayList()
ensures valid() ∧ size() = 0;
{ items := new Object [10]; }

void add(Object o)
requires valid();
ensures valid();
ensures size() =
old(size()) + 1;
ensures

(∀∗i ∈ (0 : size()− 1) •
get(i) = old(get(i)));

ensures get(size()− 1) = o;
{ . . . }

predicate bool valid()
{ return acc(n) ∗ acc(items) ∗

items 6= null ∗
accElems(items) ∗
0 ≤ n ≤ items.length; }

pure int size()
requires valid();
{ return n; }

pure Object get(int index )
requires valid();
requires 0 ≤ index < size();
{ return items[index ]; }

}

class Iterator {
ArrayList list ; int index ;

Iterator(List l)
requires l 6= null ∧ l.valid();
ensures valid() ∧ getList() = l;
ensures untouched(

getList().valid());
{ list := l; }

Object next()
requires valid() ∧ hasNext();
ensures valid() ∧ getList() =
old(getList());

ensures untouched(
getList().valid());

{ return list .items[index++]; }

Object reset()
requires valid();
ensures valid() ∧ getList() =
old(getList());

ensures untouched(
getList().valid());

{ index := 0; }

predicate bool valid()
{ return acc(list) ∗ acc(index) ∗

list 6= null ∧ list .valid() ∗
0 ≤ index ≤ list .size(); }

pure bool hasNext()
requires valid();

{ return index < list .size(); }

pure bool getList()
requires valid();

{ return list ; }
}

Figure 3.6: The iterator design pattern.

Figure 3.7 shows the same example in implicit dynamic frames. Note that loop
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modifies annotations and the swinging pivot property must not be specified
explicitly by the developer, but can instead be inferred from loop invariants.
More specifically, our tool provides two ways of framing loops. The first option
is to verify the body of the loop assuming only the loop invariant. In particular,
one must prove that the body of the loop preserves the invariant, when the
loop targets and the entire heap are havocked (i.e. assigned random values)
on entry. Alternatively, instead of havocking the entire heap, one can choose to
havoc only the subset of the heap required to be accessible by the loop invariant.
This technique is sound only if one proves that the loop’s body modifies only
locations required to be accessible by the loop invariant. The latter technique
typically leads to more concise invariants, as locations that are accessible before
entering the loop and which are only read in the loop’s body must not be
mentioned in the invariant. A minor disadvantage is that one has to discharge
an additional proof obligation (i.e. the loop frame condition, which comes for
free in the first approach). Developers can select the type of framing to be used
on a case-by-case basis via an annotation.

ArrayList l := new ArrayList();

Iterator i1 := new Iterator(l);
Iterator i2 := new Iterator(l);

while(i1.hasNext())
invariant i1.valid() ∧ i1.getList() = l;
invariant i2.valid() ∧ i2.getList() = l;
invariant untouched(l.valid());

{
Object o1 := i1.next();
while(i2.hasNext())

invariant i2.valid() ∧ i2.getList() = l;
invariant untouched(l.valid());
{

Object o2 := i2.next();
. . .
}
i2.reset();

}

Figure 3.7: Client code for Iterator .

3.3.4 Linked List

Figure 3.8 shows the specification and implementation of a linked list.
The specification uses the ghost field nodes to store the sequence of Node

objects used by the linked list. In particular, the invariant states that the next
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class Node { Node next ; int value; }

class LinkedList {
Node head ; ghost seq<Node> nodes;

void add(int x)
requires valid();
ensures valid() ∧ size() = old(size()) + 1;
ensures get(size()− 1) = x;
ensures (∀∗i ∈ (0 : size()− 1) • get(i) = old(get(i)));

{
Node current := head ; int k := 0;
while(current .next 6= null)

invariant 0 ≤ k < nodes.length ∧ current = nodes[k];
invariant current 6= null ∧ acc(current .next);
{ current := current .next ; k := k + 1; }
current .next := new Node(x);
nodes := nodes + current .next ;

}

predicate bool valid() {
{ return acc(head) ∧ head 6= null ∗

acc(nodes) ∧ 0 < nodes.length ∗
(∀∗i ∈ (0 : nodes.length) • nodes[i] 6= null ∗

acc(nodes[i].next) ∗ acc(nodes[i].value) ∗
(i 6= nodes.length − 1⇒ nodes[i].next = nodes[i+ 1])) ∗

nodes[0] = head ∧ nodes[nodes.length − 1].next = null ; }

pure int size()
requires valid();

{ return nodes.length − 1; }

pure int get(int index )
requires valid();
requires 0 ≤ index < size();

{ return nodes[index + 1].value; }
}

Figure 3.8: A singly-linked list.

pointer of a node in the sequence at index i points to the node at index i + 1.
To keep the ghost field in sync with the real program state, it must be updated
explicitly. For example, the method add adds the newly created Node object at
the end of the sequence.

As shown in Figure 3.9, it is possible to specify linked data structures us-
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ing recursive pure methods instead of relying on ghost fields and quantifica-
tion. For example, Node.lseg is a recursive predicate which states that the
sequence of nodes starting at n1 and ending at n2 forms a list segment. Sim-
ilarly, Node.length is a recursive pure method that returns the length of a list
segment. A disadvantage of this approach is that the axioms generated for re-
cursive pure methods (see Section 3.4) are prone to causing matching loops [17,
Section 5] in the theorem prover. Matching loops dramatically increase veri-
fication time. Moreover, proving the correctness of a program specified with
recursive pure methods often requires an inductive argument. For example, the
correctness of the method add relies on the property that a state with two list
segments, Node.lseg(a, b) and Node.lseg(b,null), is equivalent to a state where
one has a single list segment, Node.lseg(a,null), whose length is the sum of the
smaller list segments. Proving this property requires induction. However, SMT
solvers do not automatically construct inductive proofs, and hence one must
encode such a proof as a lemma method [29] in the program itself. For example,
the method appendLemma shown below (which is used in the method add of
Figure 3.9) proves the property described above.

lemma static void appendLemma(Node a,Node b)
requires lseg(a, b) ∗ lseg(b,null);
ensures lseg(a,null);
ensures length(a,null) =

old(length(a, b) + length(b,null));
{

if(a = b) {
} else {

appendLemma(a.next , b);
}

}

More specifically, appendLemma encodes an inductive proof. The then branch
of the if statement can be considered to be the base case, while the else branch
corresponds to the inductive step. An invocation of appendLemma then corre-
sponds to applying the lemma. A lemma method and an invocation of such a
method should be considered as annotations. Therefore, a lemma should never
modify the program state. This can be checked syntactically: a lemma method
may not assign to non-ghost fields and can only call other lemma methods and
pure methods. To guarantee that it is sound to erase lemma methods, we must
enforce that such methods terminate. We can do so by checking that for each in-
vocation of a lemma e0.m1(e1, . . . , en); appearing in body of a lemma m2 one of
the following holds: either m1 appears before m2 in the program text or the set
of locations required by to be accessible by e0.m1(e1, . . . , en);’s precondition is
smaller than the set of locations required to be accessible by m2’s precondition.
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class Node {
Node next ; int value;

predicate static bool lseg(Node n1,Node n2)
{ return n1 = n2 ? true :
n1 6= null ∗ acc(n1.next) ∗ acc(n1.value) ∗ lseg(n1, n2); }

pure static int length(Node n1,Node n2)
requires lseg(n1, n2);

{ return n1 = n2 ? 0 : 1 + length(n1.next , n2); }
}

class LinkedList {
Node head ;

void add(int x)
requires valid();
ensures valid() ∧ size() = old(size()) + 1;
{

Node current := head ; int l := head .length();
while(current .next 6= null)

invariant current 6= null ;
invariant acc(current .next) ∗ lseg(head , current) ∗ lseg(current ,null);
invariant length(head , current) + length(current ,null) = l;

{
Node oldcurrent := current ; current := current .next ;
addLemma(oldcurrent);

}
current .next := new Node(x); appendLemma(head , current);
}

predicate bool valid() {
{ return acc(head) ∗ head 6= null ∧ lseg(head ,null); }

pure int size()
requires valid();
{ return length(head ,null)− 1; }

}

Figure 3.9: A singly-linked list specified via recursive pure methods.

3.4 Verification

In this section, we show how one can automatically verify whether programs,
such as the ones shown above, satisfy their specification. We start by defin-
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ing a small Java-like language with method contracts (3.4.1). We then show
how one can generate verification conditions for expressions, assertions and
statements (3.4.2 – 3.4.5). Finally, we define the notion of valid program. A
program is valid if the verification conditions for each method are valid first-
order formulas. In Section 3.5, we will prove the soundness of this verification
technique: in executions of valid programs assert statements never fail and no
NullPointerExceptions are thrown.

3.4.1 Language

We define the following sets.

set typical element meaning
C C, D class names
F f field names
M m mutator names
P p normal pure method names
Q q predicate names
X x, y variable names

All the aforementioned sets are mutually disjoint. X contains the variable this.
We describe the details of our verification approach and prove its soundness with
respect to the Java-like language of Figure 3.10. Overlining indicates repetition.

program ::= class s
class ::= class C { field method }
field ::= C f ;
method ::= mutator | pure | predicate
mutator ::= void m(C x) requires φ; ensures φ; { s }
pure ::= pure C p(C x) requires φ; { return e; }
predicate ::= predicate bool q(C x) { return φ; }
s ::= C x; | x := e; | e.f := e; | e.m(e); | x := new C; |

assert e = e;
φ ::= true | acc(e.f) | φ ∧ φ | φ ∗ φ | e = e | e = e ? φ : φ | e.q(e)
e ::= null | x | e.f | e.p(e)

Figure 3.10: Syntax of a Java-like language with contracts.

A program consists of a number of classes and a main routine s. Each class
defines a number of fields and methods. We distinguish three kinds of meth-
ods: mutators, normal pure methods and predicates. Mutators and normal
pure methods have a corresponding method contract. The contract of a nor-
mal pure method consists of a single assertion, the precondition. A mutator’s
contract additionally declares a postcondition. The body of a mutator consists
of a sequence of statements. A statement is either a variable declaration, a
variable update, a field update, a mutator invocation, an object construction
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or an assert statement. A predicate returns an assertion, while a normal pure
method returns an expression. An assertion is either true, an access assertion,
a conjunction, a separating conjunction, an equality, a conditional assertion or
an invocation of a predicate. A separating conjunction holds only if both con-
juncts hold and the left and right-hand side demand access to disjoint parts of
the heap. An expression is either the constant null , a variable, a field read or
an invocation of a pure method.

In this chapter, we syntactically distinguish between normal expressions and
assertions. We do so because our approach relies on the property that methods
cannot branch over accessibility of a memory location. The distinction between
expressions and assertions allows us to enforce this restriction in a very simple,
syntactic manner.

Our specification language includes the separating conjunction for specifying
disjointness restrictions. However, an alternative design choice would have been
to only support normal conjunction and to allow expression disjointness in an-
other way. For example, we could have added another kind of assertion, φ1 �φ2,
that expresses that φ1 and φ2 depend on disjoint parts of the heap. However,
we did not adopt this choice as it leads to larger, less elegant specifications.

In this chapter, we consider only well-formed programs.

Definition 15. A program π is well-formed (denoted wf(π)) if all of the fol-
lowing hold:

• Method parameters are not assigned to.

• The program is well-typed. We do not formalize a type system here, but
refer the reader to [19, 10, 26].

• The body and precondition of a pure method only call pure methods defined
earlier in the program text.

As in Chapter 2, well-formedness includes well-typedness. Moreover, we
impose the restriction that a pure method can only call pure methods defined
earlier in the program text. Our soundness proof (see Section 3.5) relies on
this property to guarantee the consistency of the axioms we generate for pure
methods.

The language described above does not support constructors. However, we
can encode constructors using the following syntactic sugar. A constructor

C(C1 x1, . . . , Ck xk) requires φ1; ensures φ2; { s }
is a shorthand for the mutator method

void initC(C1 x1, . . . , Ck xk)
requires acc(f1) ∗ . . . ∗ acc(fn) ∗ φ1; ensures φ2;

{ s }
where f1, . . . , fn are the fields of C. Accordingly, a constructor invocation x :=
new C(e1, . . . , ek); abbreviates x := new C; x.initC(e1, . . . , ek);.
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3.4.2 Logic

We target the same multi-sorted, first-order logic as defined in the previous
chapter (see Section 2.4.2).

3.4.3 Signature

Each term in the verification logic has a corresponding sort. The sorts are the
following: ref , the sort of object references, bool , the sort of booleans, set , the
sort of sets of memory locations, fname, the sort of field names, cname, the sort
of class names and finally heap, the sort of heaps.

The signature of the logic consists of built-in functions and a number of
program-specific functions. We use the same built-in functions as the previous
chapter (see Section 2.4.3). However, we modify the signature succ such that
it takes into account the set of accessible locations. Moreover, we add a new
function symbol ok . ok(h, a) holds if h is well-formed and a is well-formed with
respect to h (see Section 3.5.2). The parameters of type set to the function succ
and ok represent the access set.

function sort
ok heap × set → bool

succ heap × set × heap × set → bool

The program-specific functions are the following. For each class C in the
program text, the logic includes a constant C with sort cname. Similarly, for
each field f in the program text, the logic contains a constant f with sort fname.
A standard technique in verification is to encode pure methods as functions in
the verification logic. That is, for each normal pure method p with parameters
C1 x1, . . . , Cn xn declared in a class C, the logic includes a function C.p with
sort heap × set × ref × ref 1 × . . . × ref n → ref . Similarly, for each predicate
C.q with parameters C1 x1, . . . , Cn xn, the logic includes a function C.q with
sort heap × set × ref × ref 1 × . . .× ref n → bool and a function C.qFP with sort
heap×set×ref ×ref 1× . . .×ref n → set . The latter function, C.qFP, is called q’s
footprint function. During verification, we not only track the value of the heap,
but also the set of accessible locations. The second parameter of each function
represents this set of locations.

3.4.4 Theory

We assume that the theory Σprelude (incompletely) axiomatizes the built-in
functions. Σprelude may for instance contain a subtheory which axiomatizes the
set functions. For example, in our verifier prototype the prelude includes an
axiom that encodes that the empty set contains no locations:

∀o, f • (o, f) 6∈ emptyset
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The behavior of a pure method is encoded via several axioms. Each normal
pure method p has a corresponding axiomatization Σp, consisting of an imple-
mentation and a frame axiom. More specifically, the axioms corresponding to
the normal pure method

pure C p(C1 x1, . . . , Ck xn) requires φ1; { return e; }
are the following:

• Implementation axiom. The implementation axiom relates the func-
tion symbol C.p to the pure method’s implementation: applying the func-
tion equals evaluating the method body, provided the precondition holds.

∀h, a, this, x1, . . . , xn•
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(φ1)

⇓
C.p(h, a, this, x1, . . . , xn) = Tr(e)

The variable h denotes a heap, while a represents a set of accessible lo-
cations. Tr denotes the translation of an expression to a first-order term
(see Section 3.4.5).

• Frame axiom. The frame axiom encodes the property that a pure
method only depends on locations in the required access set of its pre-
condition. That is, the return value of p is the same in two states, if
locations in the required access set of the precondition have the same
value in both heaps.

∀h1, a1, h2, a2, this, x1, . . . , xn•
ok(h1, a1) ∧ ok(h2, a2) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧

Tr(φ1)[h1/h, a1/a] ∧ Tr(φ1)[h2/h, a2/a] ∧
(∀o, f • (o, f) ∈ R(φ1)[h1/h, a1/a]⇒ (o, f) ∈ a2 ∧ h1(o, f) = h2(o, f))

⇓
C.p(h1, a1, this, x1, . . . , xn) = C.p(h2, a2, this, x1, . . . , xn)

Each predicate q has a corresponding axiomatization Σq, consisting of an
implementation axiom, frame axiom, footprint implementation axiom, footprint
frame axiom and a footprint allocated axiom. More specifically, the axioms
corresponding to the predicate

predicate bool q(C1 x1, . . . , Cn xn) { return φ; }
are the following:

• Implementation axiom. The implementation axiom relates q’s function
symbol to its implementation.

∀h, a, this, x1, . . . , xn•
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
C.q(h, a, this, x1, . . . , xn) = Tr(φ)
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• Frame axiom. The frame axiom encodes the property that a predicate
is self-framing.

∀h1, a1, h2, a2, this, x1, . . . , xn•
ok(h1, a1) ∧ ok(h2, a2) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧

C.q(h1, a1, this, x1, . . . , xn) ∧
(∀o, f • (o, f) ∈ C.qFP(h1, a1, this, x1, . . . , xn)⇒ (o, f) ∈ a2 ∧ h1(o, f) = h2(o, f))

⇓
C.q(h2, a2, this, x1, . . . , xn)

• Footprint implementation axiom. The footprint implementation ax-
iom relates the function symbol C.qFP to the required access set of the
body of the predicate.

∀h, a, this, x1, . . . , xn•
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ C.q(h, a, this, x1, . . . , xn)

⇓
C.qFP(h, a, this, x1, . . . , xn) = R(φ)

• Footprint frame axiom. The footprint frame axiom encodes the prop-
erty that a footprint function frames itself, provided the corresponding
predicate holds.

∀h1, a1, h2, a2, this, x1, . . . , xn•
ok(h1, a1) ∧ ok(h2, a2) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧

C.q(h1, a1, this, x1, . . . , xn) ∧ C.q(h2, a2, this, x1, . . . , xn) ∧
(∀o, f • (o, f) ∈ C.qFP(h1, a1, this, x1, . . . , xn)⇒ (o, f) ∈ a2 ∧ h1(o, f) = h2(o, f))

⇓
C.qFP(h1, a1, this, x1, . . . , xn) = C.qFP(h2, a2, this, x1, . . . , xn)

• Footprint accessible axiom. The footprint accessible axiom states that
a predicate footprint only contains accessible locations, provided the pred-
icate itself holds.

∀h, a, this, x1, . . . , xn•
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ C.q(h, a, this, x1, . . . , xn)

⇓
C.qFP(h, a, this, x1, . . . , xn) ⊆ a

We define Σπ as Σprelude ∪
⋃
p∈π Σp. That is, Σπ is the union of the axioms

for the built-in functions and the axioms of each pure method in π. Moreover,
we define Σp∗ as the axiomatization of all pure methods defined before p in the
program text. Note that Σp∗ does not include Σp.

3.4.5 Verification Conditions

We check the correctness of a program by generating verification conditions. The
verification conditions for each statement are shown in Figure 3.11. The free
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variables of vc(s, ψ) are h, a and the free variables of ψ and s. In the verification
conditions, h denotes the heap and a denotes the set of currently accessible
locations. Tr and Df denote the translation and respectively the definedness of
expressions and assertions (shown in Figures 3.12 and 3.13). mpre(C,m) and
mpost(C,m) respectively denote the pre- and postcondition of the method C.m.

vc(C x; s, ψ) ::= ∀x • vc(s, ψ)
vc(x := e; s, ψ) ::= Df(e) ∧ vc(s, ψ)[Tr(e)/x]
vc(e1.f := e2; s, ψ) ::= Df(e1) ∧ Df(e2) ∧ (Tr(e1), f) ∈ a ∧

(succ(h, a, h[(Tr(e1), f) 7→ Tr(e2)], a)⇒
vc(s, ψ)[h[(Tr(e1), f) 7→ Tr(e2)]/h])

vc(e0.m(e1, . . . , en); s, ψ) ::= Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null ∧
Tr(P ) ∧
(∀h′, a′•

succ(h, a, h′, a′) ∧
Tr(Q)[h′/h, a′/a] ∧
(∀o, f • (o, f) ∈ a ∧ (o, f) /∈ R(P )⇒

(o, f) ∈ a′ ∧ h(o, f) = h′(o, f)) ∧
(∀o, f • (o, f) ∈ R(Q)[h′/h, a′/a]⇒

(o, f) ∈ R(P ) ∨ ¬(o, f) ∈ a)
⇒
vc(s, ψ)[h′/h, a′/a])

where C is the type of e0, x1, . . . , xn
are C.m’s parameters,

P is mpre(C,m)[e0/this, e1/x1, . . . , en/xn],
Q is mpost(C,m)[e0/this, e1/x1, . . . , en/xn]

vc(x := new C; s, ψ) ::= ∀y • y 6= null ∧ ¬allocated(y, h)⇒
vc(s, ψ)[y/x, (a ∪ {(y, f1), . . . , (y, fn)})/a,

allocate(y, h)/h]
where f1, . . . , fn are the fields of C

vc(assert e1 = e2; s, ψ) ::= Df(e1 = e2) ∧ Tr(e1 = e2) ∧ vc(s, ψ)

Figure 3.11: Verification conditions (vc) of statements with respect to postcon-
dition ψ.

The first core ingredient of our approach is that a method can only access
a memory location if it has permission to do so. To enforce this restriction, we
track a set a of accessible locations. The verification condition for field update
checks that the assignee is in the access set a. Similarly, a field read o.f is only
well-defined if o.f is an element of a.

The second core ingredient of our approach is that we deduce frame infor-
mation from a callee’s precondition. More specifically, a callee can only read
or modify an existing location o.f if its precondition demands access to o.f . A
naive, literal encoding of this property does not lead to good performance with
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Tr(null) := null
Tr(x) := x
Tr(e.f) := h(Tr(e), f)
Tr(e0.p(e1, . . . , en)) := C.p(h, a,Tr(e0), . . . ,Tr(en))
Tr(true) := true
Tr(acc(e.f)) := (Tr(e), f) ∈ a
Tr(φ1 ∧ φ2) := Tr(φ1) ∧ Tr(φ2)
Tr(φ1 ∗ φ2) := Tr(φ1) ∧ Tr(φ2) ∧ (R(φ1) ∩ R(φ2) = ∅)
Tr(e1 = e2) := Tr(e1) = Tr(e2)
Tr(e1 = e2 ? φ1 : φ2) := ite(Tr(e1 = e2),Tr(φ1),Tr(φ2))
Tr(e0.q(e1, . . . , en)) := C.q(h, a,Tr(e0), . . . ,Tr(en))

Figure 3.12: Translation (Tr) of expressions and assertions.

Df(null) := true
Df(x) := true
Df(e.f) := Df(e) ∧ (Tr(e), f) ∈ a
Df(e0.p(e1, . . . , en)) := Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null ∧

Tr(mpre(C, p)[e0/this, e1/x1, . . . , en/xn])
Df(true) := true
Df(acc(e.f)) := Df(e) ∧ Tr(e) 6= null
Df(φ1 ∧ φ2) := Df(φ1) ∧ (Tr(φ1)⇒ Df(φ2))
Df(φ1 ∗ φ2) := Df(φ1 ∧ φ2)
Df(e1 = e2) := Df(e1) ∧ Df(e2)
Df(e1 = e2 ? φ1 : φ2) := Df(e1) ∧ Df(e2) ∧ ite(Tr(e1 = e2),Df(φ1),Df(φ2))
Df(e0.q(e1, . . . , en)) := Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null

Figure 3.13: Definedness (Df) of expressions and assertions.

R(true) := ∅
R(acc(e.f)) := {(Tr(e), f)}
R(φ1 ∧ φ2) := R(φ1) ∪ R(φ2)
R(φ1 ∗ φ2) := R(φ1) ∪ R(φ2)
R(e1 = e2) := ∅
R(e1 = e2 ? φ1 : φ2) := ite(Tr(e1 = e2),R(φ1),R(φ2))
R(e0.q(e1, . . . , en)) := C.qFP(h, a,Tr(e0), . . . ,Tr(en))

Figure 3.14: Required access set (R) of assertions.
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automatic theorem provers. In particular, the combination of the literal encod-
ing and our approach for data abstraction of Section 3.2.2 yields verification
conditions that are too hard for those provers. Therefore, we propose a slightly
different encoding. More specifically, we syntactically infer from the callee’s pre-
condition a required access set, i.e. a term denoting the set of memory locations
required to be accessible by the precondition. The definition of required access
set (R) of an assertion is shown in Figure 3.14. The subformula

∀o, f • (o, f) ∈ a ∧ (o, f) /∈ R(P )⇒ (o, f) ∈ a′ ∧ h(o, f) = h′(o, f)

in the verification condition of method invocation encodes the property that all
locations o.f that are accessible to the callee and that were not in the required
access set of the precondition remain accessible and retain their value. Note that
this is a free postcondition: callers can assume the postcondition holds, but it is
not necessary to explicitly prove the postcondition when verifying a mutator’s
implementation (see Definition 16). In addition to the “free modifies” clause,
callers may assume a second free postcondition, the swinging pivot property:

∀o, f • (o, f) ∈ R(Q)[h′/h, a′/a]⇒ (o, f) ∈ R(P ) ∨ ¬(o, f) ∈ a

The swinging pivot property states that all locations required to be accessible by
the postcondition are either required to be accessible by the precondition or are
not accessible to the callee. This property is crucial for preserving disjointness.

3.4.6 Validity

We can now define the notion of valid program. A program is valid if all methods
and the main routine are valid. A mutator is valid if the assertions in the method
contract are well-defined and the body satisfies the method contract. The main
routine is valid if it satisfies the contract requires true; ensures true;. A
normal pure method is valid if the precondition is well-defined and the body is
a well-defined assertion, provided the precondition holds. Finally, a predicate is
valid if its body is a well-defined assertion.

Definition 16. A mutator method

void m(C1 x1, . . . , Cn xn) requires φ1; ensures φ2; { s }

is valid if all of the following hold:

• The precondition is well-defined.

Σπ ` ∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
Df(φ1)
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• The postcondition is well-defined, provided the precondition holds.

Σπ ` ∀h, a, h′, a′, this, x1, . . . , xn •
ok(h, a) ∧ succ(h, a, h′, a′) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(φ1)

⇓
Df(φ2)[h′/h, a′/a]

• The method body satisfies the method contract.

Σπ ` ∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(φ1)

⇓
vc(s,Tr(φ2))

Definition 17. The main routine s is valid if the following holds:

Σπ ` ∀h, a • ok(h, a)⇒ vc(s, true)

Definition 18. A predicate

predicate bool q(C1 x1, . . . , Cn xn) { return φ; }
is valid if its body is a well-defined assertion:

Σprelude ∪ Σq∗ ` ∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
Df(φ)

Definition 19. A pure method

pure C p(C1 x1, . . . , Cn xn) requires φ1; { return e; }
is valid if its precondition is well-defined and its body is well-defined, provided
the precondition holds:

Σprelude ∪ Σp∗ ` ∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
Df(φ1) ∧ (Tr(φ1)⇒ Df(e))

Definition 20. A program π is valid (denoted valid(π)) if all methods (both
pure and mutator) and the main routine are valid.

3.5 Soundness

In this section, we prove that the verification technique described in the previous
sections is sound, i.e. in executions of valid programs assert statements never fail
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and no NullPointerExceptions are thrown. We start by defining an execution
semantics for programs written in the language of Figure 3.10. Execution of
a program is in a stuck configuration (or goes wrong) if that configuration is
non-final, but cannot make progress. We then introduce the notion of valid
configuration. We prove that executions of valid programs do not get stuck by
proving that (1) that the initial state is valid, (2) that the small-step relation
→ preserves validity and (3) that valid configuration are never stuck.

We define O as the set of object references, B as the set of booleans and
V as the set of values (the union of O and B). Each object reference o has a
corresponding type, denoted type(o). That is, type is a function from object
references to class names. O includes the null reference.

3.5.1 Execution Semantics

We start by defining configurations.

Definition 21. A configuration consists of:

• a heap H, a partial function from object references to object states. An
object state is a partial function from field names to object references.

• a stack of activation records S. Each activation record consists of

– an environment Γ, a partial function from variable names to object
references.

– an access set A ⊆ O × F , a set of memory locations. A thread can
only access memory locations in A.

– an old heap G. G is the value of the heap at the time the activation
record was put onto the stack.

– an old access set B ⊆ O × F , a set of memory locations. B stores
the access set of the callee at the time the activation record was put
onto the stack.

– a statement sequence s.

A configuration is a pair consisting of a global heap H and a stack S (Def-
inition 21). The heap maps object references to object states and each object
state maps field names to object references. An object reference o is allocated in
a heap H if o ∈ dom(H). A memory location is an (object reference, field name)
pair. A memory location o.f is allocated if o is allocated and f ∈ dom(H(o)).
We will sometimes implicitly uncurry the heap. That is, we write H(o, f) in-
stead of H(o)(f). The stack consists of a list of activation records. The first
element of the list is the top of the stack. nil denotes the empty stack and the
concatenation of an activation record a and a stack s is denoted a · s. Note
that each activation record contains ghost variables (A, G and B) that are only
needed for the soundness proof. Those variables can be omitted in executions
of programs that successfully verify.
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The configurations described above differ from their counterparts of Chap-
ter 2 (Definition 6) because they keep track of additional ghost state in each
activation record (i.e. the access set A and old access set B).

In the remainder of this section, we describe 4 judgments that together
define execution of programs. More specifically, the judgment H,Γ, A ` e ⇓ v
states that the expression e evaluates to a value v in the heap H, environment
Γ and access set A. Similarly, the judgment H,Γ, A ` φ ⇓ b expresses that
the assertion φ evaluates to the boolean b. H,Γ, A `R φ ⇓ s states that the
assertion φ requires the locations in the set s to be accessible. Finally, σ → σ′

states that the configuration σ can reach configuration σ′ by executing a single
statement.

Statements

Execution of programs is defined by the small-step relation → (Figure 3.15).
→ defines a run-time checking execution semantics, i.e. it gets stuck at run-
time errors such as null dereferences, failing assert statements and pre- and
postcondition violations. The goal of the verification technique described in
Section 3.4 is to rule out programs that might get stuck.

H,Γ, A ` e ⇓ v denotes that the expression e evaluates to value v. Similarly,
H,Γ, A ` φ ⇓ b denotes that the assertion φ evaluates to the boolean b. Finally,
H,Γ, A `R φ ⇓ s denotes that the assertion φ demands access to the set of loca-
tions s. The set s is called φ’s required access set. The latter three judgments
will be defined in the next section.

A variable declaration C x; initializes x to null . A variable declaration
cannot be stuck. A variable update x := e; changes the value of x in the
environment to v, where v is the value of e. A variable update is stuck if e is
stuck. A field update e1.f := e2; sets the value of v1.f to v2, where v1 and v2
are the values of e1, respectively e2. A field update is stuck if either e1 or e2 get
stuck or if the thread does not have permission to access v1.f (i.e. (v1, f) 6∈ A).
A mutator invocation e0.m(e1, . . . , en); puts a new activation record onto the
call stack. The environment of the new activation record is initialized to the
values of the parameters. The new activation record’s access set is initialized to
the set of locations for which the precondition demands accessibility. Moreover,
that set of locations is subtracted from the required access set of the caller. G
and B store a copy of the heap and access set. Note that G and B are never
modified. The statements of the new activation record are the statements in the
body of the callee. A mutator invocation is stuck if either one of the parameters
gets stuck, evaluation of the precondition gets stuck, the precondition does not
hold, or if computing the required access set gets stuck. A method return pops
the top activation record from the stack. A return is stuck if the postcondition
gets stuck or if the postcondition does not hold. An object creation x := new C;
selects an arbitrary, non-allocated object reference o and adds a new location
o.f to the heap for each field f declared in C. In addition, the access set is
extended such that the activation record gains access to all of o’s fields. Finally,
the value of x in Γ is changed to o. Object creation cannot be stuck. Finally,
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Γ′ = Γ[x 7→ null ]
(H, (Γ, A,G,B,C x; s) · S)→ (H, (Γ′, A,G,B, s) · S)

H,Γ, A ` e ⇓ v Γ′ = Γ[x 7→ v]
(H, (Γ, A,G,B, x := e; s) · S)→ (H, (Γ′, A,G,B, s) · S)

H,Γ, A ` e1 ⇓ v1
H,Γ, A ` e2 ⇓ v2 (v1, f) ∈ A H ′ = H[(v1, f) 7→ v2]

(H, (Γ, A,G,B, e1.f := e2; s) · S)→ (H ′, (Γ, A,G,B, s) · S)

H,Γ, A ` e0 ⇓ v0 . . . H,Γ, A ` en ⇓ vn v0 6= null
type(v0) = C mbody(C,m) = r mparams(C,m) = C1 x1, . . . , Cn xn

Γ′ = [this 7→ v0, x1 7→ v1, . . . , xn 7→ vn]
H,Γ′, A ` mpre(C,m) ⇓ true H,Γ′, A `R mpre(C,m) ⇓ A′

(H, (Γ, A,G,B, e0.m(e1, . . . , en); s) · S)→
(H, (Γ′, A′, H,A, r) · (Γ, A \A′, G,B, e0.m(e1, . . . , en); s) · S)

type(Γ′(this)) = C
H,Γ′, A′ ` mpost(C,m) ⇓ true H,Γ′, A′ `R mpost(C,m) ⇓ A′′

(H, (Γ′, A′, G′, B′, nil) · (Γ, A,G,B, e0.m(e1, . . . , en); s) · S)→
(H, (Γ, A ∪A′′, G,B, s) · S)

o 6∈ dom(H) o 6= null type(o) = C
fields(C) = C1 f1, . . . , Cn fn H ′ = H[o 7→ [f1 7→ null , . . . , fn 7→ null ]]

A′ = A ∪ {(o, f1), . . . , (o, fn)}
(H, (Γ, A,G,B, x := new C; s) · S)→ (H ′, (Γ[x 7→ o], A′, G,B, s) · S)

H,Γ, A ` e1 ⇓ v H,Γ, A ` e2 ⇓ v
(H, (Γ, A,G,B,assert e1 = e2; s) · S)→ (H, (Γ, A,G,B, s) · S)

Figure 3.15: Execution of statements.

an assert statement assert e1 = e2; has no effect, but it is stuck if evaluation
of e1 or e2 gets stuck or if their values are different.

Execution starts in the initial state (∅, (∅, ∅, ∅, ∅, s) · nil). That is, execution
starts in a state with an empty heap and a stack with a single activation record.
This activation record has an empty access set, empty environment and executes
the main routine.

Definition 22. A configuration σ is final (denoted final(σ)) if the stack contains
a single activation record with an empty statement sequence.

Definition 23. A configuration σ is stuck (denoted stuck(σ)) if σ is not final
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and there exists no σ′ such that σ → σ′.

Expressions

The judgment H,Γ, A ` e ⇓ v states that e evaluates to the object reference v
(Figure 3.16). The constant null evaluates to itself. A variable x evaluates to
the value for x in environment. A field read e.f evaluates to the value of the
location v.f in the heap, where v is the value of e. A field read e.f gets stuck
if evaluation of e gets stuck or if the location being read is not accessible (i.e.
(v, f) 6∈ A). A normal pure method invocation e0.p(e1, . . . , en) evaluates to the
value of the body of the callee. Such an invocation gets stuck if either one of
the parameters gets stuck, the precondition gets stuck, the precondition does
not hold, the receiver is null , computing the required access set gets stuck or if
evaluation of the body gets stuck.

H,A,Γ ` null ⇓ null H,Γ, A ` x ⇓ Γ(x)
H,Γ, A ` e ⇓ v (v, f) ∈ A

H,Γ, A ` e.f ⇓ H(v, f)

H,Γ, A ` e0 ⇓ v0 . . . H,Γ, A ` en ⇓ vn
v0 6= null type(v0) = C mparams(C, p) = C1 x1, . . . , Cn xn

H, [this 7→ v0, . . . , xn 7→ vn], A ` mpre(C, p) ⇓ true
H, [this 7→ v0, . . . , xn 7→ vn], A `R mpre(C, p) ⇓ A′
H, [this 7→ v0, . . . , xn 7→ vn], A′ ` mbody(C, p) ⇓ v

H,Γ, A ` e0.p(e1, . . . , en) ⇓ v

Figure 3.16: Evaluation of expressions.

Definition 24. Evaluation of an expression e is stuck in a heap H, environment
Γ and access set A if there does not exist a value v such that H,Γ, A ` e ⇓ v.

Assertions

The judgment H,Γ, A ` φ ⇓ b states that the assertion φ evaluates to the
boolean b (Figure 3.17). A boolean constant b evaluates to itself. An access
assertion acc(e.f) evaluates to true only if the location v.f is an element of
A, where v is the value of e. An access assertion gets stuck if evaluation of
e gets stuck. A conjunction φ1 ∧ φ2 evaluates to true only if both φ1 and
φ2 evaluate to true. A conjunction gets stuck if either φ1 or φ2 gets stuck.
A separating conjunction φ1 ∗ φ2 holds only if φ1 ∧ φ2 evaluates to true and
the set of locations demanded to be accessible by φ1 is disjoint from the set
demanded to be accessible by φ2. Note that both normal conjunction and
separating conjunction shortcut, i.e. if the left-hand side evaluates to false,
then the right-hand side is not evaluated. An equality e1 = e2 evaluates to
true if v1 equals v2 and gets stuck if e1 or e2 get stuck. A conditional assertion
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e1 = e2 ? φ1 : φ2 evaluates to the value of φ1 if v1 equals v2; otherwise it
evaluates to the value of φ2. A conditional assertion gets stuck if one of its
subexpressions or subassertions gets stuck. Note that φ2 is not evaluated (and
hence cannot get stuck) if the condition holds and vice versa. Finally, a predicate
instance evaluates to the value of its body. A predicate gets stuck if its body
gets stuck.

H,Γ, A ` b ⇓ b H,Γ, A ` e ⇓ v
H,Γ, A ` acc(e.f) ⇓ ((v, f) ∈ A)

H,Γ, A ` φ1 ⇓ false
H,Γ, A ` φ1 ∧ φ2 ⇓ false

H,Γ, A ` φ1 ⇓ true H,Γ, A ` φ2 ⇓ b2
H,Γ, A ` φ1 ∧ φ2 ⇓ b2

H,Γ, A ` φ1 ∧ φ2 ⇓ false
H,Γ, A ` φ1 ∗ φ2 ⇓ false

H,Γ, A ` φ1 ∧ φ2 ⇓ true H,Γ, A `R φ1 ⇓ s1 H,Γ, A `R φ2 ⇓ s2
H,Γ, A ` φ1 ∗ φ2 ⇓ (s1 ∩ s2 = ∅)

H,Γ, A ` e1 ⇓ v1 H,Γ, A ` e2 ⇓ v2
H,Γ, A ` e1 = e2 ⇓ v1 = v2

H,Γ, A ` e1 ⇓ v H,Γ, A ` e2 ⇓ v H,Γ, A ` φ1 ⇓ b
H,Γ, A ` e1 = e2 ? φ1 : φ2 ⇓ b

H,Γ, A ` e1 ⇓ v1 H,Γ, A ` e2 ⇓ v2 v1 6= v2 H,Γ, A ` φ2 ⇓ b
H,Γ, A ` e1 = e2 ? φ1 : φ2 ⇓ b

H,Γ, A ` e0 ⇓ v0 . . . H,Γ, A ` en ⇓ vn
v0 6= null type(v0) = C mparams(C, q) = C1 x1, . . . , Cn xn

H, [this 7→ v0, . . . , xn 7→ vn], A ` mbody(C, q) ⇓ true
H,Γ, A ` e0.q(e1, . . . , en) ⇓ b

Figure 3.17: Evaluation of assertions.

Definition 25. Evaluation of an assertion φ is stuck in a heap H, environment
Γ and access set A if there does not exists a boolean b such that H,Γ, A ` φ ⇓ b.

The judgment H,Γ, A `R φ ⇓ s states that the assertion φ demands (or
requires) access to the set of locations s (Figure 3.18). That is, if one of the
locations in s is not accessible, then φ will evaluate to false. A boolean constant
b requires access to the empty set. An access assertion acc(e.f) demands access
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to the singleton set {v.f}, where v is the value of e. The required access set
of a conjunction φ1 ∧ φ2 is the union of the required access sets of φ1 and φ2.
Similarly, the required access set of the separating conjunction φ1 ∗ φ2 is the
union of the required access sets of φ1 and φ2. The equality e1 = e2 demands
access to no location (although the expressions might get stuck if A is too small).
A conditional assertion demands access to either the required access set of φ1

or φ2, depending on whether the condition holds. The required access set of a
predicate is the required access set of its body. Computation of the required
access set gets stuck if one of the subexpressions or subassertions gets stuck.

H,Γ, A `R b ⇓ ∅
H,Γ, A ` e ⇓ v

H,Γ, A `R acc(e.f) ⇓ {(v, f)}

H,Γ, A `R φ1 ⇓ s1 H,Γ, A `R φ2 ⇓ s2
H,Γ, A `R φ1 ∧ φ2 ⇓ s1 ∪ s2

H,Γ, A `R φ1 ⇓ s1 H,Γ, A `R φ2 ⇓ s2
H,Γ, A `R φ1 ∗ φ2 ⇓ s1 ∪ s2 H,Γ, A `R e1 = e2 ⇓ ∅

H,Γ, A ` e1 ⇓ v H,Γ, A ` e2 ⇓ v H,Γ, A `R φ1 ⇓ s
H,Γ, A `R e1 = e1 ? φ1 : φ2 ⇓ s

H,Γ, A ` e1 ⇓ v1 H,Γ, A ` e2 ⇓ v2 v1 6= v2 H,Γ, A `R φ2 ⇓ s
H,Γ, A `R e1 = e1 ? φ1 : φ2 ⇓ s

H,Γ, A ` e0 ⇓ v0 . . . H,Γ, A ` en ⇓ vn
v0 6= null type(v0) = C mparams(C, q) = C1 x1, . . . , Cn xn

H, [this 7→ v0, . . . , xn 7→ vn], A `R mbody(C, q) ⇓ s
H,Γ, A `R e0.q(e1, . . . , en) ⇓ s

Figure 3.18: Required access set.

Definition 26. Computing the required access set of an assertion φ is stuck in
a heap H, environment Γ and access set A if there does not exists a set s such
that H,Γ, A `R φ ⇓ s.

Well-formed Configurations

We define the notion of well-formed configuration (Definition 28) and prove
that → preserves well-formedness of configurations (Theorem 12). We start by
defining what it means for a heap H, environment Γ, and access set A to be
well-formed. Informally, (H,Γ, A) is well-formed if the range of H, the range of
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Γ and the set A do not contain non-allocated, non-null object references. We
will use the name context for a triple (H,Γ, A).

Definition 27. A heap H is well-formed (denoted wf(H)) if each location in
its domain holds either null or an allocated object reference.In particular, an
allocated location never holds a non-allocated object.

wf(H)⇔ ∀o ∈ dom(H), f ∈ dom(H(o)) • o 6= null ⇒ H(o, f) ∈ dom(H)

An environment Γ is well-formed with respect to a heap H (denoted wf(Γ, H))
if Γ does map variables to non-allocated object references.

wf(Γ, H)⇔ ∀x ∈ dom(Γ) • Γ(x) 6= null ⇒ Γ(x) ∈ dom(H)

An set of memory locations A is well-formed with respect to a heap H (denoted
wf(A,H)) if each location in A is allocated in H.

wf(A,H)⇔ ∀(o, f) ∈ A • o ∈ dom(H) ∧ f ∈ dom(H(o))

A triple H,Γ, A is well-formed if H is well-formed and both Γ and A are well-
formed with respect to H.

Definition 28 defines what it means for a configuration to be well-formed.
The most important subcomponents of this definition are properties 2(c) and 3.
More specifically, property 3 holds only if the access sets of different activation
records are disjoint. Thus, property 3 implies that in a well-formed configu-
rations no two activation records have permission to access the same location
at the same time. Property 2(c) is the frame property that lies at the heart
of our approach. This property states that in each non-top activation record
(Γi, Ai, Gi, Bi, si), the access set Ai frames the global heap H with respect to
the old heap Gi−1: the value of each location in Ai has the same value in H
and in Gi−1. In other words, property 2(c) guarantees that locations which are
accessible to a caller but which are not required to be accessible by a callee’s
precondition cannot be modified by the callee. Note that fD denotes the subset
of f with domain D.

Definition 28. A configuration

σ = (H, (Γ1, A1, G1, B1, s1) · . . . · (Γk, Ak, Gk, Bksk))

is well-formed (denoted wf(σ)) if all of the following hold:

1. For the top activation record (Γ1, A1, G1, B1, s1), the following hold:

(a) The triple (H,Γ1, A1) is well-formed.

(b) The free variables of s1 are in the domain of Γ1.

(c) The heap H is a successor of G1.

2. For each non-top activation record (Γi, Ai, Gi, Bi, si) with i ∈ {2, . . . , k}
the following hold:
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(a) The triple (Gi−1,Γi, Bi−1) is well-formed.

(b) The free variables of si are in the domain of Γi.

(c) The access set Ai frames the heap H wrt Gi−1: H|Ai
= Gi−1|Ai

.

(d) The heap Gi−1 is a successor of Gi.

(e) The first statement of si is a method invocation e0.m(e1, . . . , en);.
For each ej where j ∈ {0, . . . , n}, evaluation does not get stuck and
yields a value vj. If the formal parameters of m are x1, . . . , xn, then
Γi−1 maps this to v0 and each xj to vj. Finally, computing the
required access set of the precondition of m does not get stuck and
yields some set s. Bi−1 is the union of Ai and s.

3. The access sets of different activation records are disjoint.

∀i, j ∈ {1, . . . , k} • i 6= j ⇒ Ai ∩Aj = ∅

The proof of preservation of well-formedness relies on two additional prop-
erties. Theorem 10 states that if an assertion φ holds in a context H,Γ, A, then
its required access set is a subset of A. Note that this implies that `R computes
a lower bound on A for φ to hold: if the required access set is not a subset of
A, then φ does not hold. Theorem 11 states that expressions never evaluate to
non-allocated, non-null object references in well-formed contexts.

Theorem 10. Suppose H,Γ, A is a well-formed triple, the free variables of φ
are in Γ, φ evaluates to true and the required access set of φ is some set s.
Then, s is a subset of A.

∀H,Γ, A, φ, s • wf(H,Γ, A) ∧ free(φ) ⊆ dom(Γ)∧
H,Γ, A ` φ ⇓ true ∧H,Γ, A `R φ ⇓ s

⇓
s ⊆ A

Proof. By induction on the size of the derivation H,Γ, A `R φ ⇓ s and case
analysis on the kind of assertion.

• True. Suppose the assertion is true. Trivial, since the required access
set of true is the empty set.

• Access assertion. Suppose the assertion is acc(e.f). Moreover, assume
the value of e is v. Since acc(e.f) evaluates to true, it follows that (1)
(v, f) ∈ A. Furthermore, (2) the required access set of acc(e.f) is the
singleton {(v, f)}. From (1) and (2), we can deduce that the required
access set is a subset of A.

• Conjunction. Suppose the assertion is φ1 ∧ φ2. The derivations for φ1

and φ2 are both smaller than the derivation for φ1 ∧ φ2. Therefore, the
required access sets of φ1 and φ2 are subsets of A. It follows that the
union of both required access sets is a subset of A.
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• Separating Conjunction. Suppose the assertion is φ1 ∗ φ2. The argu-
ment for proving regular conjunction also applies here.

• Equality. Suppose the assertion is e1 = e2. Trivial, since the required
access set of e1 = e2 is the empty set.

• Predicate instance. Suppose the assertion is e0.q(e1, . . . , en) and that
q’s body is φ. Since the derivation H, [this 7→ v0, . . . , xn 7→ vn], A `R φ ⇓
s is smaller than the one for e0.q(e1, . . . , en), the required access set is a
subset of A.

Theorem 11. Suppose H,Γ, A is a well-formed triple, the free variables of e
are in Γ and e evaluates to an object reference o. Then, o is either null or o is
allocated in H.

∀H,Γ, A, e, o • wf(H,Γ, A) ∧ free(e) ⊆ dom(Γ) ∧H,Γ, A ` e ⇓ o
⇓

o = null ∨ o ∈ dom(H)

Proof. By induction on the size of the derivation of H,Γ, A ` e ⇓ o and case
analysis on the kind of expression.

• Null. Suppose the expression is null . Trivial.

• Variable. Suppose the expression is x. The environment is well-formed,
hence it follows that Γ(x) is either null or allocated in H.

• Field read. Suppose the expression is e.f and that e evaluates to v.
(v, f) ∈ dom(H) and H is well-formed. Therefore, H(v, f) is either null
or allocated in H.

• Normal pure method invocation. Suppose the expression is a pure
method invocation e0.p(e1, . . . , en). For each i ∈ {0, . . . , n}, the deriva-
tion for ei is smaller than the derivation of e0.p(e1, . . . , en). Therefore, the
value of ei is either null or allocated in H. As a consequence, the environ-
ment [this 7→ v0, x1 7→ v1, . . . , xn 7→ vn] is well-formed wrt H. Suppose
the body of p is e. The derivation for e is smaller than the derivation
of e0.p(e1, . . . , en). It follows that e’s value (which is also the value of
e0.p(e1, . . . , en)) is either null or allocated in H.

We can now prove that well-formed is preserved by →.

Theorem 12 (Preservation of well-formedness). In a well-formed program, →
preserves well-formedness.

∀σ, σ′ • wf(σ) ∧ σ → σ′ ⇒ wf(σ′)
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Proof. By case analysis on the step taken.

• Field update. Suppose the statement sequence of the top activation
records in σ is e1.f := e2; s.

1. (a) By Theorem 11, if the value of e2 is a non-null object reference,
then it is allocated in H. Therefore, (H[(v1, f) 7→ v2],Γ1, A1) is
a valid triple.

(b) Trivial
(c) Trivial.

2. (a) Trivial.
(b) Trivial.
(c) Since (v1, f) is the access set of the top activation record, it is not

in the access set of any other activation record. Moreover, no old
heap or access set was changed. Therefore, H|Ai

= Gi−1|Ai
, for

each i ∈ {2, . . . , k} (where k is the number of activation records).
(d) Trivial.
(e) Trivial.

3. Trivial, no access set was modified.

• Mutator invocation. Suppose the statement sequence of the top acti-
vation record in σ is e0.m(e1, . . . , el); s.

1. (a) The heap is not changed, so it remains well-formed. The envi-
ronment of the new top activation record is well-formed wrt H,
because if the value of some actual parameter ei is a non-null
object reference, then it is allocated (Theorem 11). Finally, the
access set of the new top activation record is well-formed because
it is a subset of the old access set (Theorem 10).

(b) Follows from the well-formedness of programs, i.e. a free variable
of a method body is either this or a method parameter.

(c) Trivial.
2. We only need to consider the old top activation record.

(a) Trivial.
(b) Trivial.
(c) Trivial, since the old heap of the new top activation record equals

the heap.
(d) Trivial, since the old heap of the new top activation record equals

the heap.
(e) Follows immediately from the step rule for method invocation.

3. The access set of the new top activation record is the required access
set of the precondition of the method. By Theorem 10, this access
set is a subset of the the access set of the old top activation record.
Therefore, the access set of the old top activation record is divided
into two access set, and Property 3 is preserved.



96 CHAPTER 3. IMPLICIT DYNAMIC FRAMES

• Return. Suppose the statement sequence of the top activation record is
empty and that the size of the stack is larger than 1.

1. (a) The current heap is well-formed. Because the environment of
the activation record second from the top is well-formed wrt to
the old heap and the current heap is a successor of the old heap,
the environment is well-formed wrt the current heap. The access
set of the new top activation record is the union of the required
access set of the postcondition AQ and the access set of the old
activation record second from the top A2. AQ is well-formed wrt
H, because it is a subset of the access set of the old top activation
record (Theorem 10). A2 is well-formed wrt H, since A2 is well-
formed wrt the old heap of the old top activation record and the
current heap is a successor of that heap. Therefore, the union of
AQ and A2 is well-formed wrt H.

(b) Trivial.
(c) Trivial, because the successor relation is transitive.

2. Trivial, because we just pop an activation record from the stack and
do not modify any old heaps or old access sets.

3. Suppose AQ is the required access set of the postcondition of the
old top activation record. Its follows from Theorem 10 that AQ is a
subset of the access of the old top activation record. Since the old
configuration was well-formed, the union of AQ and A2 is disjoint
from the access set of any other activation record.

• Object creation. Suppose the statement sequence of the top activation
records in σ is x := new C; s.

1. (a) H remains well-formed, because the heap is extended with new
locations that either hold null or an integer. Γ remains well-
formed because o is allocated in the new heap. A remains well-
formed because all locations added to A are fields of the newly
allocated object o.

(b) Trivial.
(c) Trivial, since no location is removed from the heap.

2. Trivial, since only the access set and statement list of the top acti-
vation record and the heap are modified.

3. In σ1, all access sets are disjoint (property 3). Moreover, each access
set only contains locations allocated in H (properties 1(a), 2(a) and
2(d)). Therefore, locations of the new object o are not in any access
set of σ1. Hence, adding those locations to the access set of the top
activation record preserves disjointness.

Theorem 13. Executions of well-formed programs reach only well-formed states.
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Proof. Follows immediately from the well-formedness of the initial state and
Theorem 12.

3.5.2 Interpretation

We interpret the verification logic using the interpretation I. First of all, I
maps each sort to a set.

sort set
val V = O ∪ B
ref O
bool B
set P(O ×F)
cname C
fname F
heap O ×F → O

Secondly, I maps each function symbol in the signature to a function. The
interpretation for the built-in functions is as before (see Section 2.5.2). In par-
ticular, we assume I is a model for the prelude axioms. That is, I |= Σprelude.
The interpretation of ok(h, a) is wf(h) ∧ wf(a, h).

We interpret the program-specific functions as follows. The constant C is
interpreted as the class name C. Similarly, the constant f is interpreted as the
field name f . The interpretation of the function symbols is similar to Chapter
2:

• I(C.p)(H,A, v0, . . . , vn) equals v if there exists a v such that the expression
v0.p(v1, . . . , vn) evaluates to v in heap H and access set A (i.e. H, [this 7→
v0, x1 7→ v1, . . . , xn 7→ vn], A ` this.p(x1, . . . , xn) ⇓ v); otherwise, the
result equals null .

• I(C.q)(H,A, v0, . . . , vn) equals the boolean b if there exists a b such that
v0.q(v1, . . . , vn) evaluates to b in heap H and access set A (i.e. H, [this 7→
v0, x1 7→ v1, . . . , xn 7→ vn], A ` this.q(x1, . . . , xn) ⇓ b).

• I(C.qFP)(H,A, v0, . . . , vn) equals the set s if there exists a s such that the
required access set of v0.q(v1, . . . , vn) evaluates to s in heap H and access
set A (i.e. H, [this 7→ v0, x1 7→ v1, . . . , xn 7→ vn], A `R this.q(x1, . . . , xn)
⇓ s).

We write I, H,Γ, A |= ψ to indicate the formula ψ holds under a certain
interpretation. More specifically, I, H,Γ, A |= ψ holds if ψ is true under an
interpretation that maps each function to its interpretation in I, that maps h
to H, a to A and each other variable to its value in Γ.

3.5.3 Truth of Axioms

Before we start proving soundness, we have to prove that I |= Σπ, if π is valid.
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Theorem 14. Suppose π is a valid program and H,Γ, A is a well-formed triple.
Then all of the following hold.

• Suppose e is an expression whose free variables are in the domain of Γ such
that I, H,Γ, A |= Df(e) and I |= Σp∗, where p is the largest pure method
appearing in e. Then evaluation of e does not get stuck. Furthermore, if
H,Γ, A ` e ⇓ v, then I, H,Γ, A |= Tr(e) = v.

• Suppose φ is an assertion whose free variables are in the domain of Γ such
that I, H,Γ, A |= Df(φ), and I |= Σp∗, where p is the largest pure method
appearing in φ. Then evaluation of φ does not get stuck. Furthermore, if
H,Γ, A ` φ ⇓ b, then I, H,Γ, A |= Tr(φ) = b. In addition, if I, H,Γ, A |=
Tr(φ), then computing the required access set of φ does not get stuck.
Moreover, I, H,Γ, A |= R(φ) = s, where H,Γ, A `R φ ⇓ s

Proof. By induction on the size of the expression (respectively assertion). We
perform case analysis on the kind of expression (respectively assertion).

• Null. Suppose the expression is null . Evaluation of null is never stuck. It
immediately follows from the definitions of I and Tr that the interpretation
of the translation equals null .

• Variable. Suppose the expression is a variable x. Evaluation of a variable
never gets stuck. Moreover, x evaluates to Γ(x). Since Tr(x) = x, it follows
that I, H,Γ, A |= Tr(x) = Γ(x).

• Field access. Suppose the expression is a field read e.f . Since e.f is
well-defined, it follows that

I, H,Γ, A |= Df(e) ∧ (Tr(e), f) ∈ a

Since e is syntactically smaller than e.f and I, H,Γ, A |= Df(e), it follows
that execution of e does not get stuck and yields some value v. Moreover,
I, H,Γ, A |= Tr(e) = v. Because e does not get stuck and I, H,Γ, A |=
(v, f) ∈ a, it follows that e.f does not get stuck. Finally, the value of e.f
is H(v, f). This is also the interpretation of the translation.

• Normal pure method invocation. Suppose the expression is a normal
pure method invocation e0.p(e1, . . . , en). Since e0.p(e1, . . . , en) is well-
defined, it follows that

I, H,Γ, A |= Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null ∧
Tr(mpre(C, p)[e0/this, e1/x1, . . . , en/xn])

Since each ei (with i ∈ {0, . . . , n}) is syntactically smaller than the ex-
pression e0.p(e1, . . . , en) and I, H,Γ, A |= Df(ei), it follows that execution
of ei does not get stuck and yields some value vi such that I, H,Γ, A |=
Tr(ei) = vi. Moreover, v0 6= null so e0.p(e1, . . . , en) does not get stuck
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because the receiver is null . Since π is a valid program, p is a valid normal
pure method:

Σprelude ∪ Σp∗ ` ∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
Df(φ1)

Since I is a model for Σprelude ∪ Σp∗, H is well-formed, v0 is not equal
to null and each vi is either null or allocated, it follows that I, H,Γ, A |=
Df(φ1). Since the precondition is smaller than the call e0.p(e1, . . . , ek)
(well-formedness implies that the precondition does not call p itself), the
precondition is well-defined, it follows that evaluation of the precondition
does not get stuck. Because

I, H,Γ, A |= Tr(mpre(C, p)[e0/this, e1/x1, . . . , ek/xk])

, the precondition evaluates to true. As a consequence, computing the
required access set of the precondition does not get stuck. We may con-
clude that e0.p(e1, . . . , ek) does not get stuck. It follows immediately from
the definition of normal pure method evaluation (Figure 3.16) and the
definition of I, that the interpretation of Tr(e0.p(e1, . . . , ek)) equals the
value of the evaluation.

• True. Suppose the assertion is true. Evaluation of true is never stuck. It
immediately follows from the definitions of I and Tr that the interpretation
of the translation equals true.

• Access assertion. Suppose the assertion is an access assertion acc(e.f).
Since acc(e.f) is well-defined, it follows that

I, H,Γ, A |= Df(e) ∧ Tr(e) 6= null

Since e is syntactically smaller than e.f and I, H,Γ, A |= Df(e), it follows
that execution of e does not get stuck and yields some value v. Moreover,
I, H,Γ, A |= Tr(e) = v. Because e does not get stuck, it follows that
acc(e.f) does not get stuck. The assertion acc(e.f) holds only if (v, f) ∈ A
which is also the interpretation of the translation. The required access set
of acc(e, f) does not get stuck and yields the singleton {(v, f)} which is
also the interpretation of R(acc(e.f)).

• Predicate invocation. Suppose the assertion is a predicate invocation
e0.q(e1, . . . , en). The proof is similar to the one for normal pure method
invocation.

Theorem 15 (Consistency). If π is a valid program, then I |= Σπ.
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Proof. Assume π is a valid program. Σπ is the union of Σprelude and the axioms
of each pure method p in π. Since I models Σprelude, it suffices to show that I
is a model for each Σp. We prove that latter property by constructing a set of
pure methods S, such that if a pure method p is in S, then all pure methods
defined before p in the program text are also in S. We define ΣS as the union
of the axioms of each pure method p in S. We proceed by induction on the
size of S. If S is empty, then trivially, I |= ΣS . If S is not empty, select the
pure method p from S appearing last in the program text. It follows from the
induction hypothesis that I is a model for each pure method appearing before
p in the program text. That is, I |= Σp∗. We have to show that I is a model
for each of p’s axioms. p is either a normal pure method or a predicate. If p is
a normal pure method, then p’s implementation and frame axioms must hold
under I.

• Implementation axiom. We must show that

∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(φ1)

⇓
C.p(h, a, this, x1, . . . , xn) = Tr(e)

Take an arbitrary heap H, access set A, object reference o and values
v1, . . . , vn such that the following holds

I, H,Γ, A |= ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(φ1)

Γ is a shorthand for [this 7→ o, x1 7→ v1, . . . , xn 7→ vn]. π is valid, hence p is
a valid normal pure method. Furthermore, I |= Σprelude∪Σp∗. Therefore,
it follows that

I |= ∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn)

⇓
Df(φ1) ∧ (Tr(φ1)⇒ Df(e))

By instantiating the quantifier above with H, Γ and A and since I, H,Γ, A
|= ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ Tr(φ1), we get

I, H,Γ, A |= Df(e)

Because of Theorem 14, evaluation of e does not get stuck and yields some
value v. It immediately follows from the definition of I for normal pure
methods that

I, H,Γ, A |= C.p(h, a, this, x1, . . . , xn) = Tr(e)
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• Frame axiom. We must show that

∀h1, a1, h2, a2, this, x1, . . . , xn •
ok(h1, a1) ∧ ok(h2, a2) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧

Tr(φ1)[h1/h, a1/a] ∧ Tr(φ1)[h2/h, a2/a] ∧
(∀o, f • (o, f) ∈ R(φ1)[h1/h, a1/a]⇒ (o, f) ∈ a2 ∧ h1(o, f) = h2(o, f))

⇓
C.p(h1, a1, this, x1, . . . , xn) = C.p(h2, a2, this, x1, . . . , xn)

Take two arbitrary heaps H1 and H2, two arbitrary access sets A1 and
A2, object reference o and values v1, . . . , vn such that

I,Γ |=
∀h1, a1, h2, a2, this, x1, . . . , xn•

ok(h1, a1) ∧ ok(h2, a2) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧
Tr(φ1)[h1/h, a1/a] ∧ Tr(φ1)[h2/h, a2/a] ∧

(∀o, f • (o, f) ∈ R(φ1)[h1/h, a1/a]⇒ (o, f) ∈ a2 ∧ h1(o, f) = h2(o, f))

Γ is a shorthand for the environment [this 7→ o, x1 7→ v1, . . . , xn 7→
vn, h1 7→ H1, . . . , a2 7→ A2]. Suppose that (*)

I,Γ |= C.p(h1, a1, this, x1, . . . , xn) 6= C.p(h2, a2, this, x1, . . . , xn)

Then, there exists a location o.f that is read during evaluation of p’s body
that holds a different value in H1 and H2. A location is only readable in
the body if it is in the access set. The access set during evaluation of the
body is a subset of the required access set of the precondition. However,
all of those locations must have the same values in H1 and H2, hence (*)
is false and

I,Γ |= C.p(h1, a1, this, x1, . . . , xk) = C.p(h2, a2, this, x1, . . . , xk)

If p is a predicate, then p’s implementation, frame, footprint implementation,
footprint frame and footprint accessible axioms must hold under I. In the
remainder of the proof, we rename p to q.

• Implementation axiom. Similar to the proof for the implementation
axiom of normal pure methods.

• Frame axiom. Similar to the proof for the frame axiom of normal pure
methods.

• Footprint implementation axiom. Similar to the proof for the imple-
mentation axiom of normal pure methods.

• Footprint frame axiom. Similar to the proof for the frame axiom of
normal pure methods.
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• Footprint accessible axiom. We have to show that

I |= ∀h, a, this, x1, . . . , xn •
ok(h, a) ∧ this 6= null ∧ allocatedh(this, x1, . . . , xn) ∧ C.q(h, a, this, x1, . . . , xn)

⇓
C.qFP(h, a, this, x1, . . . , xn) ⊆ a

Take an arbitrary heap H, access set A, object reference o and values
v1, . . . , vn such that the following holds

I, H,Γ, A |= ok(h, a) ∧ this 6= null ∧ C.q(h, a, this, x1, . . . , xn)

Γ is a shorthand for [this 7→ o, x1 7→ v1, . . . , xn 7→ vn]. Since I, H,Γ, A |=
Df(C.q(h, a, this, x1, . . . , xn)) and I, H,Γ, A |= C.q(h, a, this, x1, . . . , xn),
it follows from Theorem 14 that C.q(this, x1, . . . , xn) does not get stuck
and yields true. It now follows immediately from Theorem 10 that the
footprint contains only accessible locations.

3.5.4 Soundness

We define the notion of valid configuration (Definition 29). A configuration is
valid if the verification conditions of the statements in each activation record
hold under a certain interpretation. That is, the verification condition of the top
activation record must hold when interpreting the h as the global H and a as
the access set of the top activation record. Similarly, the verification condition
of the ith (with i between 2 and the size of the stack) activation record must
hold when interpreting h as Gi−1 and the access set as Bi−1. Gi−1 and Bi−1

are respectively the old heap and old access set of the activation record directly
above the ith activation record.

Definition 29. A configuration

σ = (H, (Γ1, A1, G1, B1, s1) · . . . · (Γk, Ak, Gk, Bk, sk))

is valid (denoted valid(σ)) if all of the following hold:

• σ is well-formed.

• The verification condition of the top activation record holds in the heap
H, the environment Γ1 and the access set A1.

I, H,Γ1, A1 |= vc(s1, ψ1)

• For each non-top activation record (Γi, Ai, Gi, Bi, si) (with i ∈ {2, . . . , k}),
the verification condition holds in the heap Hi−1, the environment Γi and
the access set Bi−1.

∀i ∈ {2, . . . , k} • I, Hi−1,Γi, Bi−1 |= vc(si, ψi)

ψi is the postcondition of the method being executed in the ith activation
record or true for main routine’s activation record.
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Finally, we can show that validity is preserved by→ (Theorem 16) and that
valid configurations are never stuck (Theorem 17). Since the initial configuration
in a valid program is valid, it follows that executions of valid programs never
get stuck.

Theorem 16 (Preservation). In an execution of a valid program, the small-step
relation → preserves validity.

∀σ1, σ2 • valid(σ1) ∧ σ1 → σ2 ⇒ valid(σ2)

Proof. By case analysis on the step taken.

• Field update. Suppose the statements of the top activation record
in σ1 are e1.f := e2; s. It follows from the validity of σ1 that (1)
I, H,Γ1, A1 |= Df(e1), (2) I, H,Γ1, A1 |= Df(e2) and (3) I, H,Γ1, A1 |=
vc(s, ψ1)[h[(Tr(e1), f) 7→ Tr(e2)]/h]. Because of (1), (2) and Theorem 14,
evaluation of e1 and e2 does not get stuck and yields some values v1 and
v2, such that (4) I, H,Γ1, A1 |= Tr(e1) = v1 ∧ Tr(e2) = v2. It follows
from Theorem 14, (3) and (4) that I, H[(v1, f) 7→ v2],Γ1, A1 |= vc(s, ψ).
Therefore, σ2 is valid.

• Mutator invocation. Suppose the statements of the top activation
record in σ1 are e0.m(e1, . . . , ek); s. It follows immediately from the rule
for method invocation (Figure 3.15) and Definition 29 that the old top
activation record remains valid. Since π is a valid program, m is a valid
mutator (Definition 16). In particular, m’s body satisfies its method con-
tract:

Σπ ` ∀h, a, this, x1, . . . , xk • ok(h, a)∧ this 6= null ∧Tr(φ1)⇒ vc(r,Tr(φ2))

where r is the body of m. Suppose A′ is the required access set of m’s
precondition. Since I |= Σπ and by instantiating h with H and a with A′,
we get

I, H,Γ, A′ |= ok(h, a) ∧ this 6= null ∧ Tr(φ1)⇒ vc(r,Tr(φ2))

Since ok(H,A′), the receiver is not null and the precondition holds, it
follows that

I, H,Γ, A′ |= vc(r,Tr(φ2))

That is, the new top activation record is valid. We may conclude that σ2

is valid.

• Return. Suppose the statement list of the top activation record in σ1 is
empty. Since σ1’s activation record second from the top is valid, it follows
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that

I, G1,Γ2, B1 |= Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null ∧ Tr(P ) ∧
(∀h′, a′ •

succ(h, a, h′, a′) ∧
Tr(Q)[h′/h, a′/a] ∧
(∀o, f • (o, f) ∈ a ∧ (o, f) /∈ R(P )⇒ (o, f) ∈ a′ ∧ h(o, f) = h′(o, f)) ∧
(∀o, f • (o, f) ∈ R(Q)[h′/h, a′/a]⇒ (o, f) ∈ R(P ) ∨ ¬(o, f) ∈ a)
⇒
vc(s, ψ)[h′/h, a′/a])

where P is a shorthand for mpre(C,m)[e0/this, e1/x1, . . . , en/xn] and Q
is mpost(C,m)[e0/this, e1/x1, . . . , en/xn]. Suppose A′′ is the new access
set of σ2’s top activation record. Let’s instantiate h with H and a′ with
A′′.

I, G1,Γ2[h′ 7→ H, a′ 7→ A′′], B1 |=
succ(h, a, h′, a′) ∧
Tr(Q)[h′/h, a′/a] ∧
(∀o, f • (o, f) ∈ a ∧ (o, f) /∈ R(P )⇒ (o, f) ∈ a′ ∧ h(o, f) = h′(o, f)) ∧
(∀o, f • (o, f) ∈ R(Q)[h′/h, a′/a]⇒ (o, f) ∈ R(P ) ∨ ¬(o, f) ∈ a)
⇒
vc(s, ψ)[h′/h, a′/a])

Since σ1 is well-formed, I, G1,Γ2[h′ 7→ H, a′ 7→ A′′], B1 |= succ(h, a, h′, a′).
Since a step was taken, the postcondition evaluated to true. In other
words, I, G1,Γ2[h′ 7→ H, a′ 7→ A′′], B1 |= Tr(Q)[h′/h, a′/a]. The fact that
locations in the access set of the caller and not required to be accessible
by the callee remain accessible and retain their value follows from well-
formedness properties 2(c) and 2(e). More specifically, the set of locations
a \ R(P ) is exactly A2 (property 2(e)). In addition, we can deduce from
property 2(c) that those locations are not modified. Hence, I, G1,Γ2[h′ 7→
H, a′ 7→ A′′], B1 |= (∀o, f • (o, f) ∈ a ∧ (o, f) /∈ R(P ) ⇒ (o, f) ∈ a′ ∧
h(o, f) = h′(o, f)). Finally, we know that R(Q)[h′/h, a′/a] is a subset
of A1 (Theorem 10). Moreover, B1 = A2 ∪ R(P ) (property 2(e)) and
A1∩A2 = ∅ (property 2(c)). Therefore, (B1\R(P ))∩R(Q)[h′/h, a′/a] = ∅.
It immediately follows that I, G1,Γ2[h′ 7→ H, a′ 7→ A′′], B1 |= (∀o, f •
(o, f) ∈ R(Q)[h′/h, a′/a]⇒ (o, f) ∈ R(P )∨¬(o, f) ∈ a). We may conclude
that the top activation record of σ2 is valid, and hence that σ2 itself is
valid.

Theorem 17 (Progress). Suppose σ1 is a valid, non-final configuration of a
valid program π. There exists a configuration σ2, such that σ1 → σ2.

∀σ1 • valid(σ1) ∧ ¬final(σ1)⇒ (∃σ2 • σ1 → σ2)

Proof. By case analysis on the first statement of the top activation record of σ.
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• Field update. Suppose the statements of the top activation record are
e1.f := e2; s. Since σ1’s top activation record is valid, it follows that

I, H,Γ1, A1 |= Df(e1) ∧ Df(e2) ∧ (Tr(e1), f) ∈ a ∧
vc(s, ψ1)[h[(Tr(e1), f) 7→ Tr(e2)]/h]

e1 and e2 are well-defined, thus it follows from Theorem 14 that their
evaluation does not get stuck. Assume e1 evaluates to v1 and e2 to v2.
Theorem 14 also implies that I, H,Γ1, A1 |= Tr(e1) = v1. Hence, (v1, f) ∈
A1 and σ1 is not stuck.

• Mutator invocation. Suppose the statements of the top activation
record are e0.m(e1, . . . , ek); s. Since σ1’s top activation record is valid, it
follows that

I, H,Γ1, A1 |= Df(e0) ∧ . . . ∧ Df(en) ∧ Tr(e0) 6= null ∧ Tr(P )

where P is mpre(C,m)[e0/this, e1/x1, . . . , en/xn]. Since each ei (with
i ∈ {0, . . . , k}) is well-defined and Theorem 14, evaluation of ei does not
get stuck and the interpretation of Tr(ei) equals vi. It then also follows
that the receiver is not null. Since π is a valid program, it follows that the
m’s precondition is well-defined.

Σprelude∪Σp∗ ` ∀h, a, this, x1, . . . , xk•ok(h, a)∧this 6= null ⇒ Df(mpre(C,m))

Because I |= Σπ and by instantiating the quantifier we get

I, H,Γ′1, A1 |= ok(h, a) ∧ this 6= null ⇒ Df(mpre(C,m))

where Γ′1 is [this 7→ v0, x1 7→ v1, . . . , xn 7→ vk]. Since the precondition is
well-defined and Theorem 14, its evaluation and computing its required
access set does not get stuck. Moreover, because

I, H,Γ1, A1 |= Tr(P )

the precondition returns true. We may conclude that σ1 is not stuck.

• Return. Suppose the statement list of the top activation record is empty
and that the stack contains at least two activation records. Since σ1’s top
activation record is valid, it follows that (1)

I, H,Γ1, A1 |= mpost(C,m)

where C.m is the method being executed in the top activation record.
Since π is a valid program, it follows that the postcondition of C.m is well-
defined, provided the precondition held in the pre-state (Definition 16).

Σπ ` ∀h, a, h′, a′, this, x1, . . . , xk •
ok(h, a) ∧ succ(h, a, h′, a′) ∧ this 6= null ∧ Tr(mpre(C,m))

⇓
Df(mpost(C,m))[h′/h, a′/a]
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Since I |= σπ (Theorem 15) and by instantiating h with G1, a with B1,
h′ with H and a′ with A1, we get

I, G1,Γ1[h′ 7→ H, a′ 7→ A1], B1 |=
ok(h, a) ∧ succ(h, a, h′, a′) ∧ this 6= null ∧ Tr(mpre(C,m))

⇓
Df(mpost(C,m))[h′/h, a′/a]

Since σ1 is well-formed and the activation record second from the top is
valid, it follows that

I, G1,Γ1[h′ 7→ H, a′ 7→ A1], B1 |=
ok(h, a) ∧ succ(h, a, h′, a′) ∧ this 6= null ∧ Tr(mpre(C,m))

Therefore, the postcondition of C.m is well-defined:

I, H,Γ1, A1 |= Df(mpost(C,m))

Theorem 14, the well-formedness of the postcondition and the fact that
the postcondition holds imply that the postcondition returns true and
computing its required access set does not get stuck. Hence, σ1 is not
stuck.

Corollary 1 (Soundness). Valid programs do not get stuck.

Proof. Follows immediately from the fact that the initial state is valid, and
Theorems 16 and 17.

3.6 Inheritance

Implicit dynamic frames deals with inheritance in the same way as classical dy-
namic frames (see Section 2.6). For completeness, we show the implicit dynamic
frames version of BackupCell (Figure 2.15) in Figure 3.19.

3.7 Experience

To demonstrate the approach described in this paper is amenable to automatic,
static verification, we implemented it in a verifier prototype. The prototype was
used to verify several (variations of) programs used in related work. The time
taken to verify each program and a reference to the paper(s) containing the
program is shown in Table 3.1. The experiments were executed on a desktop
machine with a Pentium Core Duo 2.66 GHz processor and 4 GB of memory
running Windows Vista. To discharge the verification conditions, we used the
Z3 [16] theorem prover. The verifier itself and the programs shown in Table 3.1
can be downloaded from http://www.cs.kuleuven.be/~jans/vericool2.
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class BackupCell extends Cell {
int backup;

BackupCell()
ensures valid() ∧ getX () = 0;

{ super(); }

void setX (int v)
requires valid();
ensures valid();
ensures getX () = v ∧ getBackup() = old(getX ());

{ backup := super.getX (); super.setX (v); }

void undo()
requires valid();
ensures valid() ∧ getX () = old(getBackup());

{ super.setX (backup); }

predicate bool valid()
{ return acc(backup) ∗ super.valid(); }

pure int getBackup()
requires valid();

{ return backup; }
}

Figure 3.19: The class BackupCell annotated with implicit dynamic frames
annotations.

Iterated Star

The verification technique described in Section 3.4 did not include iterated star
assertions. In our implementation, we handle this type of assertion as follows.
An iterated star is translated to two universal quantifiers (i and j are fresh
variables).

(∀x • Tr(min) ≤ x < Tr(max )⇒ Tr(φ)) ∧
(∀i, j • Tr(min) ≤ i < Tr(max ) ∧ Tr(min) ≤ j < Tr(max ) ∧ i 6= j ⇒

R(φ[i/x]) ∩ R(φ[j/x]) = ∅)
The first quantification states that φ holds for all integers between min and max ,
while the second one states that the required access set is disjoint at different
indices. An iterated star is well-defined only if the bounds are well-defined and
the assertion is well-defined for all integers within those bounds. That is, the
definedness of an iterated star is as follows.

Df(min) ∧ Df(max ) ∧ (∀x • Tr(min) ≤ x < Tr(max )⇒ Df(φ))
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program time taken source
Cell 0.1 [50, 18, 28]

Interval 0.4
ArrayList and Iterator 0.8 [30, 48]

LinkedList 43 [61, 30]
Resource Pool 2.1 [18]

Marriage 0.2 [38]
MasterClock 0.2 [5]

Subject-Observer 11 [2, 49]
Recell, TCell, DCell 0.5 [51]

Visitor (framing only) 127 [18]

Table 3.1: Table showing the time taken (in seconds) to verify each program.

What is the required access set of an iterated star? Informally, the required
access is the union of the required access sets of φ for all indices in the range:⋃

Tr(min)≤x<Tr(max) R(φ). However,
⋃

is not a first-order concept. Inspired by
the encoding of comprehensions described by Monehan et al. [37], we encode
the required access set of an iterated star as follows. For each iterated star
in the program text, we generate a function in the verification logic unioni
(where i is unique for each iterated star) with sort heap × set × int × int ×
ref 1 × . . .× ref k → set . This function represents the required access set of the
corresponding iterated star. The first and second parameter are the heap and
access set. The third and fourth parameter are the lower and upper bounds.
The parameters ref 1 × . . . × ref k represent the free variables appearing in the
body of the iterated star. Several axioms describe the behavior of unioni. For
example, we add an axiom that states a set is disjoint from a union only if it is
disjoint from all the elements.

∀h, a,min,max , x1, . . . , xk, s • s ∩ unioni(h, a,min,max , x1, . . . , xn) = ∅ ⇔
(∀x • Tr(min) ≤ x < Tr(max )⇒ s ∩ R(φ) = ∅)

Whenever two different iterated stars are sufficiently similar, we generate only
one union function instead of two. Two iterated stars are sufficiently similar if
they differ only in the name of the quantified variable or in their range. Such
similar iterated stars typically occur in loop invariants and postconditions.

Currently, our verifier prototype only supports quantifying via the iterated
star described above, where the quantified variable is an integer that lies within
a certain interval. However, an interesting research question is whether we can
generalize iterated star to arbitrary quantification over all objects of a certain
type. For example, one might write the following assertion to indicate all Clock
objects with master m are up to date.

∀Clock c • c 6= null ∧ c.getMaster() = m⇒ c.inSync()

At the time of writing however, it is not clear how one should reason about and
frame such assertions.
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Flexible Pure Methods

It is crucial for soundness that the axioms generated for pure methods are
consistent if the program is valid. For example, consider the pure method bad
shown below.

pure int bad() { return bad() + 1; }
bad ’s implementation axiom is inconsistent: there is no interpretation for the
function bad such that bad() = bad() + 1. To ensure verification is sound,
we must somehow detect such “dangerous” pure methods. In this chapter, we
ensure consistency by enforcing a simple, but very restrictive rule: a method can
only call pure methods defined earlier in the program text. This rule guarantees
that pure methods terminate, which in turn implies that their implementation
axioms are consistent. However, this rule is overly restrictive. For example, the
program of Figure 3.9 would not be well-formed as the pure method length calls
itself.

In our implementation, we instead use more flexible rules. More specifically,
the body of a normal pure method p2 can call any other pure method p1 if either
p1 is defined before p2 or if the size of the required access set of the callee’s
precondition is strictly smaller then the required access set of p2’s precondition.
In addition, a pure method can be annotated with a measure. The pure method
can call itself if its measure decreases. A predicate can call any other predicate
in positive positions (similar to [48]). Ensuring consistency of the encoding of
pure methods is an active area of research [36, 54].

3.8 Related Work

Many advantages and disadvantages of dynamic frames carry over to implicit
dynamic frames. To avoid repetition in related work, we only discuss related
work where the comparison is different with respect to Section 2.8.

The dynamic frames approach [2, 30, 1, 35, 55, 58] solves the frame problem
by explicitly annotating methods with effect annotations. More specifically, the
contract of a mutator consists of a modifies clause and a “swinging pivot post-
condition”, while a pure method’s contract includes a reads clause. The expres-
siveness of the dynamic frames approach stems from the fact that these effect
annotations can mention arbitrary sets of memory locations. To support data
abstraction, these location sets may be specified in terms of dynamic frames, i.e.
pure methods or ghost fields that denote sets of locations. As an example, con-
sider the dynamic frames version of the class Cell from Figure 3.3(a) (method
swap not included) shown in Figure 3.20. setX ’s contract includes a modifies
clause indicating that all locations in the dynamic frame footprint can poten-
tially be changed by the method. In addition, setX ’s last postcondition encodes
the swinging pivot property. The contract of each pure method includes a reads
clause indicating that its return value only depends on locations in footprint().
All the latter effect annotations (indicated with the grey background) need to
be provided by the developer, and must be checked explicitly by the verifier.
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class Cell {
int x;

Cell()
modifies ∅;
ensures valid() ∧ getX () = 0;
ensures fresh(footprint());

{ x := 0; }

void setX (int v)
requires valid();
modifies footprint();
ensures valid() ∧ getX () = v;
ensures fresh(footprint()

\old(footprint()));
{ x := v; }

pure int getX ()
requires valid();
reads footprint();

{ return x; }

pure bool valid()
reads footprint();

{ return true; }

pure set footprint()

reads footprint();

{ return { (this, x) }; }
}

Figure 3.20: The class Cell with traditional dynamic frames annotations.

In our approach on the other hand, none of the annotations in grey need to be
provided or checked explicitly (they are free postconditions!). Instead, we only
check at each field access that the corresponding location is accessible, which
allows us to deduce an upper bound on the set of readable and writable lo-
cations. Since access assertions can typically be piggy-backed onto invariants,
as shown in the predicate valid of class ArrayList of Figure 3.6, contracts do
not need to include additional effect annotations. Moreover, as callers typically
already have to establish a callee’s invariant and the invariant is opaque to the
caller, checking the access assertions inside the callee’s precondition incurs no
additional cost.

Our approach was heavily inspired by separation logic [50, 51, 53]. In par-
ticular, the access assertion acc(e.f) is similar to separation logic’s points-to
predicate e.f 7→ and Parkinson and Bierman’s abstract predicates inspired
our predicate methods. As an example, consider the class Cell annotated with
separation logic specifications shown below.

The behavior of each of Cell ’s methods is described in terms of the predicate
cell . For example, the precondition of setX requires that this refers to a valid
Cell object with an arbitrary value. The postcondition ensures that this still
points to a valid Cell object and that it holds the value v. Separation logic
specifications typically encode the validity, footprint and state of a data struc-
ture in a single predicate. Implicit dynamic frame specifications on the other
hand specify the validity and footprint via predicates, but use pure methods
to describe the state. Another difference between separation logic and implicit
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class Cell {
int x;

Cell()
ensures cell(this, 0);
{ x := 0; }

void setX (int v)
requires cell(this, );
ensures cell(this, v);
{ x := v; }

int getX ()
requires cell(this, ?v);
ensures cell(this, v);
{ return x; }

predicate cell(Cell c, int v) ≡ c.x 7→ v
}

Figure 3.21: The class Cell with separation logic annotations.

dynamic frames is that we allow using heap-dependent expressions, in particu-
lar field reads and pure method invocations, inside assertions. Separation logic
extends classical logic with primitives for describing the structure of the heap
and with rules for reasoning about these new primitives. The basic primitive
of separation logic is the separating conjunction. Semantically, a separating
conjunction P ∗Q holds if the heap can be divided into two disjoint parts such
that P holds for one part and Q holds for the other. The implicit dynamic
frames approach supports separating conjunction, but avoids the need to come
up with a proper subdivision of the heap by computing required access sets
and by checking that these access sets are disjoint. The most important rule in
separation logic is the frame rule.

{P} s {Q}
{P ∗R} s {Q ∗R}

This rule states that a local specification, {P}s{Q}, can be extended to a global
one by adding additional, disjoint state R. This thesis shows that separation
logic’s underlying idea, inferring frame information from preconditions, can be
encoded in classical, first-order logic. An advantage of this approach is that
standard theorem provers for first-order logic [16, 17] can be used to discharge
proof obligations.

Several authors have proposed ways of using separation logic specifications in
tools. SLICK [47] is a tool that transforms separation logic annotations for Java
programs into runtime checks. The access set used in our verification conditions
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resembles the coloring of objects used in this tool. Berdine et al. [8] demonstrate
that separation logic is amenable to automatic static verification by building a
verifier, called smallfoot, for a small, procedural language. Smallfoot uses sym-
bolic execution instead of verification condition generation for checking that a
program satisfies its specification. A symbolic heap in smallfoot consists of a
number of pure formulae and a list of spatial formulae. The spatial formulae
both describe which locations are accessible and what values they hold. The
footprint of the spatial formulae corresponds to the set of accessible locations
in implicit dynamic frames. To frame methods invocations, smallfoot performs
frame inference. That is, when verifying a call, the chunks corresponding to the
callee’s precondition are removed from the heap. The chunks that remain are
called the frame. Afterwards, the chunks corresponding to the callee’s postcon-
dition are added to this frame. In implicit dynamic frames, fresh variables for
the heap and access set are introduced after each method invocation. Framing
then relies on the free postconditions and on the frame axioms for pure methods.
Distefano and Parkinson [18] extend the ideas used in smallfoot to a substantial
subset of Java. In particular, they construct an automatic verifier for Java,
called jStar. jStar is able to infer certain loop invariants provided developers
input the necessary abstraction rules.

The use of pure methods in specifications has been discussed extensively
in the literature [54, 15, 28, 6, 14]. In particular, encoding pure methods as
functions in the logic is a standard technique in verification. To the best of
our knowledge, this is the first approach that derives an upper bound on the
set of readable locations from preconditions of pure methods. Some authors
propose broadening the range of admissible pure methods by allowing certain
side-effects. We believe our approach can be extended to support such weakly
pure methods.

Verification of Java-programs with JML-like [33] annotations has received
considerable attention in the research community [33, 7, 20]. To the best of our
knowledge, all the JML tools rely on explicit effect annotations for framing. We
believe those tools might benefit from our approach to reduce the number of
effect annotations.

Zee et al. [61] focus on verification of linked data structures. Their technique
for dealing with such data structures inspired our specification of linked list. In
particular, they use a ghost field to represent the set of all nodes in a list and
rely on quantification over that set in the invariant to appropriately constrain
the values and next pointers of the list.

A preliminary version of this work was presented at the 2008 FTFJP work-
shop [56]. This preliminary version already sparked the interest of other au-
thors [40]. In particular, Leino and Müller combine implicit dynamic frames
with fractional permissions and concurrency. However, they encode accessibil-
ity differently and do not show how to deal with data abstraction or inheritance
in their encoding. Moreover, they provide no formal soundness proof.
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3.9 Conclusion

In this chapter, we improve upon the classical dynamic frames approach in two
ways: (1) method contracts are more concise and (2) fewer proof obligations
must be discharged by the verifier. We have proven soundness, implemented
the approach in a verifier prototype and demonstrated its expressiveness by
verifying several challenging examples from related work.
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Chapter 4

Conclusion

4.1 Summary

In this thesis, we proposed two approaches to the automatic static verification
of Java-like programs. In summary, the contributions made by this thesis are
the following:

• This thesis demonstrates that the dynamic frames approach can be in-
tegrated into an automatic static verifier for a Java-like language based
on verification condition generation and automated, first-order theorem
proving.

• This thesis proposes a variant of the traditional dynamic frames approach
inspired by separation logic, called implicit dynamic frames, that elimi-
nates the need to explicitly write and check frame annotations. Instead,
frame information is inferred from access assertions in method contracts.
Implicit dynamic frames improve over classical dynamic frames in two
ways: (1) method contracts are more concise and (2) fewer proof obliga-
tions must be discharged by the verifier.

Both approaches are proven sound and have been implemented in verifier
prototypes. These verifier prototypes have been used to automatically verify
several challenging object-oriented programming and specification patterns.

4.2 Future Work

We conclude this thesis with a number of open issues:

Concurrency

To tap into the processing power brought by multi-core and multi-processor
machines, programmers must write concurrent programs. In Java, concurrent
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programs are typically based on multi-threading, shared data structures and
locking. However, writing such concurrent programs is hard because of race
conditions and deadlocks.

We consider extending the implicit dynamic frames approach to concurrent
programs the most important extension to this thesis. We believe this can
be achieved in a way similar to Gotsman et al. [22], Haack et al. [23] and
Jacobs [27]. In particular, by ensuring that no two threads have permission to
access the same location at the same time, one can avoid data races. Leino
and Müller [40] already proposed an extension of implicit dynamic frames that
supports fractions for dealing with concurrency. However, further extensions
to the latter approach, such as a form of Rely/Guarantee reasoning [60], are
needed for dealing with highly concurrent programs.

Our solution to the frame problem relies on establishing disjointness be-
tween footprints. Rely/Guarantee reasoning might also help in situations where
disjointness cannot be established.

Tool Integration

Programmers nowadays write their code in sophisticated integrated develop-
ment environments (IDE) that support syntax highlighting, code completion,
refactoring etc. For verification to become a mainstream software engineering
technique, support for verification must be integrated into the IDE. For ex-
ample, the IDE might include a symbolic debugger than allows a developer to
understand why verification of his code fails. Moreover, the verifier prototypes
built in this thesis support only subsets of the Java programming language.
For example, our prototype does not support for-statements, increment oper-
ators, exceptions, switch statements, inner classes, etc. A full-fledged verifier
implementation must provide support for the entire programming language.

Speed

The verification techniques proposed in this thesis rely on verification condition
generation and automated first-order theorem proving. However, experience has
shown that this approach has three disadvantages. First of all, theorem proving
is slow for large and complex methods. In particular, when the specification is
wrong, discharging the verification conditions can take a long time. Secondly, it
is unpredictable: small changes to the specification can have significant impact
on verification time. Finally, it can be hard to determine why a verification
condition fails.

Symbolic execution for separation logic [18, 8, 29] has proven that verification
times can greatly be reduced. We believe the performance of implicit dynamic
frames can be improved substantially by applying symbolic execution instead of
verification condition generation and first-order theorem proving. At the time
of writing, we already implemented symbolic execution for implicit dynamic
frames in a new verifier prototype. Experiments with the prototype indicate
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verification times are consistently low. By inspecting the symbolic state at each
program point, the programmer can determine why verification failed.

Annotation Inference

Verification is a heavyweight technique for checking properties of programs. In
particular, developers must prove a large number of annotations for verification
to succeed. Annotation inference and sensible defaults may be able to alleviate
some of the annotation overhead. For example, Boogie [3] and jStar [18] already
automatically infer certain loop invariants. Space Invader [11] is even able to
infer access permissions in C programs.

4.3 Modifies Clauses: The End of the Road?

The combination of framing and data abstraction in imperative programs is
a challenging problem which has been studied for several decades. Many ap-
proaches, including classical dynamic frames, tackle this problem via modifies
and reads clauses. More specifically, each mutator is annotated with a modifies
annotation which specifies an upper bound on the set of modifiable locations.
Similarly, the set of locations which determine the return value of a pure method
is specified via a reads annotation.

Separation logic and the implicit dynamic frames approach discussed in this
thesis show that modifies and reads clauses can be inferred, provided the verifier
performs an access check at each individual field access. When verifying con-
current programs, the latter check must be performed anyhow to guarantee the
absence of data races. A modifies clause would only duplicate the information
which can already be inferred from the method precondition. In other words,
framing comes for free in concurrent programs and there’s no reason to keep
using modifies clauses!
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Specificatie en
Automatische Verificatie
van Frame Eigenschappen
voor Java-achtige
Programma’s

Abstract

Programma verificatie is een techniek om te bewijzen dat programma’s voldoen
aan hun specificatie. Een belangrijk probleem in de context van verificatie van
imperatieve programma’s met gedeelde, wijzigbare toestand is het framepro-
bleem in de aanwezigheid van encapsulatie. Meer bepaald, moeten program-
meurs voor een methode een bovengrens op de verzameling van lees- en schrijf-
bare geheugenlocaties kunnen specificeren zonder encapsulatie te doorbreken.

Deze thesis maakt twee bijdragen die dit probleem oplossen in de context van
Java. Ten eerste tonen we aan dat de dynamische frames aanpak, een bestaande
oplossing voor het frameprobleem, toepasbaar is op Java en dat automatische,
statische verificatie voor deze techniek mogelijk is. Ten tweede stellen we een
variant van de dynamische frames aanpak voor, impliciete dynamische frames
genoemd, waarbij informatie over de lees- en schrijfbare geheugenlocaties wordt
afgeleid uit precondities. Deze laatste techniek verbetert de traditionele dy-
namische frames aanpak door methodecontracten korter te maken en door te
garanderen dat minder deelbewijzen moeten gemaakt worden door het verifi-
catieprogramma. Beide technieken zijn correct bewezen en gëımplementeerd in
prototypes. Deze protoypes zijn gebruikt om op automatische wijze een aantal
uitdagende programma’s uit gerelateerd werk te verifiëren.
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1 Inleiding

Het schrijven en onderhouden van correcte programma’s is een moeilijke op-
dracht. Het beste bewijs hiervoor is het feit dat software niet geleverd wordt
met garanties, maar in plaats daarvan disclaimers bevat die aangeven dat de
software mogelijk niet werkt zoals verwacht, dat resultaten incorrect kunnen
zijn en dat het de computer kan beschadigen. Bijvoorbeeld, de licentie van Mi-
crosoft Windows, één van de meeste gebruikte besturingssystemen in de wereld,
bevat de volgende waarschuwing: “Microsoft levert deze software zonder enige
garantie, inclusief de geschiktheid voor eender welk doel, beschikbaarheid, be-
trouwbaarheid en nauwkeurigheid van de resultaten. In geen enkel geval kan
Microsoft verantwoordelijk gesteld worden voor schade die voortkomt uit het
gebruik van deze software.”

Gelukkig hebben ontwikkelaars een aantal technieken tot hun beschikking om
de kwaliteit van hun software te verbeteren. Deze technieken kunnen ruwweg
ingedeeld worden in 3 klassen: typesystemen, testen en verificatie.

Type Systemen

Om garanties te kunnen geven over de afwezigheid van bepaalde fouten, bieden
een aantal programmeertalen, zoals Java en C#, een type systeem aan. Type
systemen stellen de programmeur in staat om aan te geven via annotaties welke
waarden een variabele kan aannemen tijdens de uitvoering. Zo kan een pro-
grammeur vastleggen dat de ene variabele steeds een geheel getal bevat terwijl
de andere een naam voorstelt. Een analyse van geannoteerde broncode kan dan
nagaan dat variabelen steeds correct gebruikt worden. Type systemen zijn ech-
ter niet krachtig genoeg om ingewikkeldere eigenschappen van programma’s te
specificeren. Het is bijvoorbeeld niet mogelijk om aan te geven en af te dwingen
dat een variabele steeds een positief getal bevat of dat deze binnen de grenzen
van een rij valt.

Testen

De belangrijkste en meeste gebruikte techniek voor het opsporen van fouten is
testen. De essentie van testen bestaat erin om het programma uit te voeren voor
een bepaalde invoer en na te kijken of de uitvoer voldoet aan de verwachtingen.

De meeste programmeertalen bieden de ontwikkelaar de mogelijkheid om
hun assumpties over de broncode te expliciteren en te testen door middel van
assert statements. Een assert statement bestaat uit een booleaanse expressie
waarvan de programmeur verwacht dat ze waar is telkens de uitvoering het
overeenkomstige programmapunt bereikt. Als de booleaanse expressie evalueert
tot waar, dan gaat de uitvoering gewoon verder. Als de expressie echter evalueert
tot onwaar, dan stopt het programma of wordt er een uitzondering gegooid. Het
gebruik van assert statements is een wijdverspreide techniek. Zo bevat Microsoft
Office 250000 assert statements [3].
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Unit testen is een systematische manier om het gedrag van een module te
controleren. Een unit test bestaat uit een stukje code dat interageert met de
geteste module gevolgd door een of meerdere assert statements die nagaan dat
de toestand van de module en de waarden teruggegeven door methodes voldoen
aan de specificatie.

Het is in de praktijk onhaalbaar om alle uitvoeringspaden en iedere mogelijke
invoer te controleren met behulp van testen. Dit betekent dat testen de aanwe-
zigheid van fouten kunnen aantonen, maar nooit de afwezigheid ervan (Edsger
W. Dijkstra). Zo is het bijvoorbeeld mogelijk dat het geteste programma zich
correct gedraagt voor alle geteste inputs, maar dat het faalt na installatie bij
een klant voor een andere invoer.

Verificatie

Een van de grote uitdagingen in de computerwetenschappen is de constructie
van een verifiërende compiler. Een verifiërende compiler is een compiler die niet
alleen de broncode omzet naar machine code, maar bovendien nagaat dat het
programma voor elke mogelijke invoer voldoet aan een door de ontwikkelaar
gegeven specificatie.

Programma verificatie is op dit moment nog geen volwaardig alternatief voor
type systemen en testen. Tijdens de laatste jaren is er echter een gestage groei
in het gebruik van verificatie op grotere programma’s. Twee opmerkelijke voor-
beelden hiervan zijn de volledige functionele verificatie van implementaties van
gelinkte data structuren in Java [5] en de verificatie van veiligheidseigenschap-
pen van de Hyper-V hypervisor, Microsoft’s hypervisor dat deel uitmaakt van
Windows Server 2008 [2, 1].

Hoewel programma verificatie grote vooruitgang heeft geboekt in het voor-
bije decennium, is het nog steeds geen wijdverspreide software-ontwikkelings-
techniek. Deze thesis is een volgende stap in de ontwikkeling van een verifiërende
compiler die programma verificatie tot een vaste waarde in het arsenaal van de
programmeur maakt.

2 Probleemstelling

Deze thesis geeft een antwoord op de volgende onderzoeksvraag: “Hoe kunnen
we het gedrag van een module in een object-gericht programma specificeren
en verifiëren zonder de interne werking van de module vrij te geven?”. Meer
bepaald stellen we in deze thesis twee aanpakken voor, gebaseerd op verifica-
tieconditiegeneratie en automatische stellingenbewijzers, om Java programma’s
op een automatische manier te verifiëren. De kern van beide aanpakken is hun
oplossing voor het frameprobleem in de aanwezigheid van data abstractie.

2.1 Framen en Data Abstractie

Een module in een object-gericht programma bestaat uit een aantal type de-
claraties. Een module in Java bestaat bijvoorbeeld uit een groep gerelateerde
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klassen en interfaces. Elk type biedt een aantal methodes aan om instanties van
het type aan te maken en om hun toestand aan te passen en op te vragen. Het
gedrag van een module kan daarom gespecificeerd worden door het gedrag van
de individuele methodes vast te leggen.

Het gedrag van een methode wordt typisch vastgelegd in een methode con-
tract dat bestaat uit een pre- en postconditie. De preconditie beschrijft in
welke omstandigheden de methode opgeroepen mag worden, terwijl de postcon-
ditie het effect van de methode op de programma toestand beschrijft. Laten
we de methode deposit uit de klasse Account uit Figuur 1 als voorbeeld nemen.
De preconditie van deze methode stelt dat deposit enkel opgeroepen mag wor-
den indien het gegeven bedrag positief is. De postconditie garandeert dat het
saldo van de rekening is verhoogd met het gegeven bedrag. Merk op dat old(e)
verwijst naar de waarde die de expressie e had bij aanvang van de bijhorende
methode.

class Account {
int balance;

Account()
requires true;
ensures balance = 0;

void deposit(int amount)
requires 0 ≤ amount ;
ensures balance = old(balance) + amount ;

}

Figuur 1: Een klasse Account (implementatie weggelaten).

Er zijn twee manieren om te redeneren over methode oproepen. Een ontwik-
kelaar kan redeneren op basis van de specificatie van de opgeroepen methode of
op basis van diens implementatie. Deze laatste aanpak is echter problematisch
om een aantal redenen. Ten eerste is redeneren op basis van de implementatie
omslachtig omdat interne details van de opgeroepen methode in rekening moe-
ten gebracht worden. Ten tweede is redeneren op basis van de implementatie
niet modulair: bij een interne wijziging aan de implemenatie moet niet alleen
de methode zelf opnieuw gecontroleerd worden, maar ook alle gebruikers ervan.
Ten slotte is in veel gevallen de implementatie niet beschikbaar op het moment
dat de methode opgeroepen wordt. Als de opgeroepen methode deel uitmaakt
van een interface of als de broncode niet beschikbaar is om een andere reden,
dan is het onmogelijk om te redeneren op basis van de implementatie. Omwille
van deze drie redenen maken verificators typisch geen gebruik van de imple-
mentatie maar enkel van de specificatie. Beschouw bijvoorbeeld volgend stukje
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code.
Account a = new Account();
a.deposit(10);
assert a.balance = 10;

De methodecontracten van de klasse Account volstaan om te bewijzen dat het
assert statement nooit faalt. Informeel gaat het bewijs als volgt. Op het mo-
ment dat de constructor van a eindigt, geldt haar postconditie: a.balance heeft
de waarde 0. Voor we deposit mogen oproepen, moeten we nagaan dat de pre-
conditie van deze methode waar is. Omdat het gegeven bedrag, namelijk 10,
positief is, is het toegelaten om deposit op te roepen. Uit de postconditie van
deze laatste methode volgt dat het saldo met 10 is verhoogd. Bijgevolg heeft
a.balance nu de waarde 10 en zal het assert statement dus nooit falen.

Beschouw nu het volgende, gelijkaardige stukje code.

Account a1 = new Account();
a1.deposit(10);
Account a2 = new Account();
a2.deposit(20);
assert a1.balance = 10;

Kunnen we nog steeds bewijzen dat de assertie nooit faalt? Het antwoord is nee.
De contracten van de constructor en deposit zijn te zwak om aan te tonen dat
dit het geval is. Het contract van deposit laat immers toe dat de implementatie
de gehele toestand van het programma wijzigt, zo lang het saldo maar verhoogd
wordt met het gegeven bedrag. In het bijzonder sluit dit contract niet uit dat
a2.deposit(20); het saldo van a1 verandert. Bijvoorbeeld, de implementatie uit
Figuur 2 voldoet aan de contracten gegeven in Figuur 1, maar laat het assert
statement hierboven falen.

Om ervoor te zorgen dat het assert statement nooit faalt, moeten we de con-
tracten uit de klasse Cell versterken zodat implementaties zoals degene weerge-
geven in Figuur 2 uitgesloten zijn. Meer bepaald, moet deposit ’s contract een
bovengrens opgeven op de verzameling van wijzigbare locaties. Dit probleem
wordt het frameprobleem genoemd.

Modifies annotaties zijn een gekende oplossing voor het frameprobleem. Een
modifies annotatie bestaat uit een lijst van geheugen locaties die gewijzigd kun-
nen worden door de bijhorende methode. De modifies annotatie voor deposit
zou modifies this.balance; zijn. Deze uitbreiding van het contract stelt ons in
staat om te bewijzen dat het assert statement nooit faalt.

De contracten uit Figuur 1 houden echter geen rekening met data abstractie
aangezien ze niet implementatie-onafhankelijk zijn. In het bijzonder vermeldt
dit contract het private veld balance. Dit implicieert dat bij interne wijzigingen
aan de klasse Account (men zou bijvoorbeeld een lijst van transacties kunnen
bijhouden in plaats van een saldo) de contracten van de klasse moet worden
aangepast en dat bijgevolg gebruikers van deze klasse opnieuw gecontroleerd
moeten worden. Hoe kunnen we het gedrag van een klasse vastleggen zonder
interne details prijs te geven? In het bijzonder, hoe kunnen we specificeren welke
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class Account {
static Account global ;
int balance;

Account() {
if(global = null) { global = this; }
balance = 0;

}

void deposit(int amount) {
if(global 6= null ∧ global 6= this) {

global .balance+ = amount ;
}
balance+ = amount ;

}
}

Figuur 2: Een implementatie van de klasse Account die voldoet aan de contrac-
ten uit Figuur 1, maar dewelke meer dan this.balance wijzigt.

geheugenlocaties gewijzigd kunnen worden zonder interne velden te vermelden
in het contract? In deze thesis stellen we twee nieuwe antwoorden voor op de
hierboven gestelde vragen.

2.2 Invarianten

Een invariant beschrijft wanneer een object zich in een geldige toestand bevindt.
De invariant van de klasse ArrayList stelt dat de interne rij verschillend is van
null en dat het aantal elementen in de lijst tussen 0 en de lengte van de rij ligt.

class ArrayList {
Object [] items; int size;

invariant items 6= null ∧ 0 ≤ size ≤ items.length;
}

Een cruciale vraag bij het redeneren over invarianten is wanneer ze moeten gel-
den, wanneer ze geschonden mogen worden en wanneer ze aangenomen mogen
worden. Het traditionele antwoord op deze vraag is dat de constructor ervoor
moet zorgen dat de invariant geldt en dat bovendien iedere publieke mutator
ervoor moet zorgen dat de invariant behouden blijft. Meer bepaald, mag aange-
nomen worden dat de invariant geldt bij het binnenkomen van een mutator, dat
deze mag geschonden worden tijdens de uitvoering ervan en dat deze terug moet
gelden aan het einde van de mutator. De traditionele aanpak is echter proble-
matisch in de aanwezigheid van callbacks. Beschouw bijvoorbeeld de methode
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add uit de klasse ArrayList .

void add(Object o){
size += 1; //A
if(items.length < size) {

Object [] a = new Object [size];
System.arraycopy(items, 0, a, 0, size − 1);
items = a;

}
items[size − 1] = o;

}
Op programma punt A geldt de invariant van het ArrayList object mogelijk niet
omdat size groter kan zijn dan de lengte van de rij items. Als size groter is dan
de lengte, wordt er een grotere rij gealloceerd en worden de elementen gekopieerd
door de methode arraycopy aan te roepen. Wat gebeurt er echter als arraycopy
terug methodes van het ArrayList object oproept? We verifiëren iedere methode
onder de veronderstelling dat de invariant waar is bij het binnenkomen van de
methode, maar dit voorbeeld toont duidelijk aan dat deze assumptie niet altijd
geldt. Hoe kunnen we redeneren over object invarianten als de klassieke techniek
te kort schiet?

2.3 Overerving

Overerving is een centraal concept in het object-gericht programmeerparadigma
dat toelaat om een nieuwe klasse te definiëren in termen van een of meerdere
bestaande klassen. Redeneren over overerving is echter uitdagend omwille van
verschillende redenenen. Ten eerste mag het toevoegen van een nieuwe subklasse
er nooit toe leiden dat bestaande code niet meer voldoet aan haar contract. Dit
zou immers niet modulair zijn. Beschouw bijvoorbeeld de methode doDeposit .

void doDeposit(Account a)
requires a 6= null ;
modifies a.balance;
ensures a.balance = old(a.balance) + 1;
{ a.deposit(1); }

doDeposit roept de methode deposit op om het saldo van de rekening a te ver-
hogen met 1. Het volgt onmiddellijk uit het contract van deposit dat doDeposit
voldoet aan haar specificatie. Stel dat we ons bestaande systeem uitbreiden
met een nieuwe subklasse van Account , genaamd BadAccount (zie Figuur 3). In
eerste instantie lijkt deze uitbreiding niet tot problemen te leiden. De methodes
uit de klasse BadAccount voldoen immers duidelijk aan hun contracten. Poly-
morfisme laat echter toe om een object met dynamisch type BadAccount als ar-
gument te geven aan de methode doDeposit . In dat geval verhoogt a.deposit(1);
het saldo van de rekening niet! Dit betekent dat doDeposit niet langer voldoet
aan zijn contract. Dit is niet modulair! Hoe kunnen we garanderen dat het
toevoegen van nieuwe subklassen er niet voor zorgt dat bestaande code breekt?
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class BadAccount extends Account {
BadAccount()

modifies ∅;
ensures balance = 0;
{ super(); }

void deposit(int amount)
requires 0 ≤ amount ;
modifies this.balance;
ensures balance = old(balance)− amount ;
{ balance = balance − amount ; }

}

Figuur 3: BadAccount , een subklasse van Account .

Een tweede reden waarom verificatie van overerving uitdagend is, is het
toestand uitbreidings probleem. Meer bepaald wordt het probleem dat het toe-
voegen van subklassen bestaande code breekt opgelost door na te gaan dat het
contract van de subklasse een verfijning is van het contract van de superklasse.
Dit betekent typisch dat precondities enkel verzwakt mogen worden, terwijl
postcondities enkel verstrengd mogen worden. Deze beperking op overschrij-
vende methodes wordt Liskov’s substitutie principe genoemd [4]. Overerving
wordt echter vaak gebruikt om extra functionaliteit toe te voegen aan subklas-
sen. Beschouw bijvoorbeeld de klasse TrackingAccount uit Figuur 4. Deze
klasse gedraagt zich zoals Account maar houdt bovendien het aantal verrichte
transacties bij.

De methode TrackingAccount .deposit wijzigt echter meer dan Account .deposit .
Bovendien is de preconditie van de methode uit de subklasse strenger dan de
preconditie van de methode uit de superklasse (omdat de preconditie impliceert
dat de invariant waar is). Dit is echter een schending van Liskov’s substitutie-
principe! Bijvoorbeeld, een oproeper van Account .deposit neemt immers aan dat
enkel this.balance verandert, terwijl in feite ook de waarde van this.count wordt
aangepast. Dit probleem wordt het toestand uitbreidings probleem genoemd:
hoe kunnen we op een veilige manier de functionaliteit van de superklasse uit-
breiden in subklassen?

3 Contributies

In deze thesis stellen we twee aanpakken voor om op een automatische manier
het gedrag van Java programma’s te specificeren en te verificeren. De kern van
beide aanpakken is hun oplossing voor het frameprobleem in de aanwezigheid
van data abstractie. De eerste aanpak is gebaseerd op Yannis Kassios’ dyna-
mische frames. De tweede aanpak verbetert de eerste door methodecontracten
korter te maken en door ervoor te zorgen dat minder deelbewijzen gemaakt
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class TrackingAccount extends Account {
int count ;

invariant 0 ≤ count ;

TrackingAccount() {
super();
count = 0;

}

void deposit(int amount)
requires 0 ≤ amount ;
modifies this.balance, this.count ;
ensures balance = old(balance) + amount ;
ensures count = old(count) + 1;

{
super.deposit(amount);
count + +;

}
}

Figuur 4: TrackingAccount , een subklasse van Account .

moeten worden door de verificator. De correctheid van beide aanpakken is be-
wezen en hun werking is gevalideerd door het maken van een implementatie. De
volgende subsecties beschrijven hoe beide aanpakken de hierboven beschreven
problemen oplossen.

3.1 Data Abstractie

Programmeurs verbergen typisch de interne details van hun klassen door vel-
den privaat te maken en door getters te introduceren om de interne toestand
te bevragen. Bijvoorbeeld, het veld balance wordt privaat gemaakt zodat het
niet toegankelijk is buiten de klasse Account en bovendien wordt er een getter
toegevoegd om het huidige saldo op te vragen. Beide aanpakken voorgesteld in
deze thesis ondersteunen data abstractie door toe te laten dat het gedrag van
mutatoren beschreven wordt door middel van getters. Zo kan het gedrag van
deposit bijvoorbeeld beschreven worden door zijn effect op de terugkeerwaarde
van getBalance vast te leggen.

3.2 Frameprobleem

Beide aanpakken verschillen in hun oplossing voor het frameprobleem in de aan-
wezigheid van data abstractie. De eerste aanpak lost het probleem op door de in-
troductie van dynamische frames. Een dynamisch frame is een speciale getter die
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een verzameling van geheugenlocaties teruggeeft. Bijvoorbeeld, het dynamisch
frame voor de klasse Account zou de singleton verzameling { this.balance } te-
ruggeven. Bovengrenzen op de verzameling van locaties die gewijzigd kunnen
worden door een mutator en gelezen door een getter kunnen dan beschreven
worden in termen van het dynamische frame. In deze aanpak zijn gebruikers
van een klasse verantwoordelijk voor het bijhouden van informatie over de te-
rugkeerwaarden en het disjunct zijn van verschillende dynamische frames.

De tweede aanpak, impliciete dynamische frames genaamd, lost het frame-
probleem op door bovengrenzen op de verzameling van lees- en schrijfbare lo-
caties af te leiden uit precondities. Meer bepaald kan een methode enkel een
bestaande locatie o.f lezen en schrijven als het de nodige toestemmingen hier-
voor heeft. Aangezien de uitvoering van een methode niet mag afhangen van
het feit of een locatie toegankelijk is, kan een methode enkel een bestaande lo-
catie benaderen als de preconditie toestemming vraagt aan oproepers van de
methode. De preconditie geeft dus een bovengrens aan de verzameling van lees-
en schrijfbare locaties. Als een opgeroepen methode geen toegang eist tot een
locatie en de oproeper heeft toegang tot deze locatie, dan kan de opgeroepene
deze locatie niet wijzigen. Omdat deposit het veld balance zowel leest als schrijft,
moet de preconditie toegang eisen tot deze locatie. Gebruikers van deze me-
thode kunnen dan afleiden dat andere locaties ongewijzigd blijven aangezien de
methode hier geen toegang toe eist. Op dezelfde manier kan de terugkeerwaarde
van getBalance enkel afhangen van this.balance aangezien de preconditie enkel
toegang eist tot dit veld. Om de precieze verzameling gelezen en geschreven
geheugen locaties te verbergen, kunnen programmeurs gebruik maken van pre-
dikaten. De belangrijkste voordelen van de tweede aanpak ten opzichte van de
eerste zijn dat contracten compacter zijn en dat er minder deelbewijzen moeten
opgesteld worden.

3.3 Invarianten

De traditionele aanpak voor object invarianten heeft ingebouwde regels om te
bepalen wanneer invarianten moeten gelden en wanneer deze geschonden mo-
gen worden. Deze aanpak is echter niet altijd correct in de aanwezigheid van
callbacks. De aanpak die wij voorstellen heeft geen ingebouwde regels. Een
object invariant is gewoonweg een booleaanse getter. De invariant van de klasse
Account kan bijvoorbeeld geëncodeerd worden als een booleaanse getter valid
die teruggeeft dat het veld balance positief moet zijn. Om aan te geven dat de
invariant geldt, moet de programmeur expliciet eisen in het methode contract
dat de invariant methode waar teruggeeft. Zo zou de preconditie van deposit de
volgende zijn: requires this.valid() ∧ 0 ≤ amount ;.

3.4 Overerving

Beide aanpakken lossen de problemen in verband met overerving op dezelfde
manier op. Om te garanderen dat het toevoegen van een nieuwe subklasse er
niet voor kan zorgen dat bestaande code breekt, leggen we twee beperkingen op.
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Ten eerste moet iedere methode implementatie niet alleen voldoen aan zijn eigen
contract maar ook aan het contract van alle overschreven methodes. Deze laatste
stelling moet bewezen worden onder de aanname dat het dynamisch type van
de ontvanger gelijk is aan de klasse die de implementatie van de overschrijvende
methode bevat. Ten tweede moet iedere virtuele methode overschreven worden
in iedere subklasse.

Het toestand uitbreidings probleem wordt opgelost door toe te laten dat
getters, in het bijzonder invarianten en dynamische frames, hergedefinieerd
worden in subklassen. Bijvoorbeeld, de invariant van de klasse Account kan
geëncodeerd worden als een predikaat valid met volgende terugkeerwaarde:
acc(this.balance)∧0 ≤ balance. In de subklasse kan valid dan overschreven wor-
den met een nieuwe terugkeerwaarde, namelijk super.valid()∗acc(this.count)∧
0 ≤ count . Zowel in de sub- als in de superklasse is de effectieve preconditie
voor deposit dezelfde: valid ∧ 0 ≤ amount . De interpretatie verschilt echter
afhankelijk van het dynamisch type van de ontvanger.
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